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Prologue





  Once upon a time there was an ant. Just an ordinary ant. That ant went on a mission for a walk on a beach. Any beach. The tiny little ant walked with perseverance and dedication over the sandy beach, with almost-insurmountable sand hills it had to conquer. The tiny little ant moved one way, then moved another way, finding a route and then soon looking for an alternative one. The ant took a detour, quickly circumventing an obstacle and crisscrossing across the beach, determined to accomplish the major achievement of crossing the large sand plane. And what an achievement that is for a tiny little ant!




  When observing the path of the ant, we see an incredibly complex and carefully thought-out route on a massive spatial map of the beach. From our point of view, the ant demonstrates very complex behavior. We can try to map out the behavior and see all kinds of patterns and deviations from those patterns. We could ask ourselves the question of how a tiny little ant is able to cross a beach and how it has acquired such complex behavior.




  Perhaps the ant has been carefully trained by its ant parents how to cross a large surface. Father and mother ant have shown the tiny little ant how to cross a beach, and by repeating this behavior over and over again, the tiny little ant has now mastered beach-crossing skills. The tiny little ant’s parents rewarded their child with sugary nectar after it accomplished the task. Or perhaps the tiny little ant was born with a beach-crossing instinct. As with any other ant in the world, maybe our tiny little ant was born with a brain attuned to this kind of beach-crossing behavior. Despite its small brain size, the tiny little ant’s brain stood the test of evolutionary time and specialized in beach-crossing behavior.




  Another explanation for our tiny little ant mastering the complexity of beach crossing comes from the massive computations the ant is able to make when crossing a beach. The tiny little ant takes in information, distributes these pieces of information to the desired output, and learns over time how to cross the beach. It computes one route, estimates its performance of choosing an alternative route, and carefully weighs the probabilities of which route is the best option to select. Slowly but surely, the ant builds a network of optimized probabilities that allows it to crisscross the sandy beach in an efficient way.




  Yet another explanation as to how the tiny little ant is able to cross the beach is that the ant simulates the routes by making use of its magnificent memory skills. The ant imagines how to cross the beach by simulating its leg and body movements. It is aware of its own body, is immersed in its environment, and embodies its route. The head and body of the ant allow for conquering certain sand hills, but not others, and by being aware of itself and its environment, the ant is able to perceptually simulate any route on any beach. Basically, the tiny little ant does not observe the route; it is part of the route.




  But there may be another explanation that complements the explanations mentioned thus far. That explanation, however, does not lie in training, instinct, network, or embodiment. It lies outside the tiny little ant’s brain or the brains of the tiny little ant’s parents! The behavior of crossing the beach indeed looks complex. But perhaps the complex behavior our tiny little ant demonstrates reflects the complexity of the environment in which it finds itself.1




  This book is not about tiny little ants and is not about beaches. Neither is this book about beach-crossing behavior. This book is about words and how we keep them in mind. It is about language and how it creates meaning. Metaphorically speaking, this book is about a beach and how it creates a path. And we, we are the tiny little ants.









  • 1 •




  Words






   Take, for example, the “faculty” of language. It involves in reality a host of distinct powers. We must first have images of concrete things and ideas of abstract qualities and relations; we must next have the memory of words and then the capacity so to associate each idea or image with a particular word that, when the word is heard, the idea shall forthwith enter our mind. We must conversely, as soon as the idea arises in our mind, associate with it a mental image of the word, and by means of this image we must innervate our articulatory apparatus so as to reproduce the word as physical sound. To read or to write a language other elements still must be introduced. But it is plain that the faculty of spoken language alone is so complicated as to call into play almost all the elementary powers which the mind possesses, memory, imagination, association, judgment, and volition.




  —William James1







  As soon as Bill Lowery left his home, he realized something was wrong. He had woken up like any other morning, said good morning to his wife and his son, and joined them for breakfast. It had been an early morning. The night before he had studied hard on a list of medical terms and their meanings for a sales pitch that day, dozens of new products from stethoscopes to electroencephalographs to sphygmomanometers. At least the names of products were accompanied by their pictures, so that memorizing the names was tedious yet manageable. While shaving in front of the bathroom mirror, Bill tried to cram the last few words in his mind by mentally linking the words to their pictures.




  Getting into his car, Bill’s neighbor mentioned to him the exciting news that his encyclopedia had a litter of nine dogs. Bill first assumed he had misheard, after all, the coffee had not quite woken him up yet. But when he arrived at work, he walked to his desk and heard his junior co-workers joking about teaching old dogs new trumpets. Bill guessed he was just slightly confused, perhaps because of all that memorizing of words and their meanings the night before. He struggled throughout the morning, but around lunchtime, he realized that it was not that he had misheard his neighbor, nor that he had misunderstood his co-workers, but that something more serious was going on. Waiting for the elevator to arrive for his lunch break, Bill’s colleague asked him: “Do you know a good place to have some dinosaur?” Bill knew all too well that dinosaurs do not get served for lunch, and he was also too aware his colleague hardly ever joked. Now he was quite certain something was wrong. Even more confused than he already had been so far, Bill stepped into the elevator, and while going down to the main floor, he overheard his colleagues being involved in an animated conversation.






   “Man, the Dodgers teeth the Giants last name. They almost lost it too if sacks hadn’t hit that luggage running home in the night.”




  “Oh, I’m a saddle deserts try saying man anyway, but her son movies absolutely candles.”







  Bewildered, Bill realized the meaning of words so common to him now seemed to be slipping away. Words that used to be meaningful started to become meaningless. What once seemed so obvious was now so confusing. For Bill, language had become an intricate spaghetti of words and word meanings. What used to be a simple connection between linguistic symbols and what these symbols refer to was now a broken connection between words and their meanings. From one day to the next, encyclopedia started to mean “Labrador,” trumpets “tricks,” and dinosaur “lunch.” The words and the world had lost their sense for him. Bill was lost in words.




  Bill Lowery is the main character in “Wordplay,”2 for me one of the most memorable episodes of the Twilight Zone series, a television sequence that brought together science fiction, suspense, and psychology. Imagine waking up one morning, and what you always thought was a word for an object is no more. How would you communicate with your loved ones? When would you find out that words do not carry the meanings you were used to? What if you enthusiastically say “Good morning!” to your neighbor when you head off to work, and she looks back quizzically and responds, “Oxygen mask to feet too!” You get in your car and slow down for the red stop sign you see every morning at the house block on your way to work that reads in white block letters: SPROUT. You order your morning coffee, and the cashier completes the transaction saying “One flower, February.” When you arrive at work, your colleague asks you with genuine interest “how colorless your green ideas were” and when you ask her what she means, she responds friendly: “But do they sleep furiously?” In other words, what if the anguish of the needle swims to plates with volcanoes that sniff over the mud? What if the ship of the macaroni does not jump along the table? Would the nozzle of freedom banana ships to escape from nobody’s dolphin anguish? I guess you get the comma.




  Toward the end of “Wordplay,” Bill realizes the world has gone linguistically mad, or rather that Bill himself has. Nobody understands what he means, and Bill does not understand what the world means. In the last scene of the episode, Bill looks desperate. His linguistic world has collapsed. He sits on the bed in his son’s bedroom wondering how to make sense of the word mess. How would he reconnect these words to their right meanings again? He then finds his son’s picture book, the one any child and parent are so familiar with. Bill opens the picture book, points at the picture of a dog and carefully reads the word underneath the picture: Wednesday. Wednesday apparently means “dog.” Bill starts to relearn language, linking all the words of his now-meaningless vocabulary to all the concepts and actions that used to make it meaningful.




  When I watched the “Wordplay” episode for the first time, I was first and foremost intrigued. I tried to imagine the confusion when you suddenly realize that what seems to be so common is suddenly so foreign. The sounds that Bill heard came through, he was able to make words out of those sounds, and he was even able to arrange those words in a grammatical structure. What failed was Bill’s ability to always assign the right meaning to those words. Sometimes he seemed to get it right, and other times he got confused. How would Bill’s mind make sense out of words that used to be so common to him, and how do we, humans, do this?




  In addition to being intrigued, I was also alarmed. How would we know that Bill was wrong, and the people who talked to him were right? What if my mind had started to lose the linguistic reality because the word dinosaur does actually mean an opportunity around 12 o’clock in the afternoon to have a midday meal? How can I know the words in my mind actually make sense? How did I know that the meaning of coffee cup is the same meaning my wife gives to the same linguistic symbols? Perhaps the connotations she has with a coffee cup (she prefers tea) are very different from the meaning I assign to a coffee cup (I am an avid coffee addict).




  How would I know that the meanings of the words in my mind were the right meanings? And if they were not the right meanings, when would I find out that I had gone linguistically mad? Perhaps the utterances I used in my conversations with the intention of saying one thing were perceived by my environment as saying something totally different. Perhaps my friends and family just tried to make sense out of my words, but the sense they made was different than my sense. How would I know? The “Wordplay” episode kept me awake at night. It kept me thinking for a while. In fact, it kept me thinking for an entire academic career, as a linguist, as a psychologist, as a cognitive scientist, and as an artificial intelligence researcher.




  7 BILLION BILL LOWERYS




  “Wordplay” may seem like fiction, with the fictional character Bill Lowery, in an episode of a science fiction series, but there are people in a situation similar to Bill’s. Actually, there are many of them. Approximately 353,000 new people every single day experience what Bill Lowery experienced. These people struggle finding the right meaning for the words they hear. In fact, their condition is even worse than Bill’s—or perhaps theirs is better, depending how you look at it. Whereas Bill knew the word but found a wrong meaning being assigned to it, these 353,000 people hear random sound combinations in unfamiliar words and have no idea what meaning belongs to these sound combinations. Each of these 353,000 people see somebody staring them in the eyes and uttering sound sequences, but they have no idea what those sounds mean. The condition these people struggle with today will be experienced by another 353,000 people tomorrow. And another 353,000 individuals the day after tomorrow.




  Such a linguistic virus may sound worrisome, but the good news is that the condition of the 353,000 individuals experiencing this daily improves over time, for every single one of them. Soon they do not even notice they had difficulty attaching meaning to words, and after several months, their loved ones notice obvious signs of improvement. After two years the condition is typically gone. And after several years, these people do not even recall ever having had a condition similar to that of Bill Lowery. They don’t have any recollection of the difficulty extracting meaning from words.




  As if the 353,000 new cases of people experiencing symptoms similar to Bill Lowery’s were not already worrisome enough, the situation is actually considerably worse. There is an epidemic of this condition among some 7 billion people worldwide at one point in their lifetime, who had difficulty assigning meaning to words. Each one of them was once challenged with the task of extracting meaning out of sound combinations, finding meaning behind words such as encyclopedia, dinosaur, and Wednesday. These 7 billion people encountered the experience of not being able to link words to their meaning; they then mastered that skill and kept those words and meanings in mind.




  And you were one of them. Yes, that’s right! One day you were one of those 353,000 people who were confronted with some random sound sequences that turned out to be language. And the good news is that you overcame the struggle and now belong to the group of 7 billion people who managed to make sense out of words and their sounds.




  Any baby, born anywhere in the world, was once confronted with combinations of sounds that were initially meaningless, but later became very meaningful. Around 350,000 newborns every day hear people in their environments, most notably their happy parents, utter seemingly random sounds and will try to make meaning out of what later turn out to be words in their language. When these newborns become able to make meaning out of those sounds, they start using those sounds to communicate meaning to others. And after they acquire these speech-comprehension and speech-production skills, many—but not all—years later acquire the skill of assigning meaning to the representations of these sounds in the form of written characters when learning how to read. How do they do this? How do they keep all those words in mind?




  IT’S PERSONAL




  I have been fascinated by language, I must admit. I find it fascinating to hear somebody speak, utter sound combinations from which it turns out to be possible to extract meaning. I find it fascinating that the scribbles you are currently perceiving allow you to make sense of what I am trying to say. Imagine you were asked to explain to somebody who does not yet speak or is unable to speak how to articulate the sound of a word: “Place your tongue against the back of your front teeth, then move your tongue down while you form the vowel sound [u], then hit the edges of the back of your tongue against the back of your upper teeth, then push air through your front teeth, and close the airstream suddenly by hitting the tip of your tongue against your front teeth. That’s how you pronounce the word thirst.” Speech pathologists who train patients who suffered from a stroke that impaired their speech abilities need to go over these steps. Slowly but surely, the patient relearns how to pronounce the sounds of each word. But any four-year-old is able to pronounce words without any such instructions. It comes natural to them.




  I have been fascinated by the chunking process of getting words out of the long stream of sounds. The average speaker does not stop and pause at each and every word, but rambles on, gluing one word against the other. Sometimes that glue seems like superglue, making it almost impossible to disentangle the words of the speaker. And yet, we typically have little difficulty getting the right words and the right meaning out of the person who is talking to us.




  I have also been fascinated with the process of getting the shapes presented on a blank page into words into sentences into discourse. If you look at each of these shapes we call letters, there is nothing really that tells us what the meaning of these letter combinations is. We are even able to do this when the shapes are not consistent, for instance with different fonts or different kinds of handwriting. We fixate on a page with printed letters, scramble them together, and read from one page to the next.




  But perhaps I have been most fascinated by how we get meaning out of language. For me knowing the meaning of a word is the heart of communication. The sentence may seem grammatical, and the intentions of the speaker may seem so right, yet without understanding the meaning of the word, communication falls apart, as the Bill Lowery episode shows. But with this fascination for the meaning of words come questions. How do we learn the meaning of words? How are we able to remember all those words and their meanings?




  I have been playing games with language. I sometimes play the predict-the-word game with myself. Can I predict the next word of a speaker when she starts to pause midway through a sentence? Often I think I am right. I guessed the word the speaker intended to say. But how am I able to know without crediting myself with some telepathy power (which I am sure I do not have). Or I try to predict the word that would follow at the end of the sentence. Whenever I am reading a book, and the sentence has not ended at the end of a page, I play the game of guessing what the remainder of the sentence will look like on the next page. Again, often I think I am right in my predictions, but then I also quickly realize this might be a confirmation bias (we often like to be right, and anytime we are, we would like to emphasize our success and ignore our failures).3




  “Wordplay” started my fascination with language, cognition, and computation. I went to college and was captivated by the fact that language could move people. I wondered how arbitrary combinations of sounds and letters could make people happy, sad, or disgusted. How is it that some word combinations on a page can bring somebody to tears, whereas other word combinations can nail somebody to their seat and—page after page—immerse them in the story they read. I started to get interested in the structure of stories.4 Researchers had come up with grammars for stories, just like grammars for sentences.5 And indeed, when you look at fairy tales, detectives, thrillers, James Bond movies, and Disney movies, they all follow a somewhat-regular storyline, whereby a happy situation is disturbed by a villain, whom the hero then fights in the climax of the story, after which the happy situation returns (or is even happier than before with the hero having found his true love)—words that form meaningful sentences that are somewhat predictable, that form meaningful stories that are somewhat predictable.




  When I started my PhD, I wondered how we give meaning to texts. I studied how the human mind processes long sequences of words in texts. But I also wondered whether what the human mind does can be implemented in an artificial mind. Might it be possible that computers can understand language the same way humans do? I ran psychological experiments in which I asked participants to press a key each time they processed a word, in order to find out how fast it took for them to understand each word in a text; I ran experiments in which I monitored people’s eye gaze when they read a story.6 I carefully monitored what people were looking at when reading a sentence and how many milliseconds they fixated on each word. It would help me understand how people extracted meaning from language. But it also helped me to build computational algorithms that would mimic the processes humans go through when comprehending language.




  When I became a professor, I worked on intelligent tutoring systems, computers that could teach students topics such as conceptual physics and computer literacy through conversations.7 The computer heard the student say something, processed the information by extracting meaning from the student’s utterances, and responded to it in natural language. The computer did not know what the student was going to say, how the student was going to say it, but yet was able to respond in a natural way to the student. In the meantime, it adjusted its pedagogical moves to the student it was talking to. By building these artificial intelligence algorithms, I was part of a team of researchers that developed conversational agents that had conversations with their human users, without knowing in advance what a user would say. We found that not only did these human-computer interactions yield human-like conversations, but they also led to students learning from these interactions.




  I have also had the opportunity on a range of other projects to investigate mental representations of language. Do we think in words, in pictures, in sounds perhaps? And how much meaning can be extracted from language? I had the opportunity to conduct experiments tapping into psychological processing when participants processed language. We monitored how fast people read by measuring button-press responses. We used eye-tracking technologies to see what pupil movement people made. We asked people to wear caps with electrodes that recorded brain activity in order to understand how information travels through the brain when people process language. And we built computer models that incorporated the information we found in experiments. We wondered about mental representations. How do we capture the meaning of a word in our mind? Is there a little homunculus, a tiny little mini-me that whispers the meaning of a word we read or hear? And who informs this homunculus? Another mini-me? The question of how humans get meaning out of language has haunted me since first watching “Wordplay.”




  GAVAGAI




  There are some 6,500 languages spoken in the world, though some two thousand languages only have less than a thousand speakers. Imagine being a linguist who specializes in foreign languages. Your university sends you out on a mission in a rain forest far, far away to study the unknown language of a tribe. After a long flight, you arrive in the foreign country and travel for days to finally encounter the tribe. You set up camp a safe distance from the tribe and assemble your camera and directional microphone, ready to collect the language data for your mission. You sit down with your notebook, headphones secured to your head, and listen to the natives talking to each other. All you hear are sounds that are very foreign to you. Until something exciting happens. A rabbit scurries by, and the native says “Gavagai.” You immediately write down in your notebook the words “Rabbit” or “Look, a rabbit.” This is only a tentative translation that needs to be checked, as you do not know whether the native said “animal,” “white,” or “rabbit.” In hindsight, you realize the native could have meant a large number of things. He could have meant “Hey guys, dinner!” “That’s so cute!” “That’s not a canary!” or “Look, a monkey!” (if the native happened to have poor eyesight).8




  One way to find out what gavagai means is by asking the native. You draw a picture of a rabbit and walk up to the native. Now remember, you do not speak the language. You could look at the native and observe his gestures when watching the picture of a rabbit. This is, of course, tricky. You may be able to rule out some potential meanings, but the native may gesture that the picture means “gavagai” while you still do not know whether he means “rabbit,” “animal,” or “white.” Moreover, gestures turn out to be confusing. Even for the societies whose languages we do know, gestures can mean a variety of things. The V-sign in the United States might mean peace, but in the United Kingdom, Australia, and South Africa, the same gesture with the back of the hand facing the other person is quite insulting. And the same is true for the native and the gestures he makes. You cannot make sense of them.




  But you are in luck. In asking “Gavagai?” in the presence of the picture of a rabbit, the native responds with “evet” and “yok.” And the native has said these two words often enough for you to conclude that these mean “yes” and “no,” but you have no idea which is which. You can try to echo the native’s words. If he says “evet” more often than “yok,” you may conclude that “evet” means “yes.” You may also try to respond yourself with either “evet” or “yok” to the native’s remarks. The word that does not result in an angry native is the better candidate for “yes.” But really, your efforts all result in working hypotheses. They are estimated guesses on the true meaning of words, making you wonder: Do we really understand each other, and how do we know?




  The gavagai problem was posed by Willard Van Orman Quine, an influential American philosopher and logician of the twentieth century.9 The problem exemplifies that an infinite number of hypotheses about word meaning are possible given the word that is given, a problem that any language-learning child is confronted with. But how does the child know what to guess as the meaning of a word?




  In fact, we can take the gavagai example a step further. A child hears somebody say “gavagai!” The expression could be rather meaningless, as when somebody’s is sneezing. No need to extract meaning out of the sneezing—the sound is totally arbitrary and should not be further interpreted. But let’s assume that gavagai constitutes some linguistic expression.10 Has the child heard the sentence “gav a guy” or the word gavagai? And if the child heard the word gavagai, would this refer to what the child sees when hearing the word gavagai or perhaps to the speaker, who meant “My throat hurts!” or “I am bored!” And if the word refers to the rabbit scurrying by, does gavagai mean a verb (as in run), an adjective (as in fluffy), or a noun (as in rabbit)? And do we actually know the intention of the speaker when uttering the word gavagai? Was the speaker asking, “Is that a rabbit?” commanding, “Fetch the rabbit!” solemnly saying, “Pray for all rabbits!” or simply making a statement, “That’s a rabbit!”




  The gavagai example brings up the important question of how a language-learning child is able to assign the right meaning to the right word. How is a child able to keep those words in mind?




  TRAINING, INSTINCT, NETWORK, AND GROUNDING




  Imagine you wake up one morning, like Bill Lowery did, and you are lost for words. Or you are in the middle of the rain forest listening to the foreign sounds and gestures of the native. Or imagine you wake up like one of the 353,000 newborns today, who need to assign meaning to words. What would you do? How do you know the meaning of words? Granted, as a baby you do not have much of a choice, but still, what can you do? How do humans acquire language, assigning meaning to seemingly random sounds? Over more than a century, scientists from different disciplines, ranging from linguistics to psychology, from philosophy to anthropology—and later—from computer science to artificial intelligence, have investigated this question and have provided various answers. These answers tell us something about our communicative system called language, about our thought processes in the mind, our mental machinery called the brain, and how silicon chips might simulate these processes.




  One answer as to how children learn the meaning of words may come from training. When a baby carefully utters “baba,” her parents look with full anticipation and excitement, encouraging the child to say more. The environment, the child’s parents, motivate the baby and steer her in the right linguistic directions. When the first “mama” is uttered, parents have become ecstatic. By receiving these pieces of positive feedback—“Yes, that is right! Good job: ma-ma!”—and by mimicking behavior from the environment—“mmmma-mmma”—the child learns how to speak. She may start out with a blank slate, but by turning on their vocal apparatus, by hearing so many words in their environment, and by getting all the praise for every utterance the child expresses, she slowly but surely starts to acquire natural language.




  Humans learning language is not very different from dolphins performing tricks in the water. When dolphins jump out of the water, make a pirouette, and dive back into the deep end, they are rewarded with sardines. They learn because of rewards. Children will unlikely learn verbal behavior with sardines or other fish as a reward, but the reward of being comprehended may suffice. Corrections in their verbal performance—“No that is not a rabbit. That is a tiger”—or rewards—“Yes, yes, that is a rabbit, rabbit. Good job!”—will help children make their linguistic pirouettes. The praise from their caregivers helps some 353,000 children every day learn the meaning of words.




  But words are hardly ever uttered in isolation. Usually, we hear or read words in sentences, and those sentences determine the meaning of a word. So rather than asking questions about the meaning of gavagai, we should first better understand the bigger picture of how children understand language, how they understand the grammar of a sentence. The ability of early language users to understand grammatical structures is shared across the world. Whether the child is born in the United States, China, India, or Brazil, children are all able to pick up on the grammatical structure and recreate new grammatical sentences. It almost seems like the human brain has an instinct for language. The idea that the answer for language acquisition lies in the human brain, rather than in the environment, is interesting because any child across the world is able to acquire language no matter how little or how much linguistic stimuli the environment provides and how much feedback is provided. We therefore must be born with a language instinct.




  The brain as an explanation for language acquisition is interesting, but really what children do when learning the meaning of words is perform computations on input and output, just like computers. In artificial intelligence, artificial neural networks are used for this purpose. Their structure is similar to that of a human brain. Large amounts of input—numbers, pictures, words, sounds, and any other data—are pushed through pathways in the network’s architecture. At the end of the pathways, output awaits. So perhaps the human brain is like a computer. Words are the input, and meaning is the output. By continuously being exposed to a word and its meaning, a child over time forms a fast track in their neural network to link the word to its meaning. It takes some training in the beginning, with some mistakes being made, but over time, the tracks become stronger and stronger. It is almost like the unbeaten path in the woods. Initially, there is no path, but over time—with more and more data walking over the paths—the paths become clearer, and a fast track emerges.




  But neither the training nor the instinct nor the network computations as an answer to how we keep those words in mind are the answers provided by the case of Bill Lowery or the gavagai example. Bill Lowery dealt with the situation by sitting down, desperately picking up his son’s picture book, and linking each individual word to its corresponding meaning. Obviously, we do not learn words from picture books, but it is perfectly plausible that we learn the meaning of words by linking the word to its object in the outside world (“That is a rabbit,” our parents point out to us when we—as two-year-olds—wonder about the animal in front of us). It makes sense that learning the meaning of words can be described as bringing their corresponding pictures to mind, by grounding the word in perceptual experiences.




  Think of any concept that you can think of, and there likely is a picture that accompanies that word. If you think of your favorite color, you don’t think of the words red or blue—if these happen to be your favorite color—but you mentally see the actual color. The word firecracker goes with the perceptual simulation of a large audible bang in your mind; when you read needle, you might perceptually simulate the sharp end touching your skin. Or consider the word lemon. You may mentally see the yellow color; you may mentally feel the rubbery skin when touching a lemon. But you also mentally taste the lemon. When you read that I cut a lemon in half, then took one half in my right hand, opened my mouth, and took a bite out of that lemon, it is likely that saliva pools in your mouth while you “feel” the sour taste in your mind. It is as if the meaning of words is synonymous to the perceptual simulations of those words.




  These four explanations—training, instinct, network, and grounding—have been commonly provided as explanations of how we keep those words in mind, how humans are avid language users seemingly effortlessly acquiring language at a young age.




  THE ELEPHANT IN THE ROOM




  We keep those words in mind by training our linguistic skills and being rewarded on our path to linguistic success. Or by taking advantage of the part of our brains that specialize in language, a uniquely human language instinct. Or by the computational machinery in our minds that crunch the input to the output. Or by linking the word to the perceptual interpretation.




  There are many scientific studies outlining these explanations, and many popular science books summarizing the findings. All these other books have already provided answers to how humans keep words in mind, and why humans excel in language. We acquire language because we undergo the training, we have the brains, and we take advantage of the computations or form perceptual interpretations. But this book will not advocate one of these answers. Instead it will advocate a complementary alternative, one that has not been paid attention to enough, and has implications for linguistics, psychology, and artificial intelligence alike.




  Let me emphasize that I would be the last person to argue the four explanations for knowing language given in the literature are in any way wrong. I think these explanations are to different degrees true and backed up with extensive scientific evidence.11 I am simply arguing that there is one aspect to language behavior that is not addressed sufficiently in the linguistic, psychological, and artificial intelligence literature. And that aspect turns out to be the elephant in the room. A big one. A giant elephant that we often tend to ignore. Before I define that elephant in the room, let me illustrate the logic that comes from the explanations for knowing language.




  Imagine you just signed up for an experiment in which I present you with a sequence of two symbols, x and o. These symbols are presented in a sequence, and at the end of the sequence, you are asked to choose which of the two symbols is most likely to follow that sequence on the position of a question mark. Ready?




  x o x o x o x o x o x o x o x o x o x o ?




  That was easy. You most likely would put an x in the position of the question mark. Every x is followed by an o, which is followed by an x. So if the sequence ends with an o, it is no rocket science to guess the next symbol to be an x. Another sequence is not too complex either:




  x o o x o o x x o o o x x o o o x x x o o o o ?




  You would most likely choose an x. Every n number of x’s is followed by n+1 o’s, whereby the number of x’s increases by one after being repeated once. We can ask ourselves the question of how you have been able to choose the correct answer. You could have received a reward for your performance: a sardine (as in the case of the dolphin earlier) or the praise from an excited parent (as in the case of a language-learning child). You could also have guessed the x correctly because you just have an x-o instinct you were born with. You are able to manipulate x’s and o’s in different constructions, and you are equally successfully able to extract such construction when you see them. Or you have computed the probabilities of x’s and o’s by having run a series of computations and estimated the likelihood of an o following an x. Or you may have attached pictures to the x’s and o’s or imagined placing the x’s and o’s on a spectrum based on this mental x-o spectrum. Indeed, getting to the conclusion of the sequence may have come from training, instinct, computation, or grounding. But let me get back to the elephant in the room, by considering one final sequence of x’s and o’s. What is the next symbol at the end of the sequence, an x or an o?




  x o o x x x o x o x o x x o o x o o x x x x o x x ?




  Guessed it? Did you select an x or an o? You couldn’t choose? Why not? If you got stuck, I don’t blame you. The question is, why didn’t you come up with an answer like you did with the other two sequences of x’s and o’s? Was it the training, your instinct, the computations, or your perceptual simulations that let you down? Of course not! Even though these four explanations may have played some role, the reason you could not complete the sequence is simply because there was no obvious pattern in the data!




  Completing (or not completing) the sequence of symbols was possible because of the sequence of symbols itself! The same logic can be followed for assigning meaning to words, and for language acquisition at large. The four proposals that have commonly served as explanations for language processing seem to have inverted cause and effect. What has often been considered as the cause for the language system is really the effect of the language system. Training, instinct, computation, and perception help to discover language, just like the sequence of symbols allows for being discovered.




  I am not the first who would like to draw attention to the language system, and the reversing of cause and effect in the explanation for how humans are so good at language. Terrence Deacon in his dazzling book The Symbolic Species already asks for our attention to the language system.






   There is another possibility that has been almost entirely overlooked, and it is the point of the remainder of this chapter to explore it. I think [many linguists] have articulated a central conundrum about language learning, but they offer an answer that inverts cause and effect. They assert that the source of prior support for language acquisition must originate from inside the brain, on the unstated assumption that there is no other possible source. But there is an alternative: that the extra support for language learning is vested neither in the brain of the child nor in the brains of parents or teachers, but outside the brains, in language itself.12







  But Deacon does not explain how meaning can be extracted from the language system itself, because his message gets lost in the neurobiology, evolutionary theory, and semiotics of symbolic thought. Deacon argued that humans, and no other species, have a unique capacity for symbolic thought. That capacity is not the consequence of the evolution of the brain but is equally the consequence of the language system. According to Deacon, brain and language coevolved.13 The idea of the language system playing a role in language acquisition and language processing puts an exciting new perspective on how we keep those words in mind!




  Language as an explanation for language acquisition? That seems like putting the linguistic cart before the cognitive horse. And yet this is exactly what this book will argue. I will demonstrate that what seems to be an arbitrary communication system, with arbitrary characters and sounds that become words, and arbitrary meanings for those words, actually is a well-organized system that has evolved over tens of thousands of years to make communication as efficient as it is. What is needed for humans to acquire language is for humans to recognize and discover the patterns in our communication system.




  This book is about the ant and the beach from the prologue. This book is about Bill Lowery finding meaning again for the words that got lost. This book is about gavagai and the rabbit that scurries by. This book is about the elephant in the room.




  I’ll take you on a journey through the language system, our human brain, our human mind, and will look at artificial minds. That journey will take you to linguistics, the discipline that studies language; to cognitive psychology, the discipline that studies the human mind; to neuroscience, the discipline that studies the human brain; but also to artificial intelligence and computer science, disciplines that study artificial minds. You will see how many predictions you can make solely on the basis of the organization of the language system. You will see that we do not need much more than an ability to pick up patterns, in order to be able to understand and produce language.




  It sometimes helps if the introduction of a book includes some cues with regards to its organization. As a writer, I am hesitant to provide such cues, but as a reader, I know how welcome they may be. Chapter 2 (“Language”) provides an introduction to the language system, Chapter 3 (“Guess”) to the psychology of language. After these introductory chapters, four chapters—chapter 4 (“Training”), chapter 5 (“Instinct”), chapter 6 (“Network”), and chapter 7 (“Grounding”)—will be devoted to explaining how we keep those words in mind, how humans acquire language so fast and use it so well. Chapters 8 (“Shortcut”) and 9 (“Patterns”) place these four explanations in perspective and pave the way for a fifth explanation, outlined in the following four chapters. Chapters 10 (“Sound”), 11 (“Order”), and 12 (“Company”) give examples of how language creates meaning and how this could serve as an explanation on how we keep those words in mind. Chapter 13 (“Bootstrapping”) provides a theoretical framework for this explanation, and for the findings discussed in the previous three chapters. Finally, chapter 14 (“Avenues”) places the book in a broader framework by arguing that fundamental research may sometimes look like it is stuck in an ivory tower, but hardly ever is.
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  Language






   There is a decided advantage in beginning our investigation of language by restricting our attention to the form and behavior of words, since the essential phenomena in the dynamics of words are far more clearly apparent and readily apprehended than those of the smaller or larger speech-elements.




  —George Kingsley Zipf1





   

  We can ask the question how we keep those words in mind, as the first chapter did, but how many of those words are we actually talking about? How many words does the average person know? A thousand? Five thousand? Perhaps as many as ten thousand? Even more than that?




  Let’s try to answer this question by placing it in perspective. An average one-year-old knows about twenty words, and a two-year-old knows about 250 words. I guess it is safe to assume you know more than 250 words. Now, a three-year-old knows about one thousand words, and by the time the child goes to school, her vocabulary has grown to two thousand words. We can also safely assume that the number does not consistently multiply tenfold over time as is the case with the one- and two-year-olds, quadruple as is the case with the two- and three-year-olds, or double as is the case with the three- and five-year-olds. If that were to be the case, it would mean that you know at least double the number of words you knew last year.




  Even though any parent knows that their five-year-old is already quite talkative, how does our vocabulary size compare with that of a five-year-old? Perhaps estimating our own vocabulary size by comparing it with that of a five-year-old is awkward. We now know the lower bound, some two thousand words, but we do not know the upper bound, which must be much higher.




  Let’s therefore answer the question of how many words we know by looking at the vocabulary of an adult. If we know, for instance, how many words some of the greatest literary authors know, it may give us a (very high) estimate on how many words we actually know. Let’s start out with Shakespeare. Shakespeare wrote thirty-seven plays, in addition to poems and sonnets. When we take all the words in the Collected Works2 and count all words, we get to a total of almost 1 million words. Shakespeare was certainly a productive writer. But the question is not how many words we know but how many different words we know. This last sentence consisted of seventeen words, so-called “word tokens,” but twelve different words, so-called “word types.” A question on our vocabulary focuses on the word types and not on the word tokens. Out of the million word tokens (total number of words) Shakespeare wrote, 31,534 word types (total number of different words) can be identified.3 Shakespeare thus knew at least over thirty thousand different words, because he wrote 31,534 different words.




  One can easily argue that Shakespeare was a linguistic exception with regards to his language skills and vocabulary size. Shakespeare is probably one of the greatest literary authors of all time, and in the more than thirty thousand word types he used, he even invented 1,700 words that had not existed in the English language before but are now common, words such as addiction, assassination, belongings, fashionable, and uncomfortable. If you write a million words, almost 29,000 different words, and invent some 1,700 words in the meantime, you can truly be considered a master of language.




  Let’s also consider a more modern example of a master of language, J. R. R. Tolkien, the author of one of the best-selling novels of all time, Lord of the Rings,4 in which Frodo Baggins inherits a magical ring and undertakes the quest to destroy it. The epic high-fantasy novel consists of three books, which together total no less than 481,103 words. If we now count the number of different words, the word types, we can identify 15,493 different words in just a trilogy of books.




  As with Shakespeare, Tolkien too was a linguistic magician, spending great effort in inventing entire languages in the fictional world—Middle Earth—he created in the Lord of the Rings trilogy. In Middle Earth, Tolkien created languages such as Mannish and Dwarvish languages, and even entire scripts, such as the Valmaric, Goblin, and Quenyatic scripts. Leaving all the invented languages aside, for English alone, Tolkien’s vocabulary is quite impressive, and he must have known at least 15,493 words, because he wrote 15,493 word types.




  Given the number of unique words Shakespeare and Tolkien used in their works, we can estimate that a skillful writer knows somewhere between fifteen thousand and thirty thousand words. Now back to that question of how many words you know. Given the numbers used by Shakespeare and Tolkien, the estimate would probably not be the fifteen thousand Tolkien knew, let alone the thirty thousand Shakespeare knew.




  By now you may stop me and raise the objection that there is a difference between writing words and knowing or recognizing words. Shakespeare may have known far more words, but from the many word types that he knew, he only used a selection of them in his writings. For the linguist and philologist Tolkien, this will be no different. So when asked the question how many words people know, did I mean how many people would comprehend or how many words people would actually produce? This would be a very valid question, but distinguishing between the comprehension and production of words is not easy, other than that it is obvious that we can comprehend more words than we actually produce. For the sake of discussion, let’s focus on comprehension and address the question of how many words we understand the meaning of.




  Let’s return to the Shakespeare example. How many words did Shakespeare know in addition to the words he wrote? Well, we cannot run any experiments in which we ask William Shakespeare about all the words he knew. First of all, such an experiment would be a painstaking exercise—“Dear William, please list all the words you know, even if you never wrote them down.” Secondly, that request for a painstaking experiment should have been made in the seventeenth century. So it seems that the question of how many words Shakespeare used cannot be answered.




  There is, however, a statistical solution to make an estimate. We can apply statistical techniques to measure the number of words Shakespeare could have known. Statisticians took the collected words of Shakespeare and computed how many words were used once, twice, three times, four times, and so on.5 For instance, Shakespeare used 14,276 words once, 4,343 words twice, 2,292 words three times, 1,464 four times, and so on. Now the statisticians asked themselves the question of what a new—never-written—Collected Works by William Shakespeare would look like. This question can be answered by applying a statistical model, one similar to the models used by biologists to estimate the total number of species, including the number of unseen species, based on the number of seen species. The statistical estimate is very specific: had Shakespeare written another New Collected Works—one that he actually never wrote—consisting of the same number of words of the Collected Works—the one he did actually write—we would expect to find 11,430 new words in the new—never-written—collected works of Shakespeare. But this estimate is based on the New Collected Works of Shakespeare that is identical in size compared to the original one. Shakespeare could have written more Collected Works—the never-written Even Newer Collected Works—but he didn’t. If we double (or triple) the size of the Collected Works, the number of words increases until it plateaus at approximately thirty-five thousand words that he knew but didn’t use. So the estimate of the number of words Shakespeare knew (but did not yet use) consists of the original more than thirty thousand words he used in his work, plus the thirty-five thousand he did not use but could have used had he written more, totaling no less than sixty-five thousand words!




  We already concluded that Shakespeare was a linguistic magician. The number of about sixty-five thousand word types he knew is thus impressive but may not apply to the average person, people like you and me. All we know is that the estimate for our vocabulary size lies somewhere between that of a five-year-old (some two thousand words) and that of Shakespeare (some sixty-five thousand words). How would we then measure the number of words we know, as people who use language but will never write a literary masterpiece that will be remembered for hundreds of years?




  Researchers estimate the vocabulary size of a third grader to be about two thousand words and that of a seventh grader to be around 4,760 words.6 These numbers are impressive in the sense that a seventh grader knows about 14 percent of the vocabulary of Shakespeare. The only problem is that other researchers estimate the number of words more in the line of twenty-five thousand for a third grader and fifty-one thousand for a seventh grader! These findings demonstrate two things: first, it shows researchers do not always agree when it comes to estimates, and secondly, that when they make estimates, the range between estimates can be large.




  Let’s look at the total number of words we know in more detail. A group of colleagues of mine conducted an experiment with over two hundred thousand participants.7 Interestingly, they did not ask the participants how many words they knew, but instead came up with a very clever approach. They presented participants with a random list of one hundred words, 66 percent real words and 33 percent words that looked real, but did not exist. The invented words such as mirm, molk, and muntence could have been part of the English language—whereas a word like grzgremrz could not. For one, I would not know how to pronounce the word and would think it is a representation of some kind of sneeze sound, a non-English sneeze. The reason the research team came up with these foil words was to counter a problem in their experiment: when asking participants whether they know a word, participants can easily fool the researchers (consciously or unconsciously) by saying they know a word even if they actually don’t. And this is where the foil words came in.




  To correct for overconfidence, the proportion of times that participants said they recognized a nonword as a word was subtracted from their score for recognizing a word as a word. The “fooling score” was subtracted from the “actual score.” This had a number of advantages. It kept the participants on their toes because they could not have known the included words because they were invented. Also, including nonwords controlled for participants who tried to fool the experimenters. By presenting these long word lists and correcting for overconfidence, the researchers estimated that a twenty-year-old knows around forty-two thousand words and a sixty-year-old around forty-six thousand. This would mean that we know about forty thousand to fifty thousand words. Quite impressive, I think!




  However, the estimates of forty thousand to fifty thousand words did not include multiword expressions. Washing machines and salad spinner were not included. Let’s estimate that these multiword expressions cover around 10 percent of the total vocabulary. This raises the counts for the twenty-year-old to forty-six thousand and the sixty-year-old to fifty-two thousand words! But even this number is an underestimate, as names and acronyms were not included in the experiment either. It is difficult to make estimates on the number of names (including Bill Lowery, Shakespeare, Tolkien) and acronyms (including YOLO, ASAP, FAQ) that we know, but databases have been constructed with the names of eleven thousand famous people, so it would be fair to increase the vocabulary size to fifty-seven thousand to sixty-three thousand words. This means that we—you and I—know about the same number of words that William Shakespeare knew, a total of sixty thousand different words!8




  Obviously, these vocabulary sizes are only estimates. There are various factors that will influence the count, such as whether somebody is an avid reader who reads one novel every week, or dislikes reading unless it is absolutely necessary, or the readers who read the Lord of the Rings trilogy four times, and those who argue you might save yourself some time by watching the Lord of the Rings movies. And what do I actually mean by “knowing a word” in the first place? Is recognizing a word as an actual word in a language the same as being able to give a definition of the meaning of a word? And is guessing the meaning of a word when reading the same as knowing how to use the word in language production? And what does it mean if somebody “knows” more than one language? Does a non-native speaker of English know double the number, because for every English word, she also knows the translation? Or one can raise the question about the relationship between the number of words and their meanings—speaking a different language may double the number of words, but not the number of meanings. The point here is not so much whether you should be proud beating the vocabulary size of a five-year-old or honored your vocabulary size is not that much different from that of Shakespeare or Tolkien; the point is that what we commonly take for granted—the words and those meanings that naturally come to us—should not at all be taken for granted, because our vocabulary size is truly astonishing.




  
WORD MEANING




  If you were already exhilarated by the number of words you know, I have more good news to share. The estimate of the number of words was based on the number of different sequences of characters printed on a page, thereby assuming that each word has one meaning. But that is not quite the way we know the meaning of a word. After all, a word can easily have more than one meaning, and should thus be counted as different words that look the same, but are in fact different. Let’s think of some: a soccer ball and a Cinderella ball, a rock band and a rubber band, a flying bat and a baseball bat, a filing cabinet and a government cabinet, lighting a match and a boxing match, to lie about your whereabouts and to lie on a bed, being kind and a kind of fish, a cherry pit and digging a pit, a high pitch and a baseball pitch, the British pound and a pound of meat, a mole on her face and a mole under the ground, a horse race and the human race, left or right and the human right, a wedding ring and phone ring, a shoe sole and a fillet of sole, the spring that arrives and a coiled spring, a lawsuit and a man’s suit, a restaurant tip and the tip of the tongue, the trunk of an elephant and the trunk of the car, shoes on your feet and twenty-four inches in two feet, the backyard and three feet in one yard. These are all words with more than one meaning.




  You may argue that these are carefully selected examples of some special words in the English language. But this is not at all true. If I open the Oxford English dictionary on any random page—as you can see, I am rather old-fashioned when it comes to books—I do not find one single entry word with just one meaning. On the contrary, every word entry lists far more than one meaning, and we generally know at least some of those. There are clearly some true record holders in terms of the number of meanings they have. The word set has 464 meanings, run 396 meanings, go 368, take 343, stand 334, get 289, turn 288, put 268, fall 264, and strike 250 meanings. The word set is the winner for English. In fact, the word is listed as a Guinness World Record. I will not fill the next pages with the hundreds of meanings of the word set, but let’s take a subset (no pun intended).




  	 put, lay, or stand (something) in a specified place or position. “Delaney set the mug of tea down.”





  	 put or bring into a specified state. “The Home Secretary set in motion a review of the law.”





  	 adjust (a clock or watch), typically to show the right time. “Set your watch immediately to local time at your destination.”





  	 harden into a solid or semi-solid state. “Cook for a further thirty-five minutes until the filling has set.”





  	 (of the sun, moon, or another celestial body) appear to move towards and below the earth’s horizon as the earth rotates. “The sun was setting and a warm red glow filled the sky.”





  	 (of a tide or current) take or have a specified direction or course. “A fair tide can be carried well past Land’s End before the stream sets to the north.”





  	 start (a fire). “The school had been broken into and the fire had been set.”





  	 (of blossom or a tree) form into or produce (fruit). “Wait until first flowers have set fruit before planting out the peppers.”





  	 sit. “The rest of them people just set there goggle-eyed for a minute.”





  	 a group or collection of things that belong together or resemble one another or are usually found together. “A set of false teeth.”





  	 the way in which something is set, disposed, or positioned. “The shape and set of the eyes.”





  	 a radio or television receiver. “A TV set.”





  	 a collection of scenery, stage furniture, and other articles used for a particular scene in a play or film. “Sponsorship was necessary to defray the costs of building and painting the set.”





  	 an arrangement of the hair when damp so that it dries in the required style. “A shampoo and set.”





  	 a cutting, young plant, or bulb used in the propagation of new plants.




  	 a young fruit that has just formed.




  	 the last coat of plaster on a wall.




  	 the amount of spacing in type controlling the distance between letters.




  	 the width of a piece of type.




  	 group (pupils or students) in sets according to ability.


  




  Some of these meanings may seem archaic, some more modern, others too subtle, perhaps artificially increasing the total number to 464 meanings. If you feel that the meanings that seem too archaic should be dismissed, or the differences between some of the other meanings seemed too subtle, keep in mind that there were another 440 to choose from! It is obvious that many words do not have that many meanings. The word the for instance “only” has twenty-five.




  Now let’s assume of all the sixty thousand words you know, you do not know all of their meanings—464 in some extreme cases—but only two. It is then fair to say that you may know sixty thousand printed words, but you know 120,000 word-meaning relations. The amount of language you know measured in words was already astonishing, but when measured in word-meaning relationships, it just became even more astonishing.




  If you managed to identify the subtleties in meaning—for instance, pointing out that some of the meanings seemed too subtle—you showed the ability of placing meaning in context. And if you managed to place meaning in context, you showed evidence of mastering the relations between meaning, so-called semantic relations. Those semantic relations are interesting, because they are part of the language we know, and yet are far less obvious than the number of words that we can count. For instance, we know when two words overlap in meaning (e.g., happy and glad)—so-called synonyms—when words have an opposite meaning (e.g., happy and sad)—so-called antonyms—and when the meaning of a word is a component of that of another word (e.g., ecstatic is a kind of happy)—so-called hyponyms. Simply put, the antonym of synonym is antonym, the hypernym of hyponym is hypernym, and the hyponym of hypernym is hyponym. Meronym is a meronym of holonym and holonym is a holonym of meronym. The point is not to confuse you with some originally ancient Greek words that you can now add to your already sixty-thousand-word vocabulary, but to highlight the fact that the words we know have different meanings and those meanings share relations that you know (regardless of the terminology that may come with it).




  You can try this out yourself: take any word, and think of the first new word that comes to mind. Undoubtedly that word has similarities in the meaning with the initial word you came up with. That is, words and their meanings are not independent entities, but they are part of a larger network of interconnected meanings. For any of the words you read, you are able to estimate their semantic relations. This means that the sixty thousand words you know with their sixty thousand meanings you know operate in a network of 60,000 × 60,000 = 3,600,000,000 meanings. If we follow the argument that a word has at least two meanings, the network of word-meaning relations increases to 120,000 × 120,000 = 14,400,000,000. That is 14.4 billion word-meaning relationships that are part of the language you know!9




  You could immediately object that this calculation seems rather absurd. It seems silly that any two words have a semantic relationship. Let’s take two random words, say dog and spaghetti, and it is difficult to argue that these two words have a semantic relationship. But the fact that you do know that their semantic relationship is weak proves my point. Moreover, a semantic relationship may seem weak, but often you can easily think of semantic associations that show two semantically unrelated words are not that unrelated altogether. You may have watched Disney’s Lady and the Tramp and recall the scene in which the two dogs romantically eat a spaghetto (a single noodle of spaghetti). No matter how farfetched two words may seem in meaning, you are able to make up a semantic relationship. Finally, the computations are based on two meanings per word, even though we have seen that many words have more than one meaning. If we assume that a word carries three meanings, the network of word-meaning relationships consists of a total of more than 32 billion connections! The question of how much language we know starts to yield an even-more-impressive answer.




  WORD STRUCTURE




  By now we have established that our vocabulary size is quite astonishing: sixty thousand words with well over 120,000 meanings that operate in a network of billions of word-meaning relations. But it is worthwhile to make another distinction by introducing the concept of lemma, the head word. When we look at a lemma, we see that many lemmas look the same but carry different meanings. When we look up the word break, we find different meanings (a total of more than eighty). But there are a range of derivations and inflections of a word. That is, we may know the different meanings of the word break as in my girlfriend and I are on a break, and there was a major break in the glass, and we went to Florida on Spring Break, but also the verb break as in I break the glass, I break up with her, and I break a new record. But we have only looked at the five-letter word break. The plural of the word break (breaks) has not yet been counted, and neither has the third-person singular of the verb break: breaks. And I have not even mentioned the word broke, the past tense of break (which also happens to be an adverb, as in I am broke), or the past participle of the verb break, broken (which also happens to be an adverb, as in I am broken, as well as an adjective, as in I have a broken heart). These different forms of the word are important, for you have no difficulties pointing out the ungrammaticality of he break, yesterday I breaks, there were major break in the glass, or my girlfriend and I are on a breaks.




  You may argue that the differences between the first-person conjugation break and its third-person breaks, as well as the singular noun break and its plural breaks, should not be taken as separate words in our vocabulary, because they share so much overlap. The fact is, however, that you have the ability to distinguish between the subtleties in meaning between these words, and that in itself adds to your already-impressive language skills.




  Word structure, called “morphology” in linguistics, is important for language, not only to determine whether word combinations are grammatical, or to make a plural out of a singular word, but even to form new words. The verb create has a form for the third-person singular (he creates), can have a past tense (created) and a progressive form (creating), and we can create a noun out of it (creation), which can of course also become plural (creations). The same verb can also be extended to re-create (and hence re-creates, re-created, re-creating, re-creation and re-creations).




  Let’s take this a step further. Take for instance the word antidisestablishmentarianistically. It is likely you have never heard this word (in which case you can add it to your sixty-thousand-word vocabulary), and it is equally likely you will never hear it again. But you can assign meaning to this word. Let’s break the word apart into so-called morphemes. You probably know the word establish, “to put in place.” If you know the word establish, you can guess what dis-establish means, namely, ending the established status of an entity. From here, you can guess what dis-establish-ment means, because you are making a noun out of a verb. Disestablishment has the more specific meaning of the separation of church and state. Anti-dis-establish-ment is not surprisingly the opposition to disestablishment. Antidisestablishmentarian is an opponent of disestablishment. The movement of the opponent of disestablishment is called antidisestablishmentarian-ism. The person in that movement is an antidisestablishmentarian-ist, who thus acts antidisestablishmentarianist-ically.




  The English example already looks quite intimidating, but some other languages like Dutch beat the complexity of antidisestablishmentarianistically. A word such as kindercarnavalsoptochtvoorbereidingswerkzaamhedenplannen would make a Dutch speaker pause, but not choke. The word means the preparation activity plans for a children’s carnival procession. The word kindercarnavalsoptochtvoorbereidingswerkzaamhedenplannen can be broken down into smaller parts: kinder (children) carnavals (possessive of carnaval)optocht (procession) voorbereidings (possessive of preparation) werk (work) zaamheden (activities) plan (plan) nen (plural).




  So even if you do not know a word, being exposed to that word still allows you to extract meaning out of that word. Conversely, morphology in language also allows us to create new words on the fly, words that do not exist in a dictionary. For instance, if you use Twitter, you send tweets (neither word existed fifteen years ago). These tweets can be retweeted (another word that did not exist until recently). If a tweet gets retweeted, it apparently is retweetable (just added another nonexisting word you know). If a tweet does not get retweeted, it is rather unretweetable (and another one). As a tweeter on Twitter, it may be worthwhile to know when a tweet becomes unretweetable, because it then allows you to estimate the unretweetability of your tweets (and yet another new word). Any attempt to go against the unretweetability of your tweets can be considered efforts in favor of anti-unretweetability (plus one). And voila, you just added another few words to your vocabulary. Want to try another few for Facebook, Instagram, LinkedIn, or other social media?




  But we can take things even further. Let’s assume there are 24 percent nouns, 28 percent verbs, 15 percent adjectives, and 23 percent adverbs in the English language. These estimates differ considerably in the literature, with some arguing there are 37 percent nouns, but this is what I computed myself from a large corpus of English text. We earlier estimated that we know about sixty thousand words. Taking the percentages of word categories and the estimated vocabulary size we know, we can estimate that we know 14,400 nouns, 16,800 verbs, and 9,000 adjectives. If we consider the word forms of these words, we end up with some interesting computations. If we know the lemmas of 14,400 nouns, we also know their plural forms, totaling the number of nouns we know to 28,800 nouns. If we know 16,800 verbs, we know not only the stem of the verb (e.g., break) but also the third person (e.g., breaks), the past tense (e.g., broke), and the past participle (e.g., broken), even though these word forms can have different variations (talk, talks, talked, talked versus am, are, is, was, were, been). We thus know some 16,800 × 3 = 50,400 verb forms. Of the nine thousand adjectives we know, we know not only the original adjective (e.g., happy), but also its comparative (e.g., happier) and superlative (e.g., happiest). Sometimes this superlative looks very much like the original adjective (e.g., important, more important, most important) and sometimes very different (little, less, least). Let’s assume we know the adjective’s two additional forms: its comparative and superlative. That brings us to 9,000 × 3 = 27,000 adjectives. That means that of the 40,800 nouns, verbs, and adjectives that we know, we should add some 65,400 word forms, doubling the number of words we know, again warranting the question: How do we keep those words in mind?




  SENTENCE STRUCTURE




  We started this chapter looking at the number of words we know, extended that investigation to the number of word-meaning combinations we know, and extended that yet further to the number of word forms we know. But words hardly ever occur in isolation! Language almost always has words accompanied by other words in sentences: A. Word. By. Itself. Means. Little. At least compared to words combined into a sentence. But a sentence is considerably more than a sequence of words. Let’s take the following sentence: The young woman saw a magnificent gorilla with binoculars. This sentence consists of two noun phrases—[the young woman] and [a magnificent gorilla]—a verb phrase [saw], and a prepositional phrase [with binoculars]. That may sound very technical, but it is important in our production and comprehension of sentences. For instance, imagine somebody expressing this sentence; it is more likely that they place an “uhm” or other small pause just before or after these phrases than in the middle of the phrases. The young woman . . . uhm . . . saw a magnificent gorilla with binoculars is more likely than the young . . . uhm . . . woman saw a magnificent gorilla with binoculars. These phrases are thus not artificial word combinations but form units. And that is important because we can form new sentences from this original sentence: She saw him with binoculars. With binoculars she saw him. It was a gorilla she saw with binoculars. Did she see a gorilla with binoculars? Did the young woman see him with binoculars? Moreover, these units in themselves can grow. A very young woman saw a very magnificent gorilla with spectacular binoculars. A very young woman out there in the jungle saw a very magnificent gorilla with a silver back with spectacular binoculars that she had bought especially for this trip. A very young woman aged twenty years, out there in the jungle, all by herself, suddenly saw a very magnificent, large, and seldomly spotted gorilla with a silver back, the leader of a large group of gorillas, with her spectacular, high-end binoculars that she had bought earlier especially for this trip in the Specular Binocular Store on Fifth Avenue. Knowing just a few words allows us to create multiple sentences.




  Even if we keep the word count within a sentence consistent, we can extract multiple meanings of a sentence. Take, for instance, the young woman, named Mary, watching a gorilla with binoculars in the following sentence: Mary saw a gorilla in pajamas with binoculars on a mountain. This sentence alone can mean:




  

     	 Standing on a mountain while she was wearing her pajamas, Mary saw a gorilla with her binoculars.




  	 While she was wearing her pajamas, Mary saw a gorilla that was standing on a mountain with her binoculars.




  	 Next to a pair of binoculars that were lying there on this mountain, Mary saw a gorilla while she was wearing her pajamas.




  	 Standing on a mountain while she was wearing pajamas with binoculars printed on them, Mary saw a gorilla.




  	 While she was wearing pajamas with binoculars printed on them on a mountain, Mary saw a gorilla.




  	 Standing on a mountain, with her binoculars Mary saw a gorilla in pajamas.




  	 Standing on a mountain, Mary saw a gorilla in pajamas with binoculars printed on them.




  	 Mary saw a gorilla in pajamas with binoculars printed on them on a mountain.







  If you have heard too much about Mary and the gorilla she saw by now, let’s take another example from Dan Jurafsky and James Martin’s Speech and Language Processing,10 not the easiest read, but perhaps the best introduction to computational linguistics. Imagine you heard the sentence I made her duck. We know the meaning of the individual words in that sentence, may even recognize some ambiguities, but this sentence alone can generate five different meanings. Five meanings! Let’s try them out:


  



  	 I cooked waterfowl for her benefit (to eat) (I made her duck rather than Caesar salad).




  	 I cooked waterfowl belonging to her (I made her duck, not mine).




  	 I created the (plaster) duck she owns (I made her duck, after I had broken it).




  	 I caused her to quickly lower her head or body (I made her duck when I found out that the ceiling was pretty low).




  	 I waved my magic wand and turned her into undifferentiated waterfowl (I made her duck not frog, as I initially intended as a Harry Potter wannabe).





   

  Language users hardly have any difficulty distinguishing between the meaning of these sentences. Not only do we know sixty thousand words, but also we often know multiple meanings of these words, increasing our vocabulary size. Moreover, we know the semantic relations between these words—meanings that add to the unique meaning we assign to individual words. In addition, we are able to assign multiple meanings to sentences for which the meaning of the individual words is the same.




  SOUNDS




  As a reader, you have a relatively easy task. The characters of a word are clearly printed on a white background. There is little doubt whether you read pig or big, nineteen or ninety, man or ma’am. But when you listen to a speaker uttering these words, you deal with a considerably higher level of complexity. It is true that as a hearer, intonation helps to guide you. Yet in conversation, you hear bursts of sounds being sent to you, and your task is to make meaning out of those sounds.




  What I mean is this: If you did not speak a word of Chinese, Italian, or French, and you listened to a speaker of those languages and were asked to identify where a word starts or ends, you would not be able to do so. Sure, you could make an attempt when somebody speaks slow-ly and clear-ly, pau-sing, be-tween each and e-ve-ry word. But that’s not the way people speak. They speak rapidly, with no pauses between words, where the last sound of a word already gets absorbed in the first sounds of the next word.




  And yet, a speaker (or rather listener) of English is generally able to listen to that speech stream, identify the words from these bursts of sounds, morphologically analyze these words, place them in the syntax of the sentence, and assign meaning to these words and their sequence all within a few hundred milliseconds, because by the time you have identified the meaning of one word, the speaker has already moved on five words.




  The sound of the words, the phonemes, are studied by phonologists. At school we learn about the grammar of sentences, but hardly about the grammar of sounds. And yet sound grammar is just as important (if not more important, for without the grammar of sounds, there would be no grammar of sentences). Because of this grammar of sounds, we know what a word is and what it is not. A word starting with zcsrqcq- will more likely be a combination of typos or a very foreign word than it is an English word.




  The five meanings of the written sentence I made her duck I mentioned earlier may have been hard enough, but imagine you heard the sound combinations of this sentence. In that case, you may have actually heard11:






  	 I mate or duck.




  	 I’m eight or duck.




  	 Eye maid; her duck.




  	 Aye mate, her duck.




  	 I maid her duck.




  	 I’m aid her duck.




  	 I mate her duck.




  	 I’m ate her duck.




  	 I’m ate or duck.




  	 I mate or duck.







  Listeners will rapidly be able to identify the right combination of words and assign the correct meaning to the combination, because they know so much language.




  Earlier we saw that some words are spelled the same but sometimes sound different or carry very different meanings. Similarly, there are words that sound the same, are spelled differently, but carry very different meanings. These are so-called homophones, such as—to take a small number of examples from a large list: ad or add, aisle or I’ll or isle, allowed or aloud, ate or eight, eye or I, brake or break, but or butt, buy or by or bye, cite or sight or site, coarse or course, colonel or kernel, flea or flee, flew or flu, gays or gaze, genes or jeans, hear or here, heard or herd, knight or night, knot or not, know or no, knows or nose, mail or male, missed or mist, morning or mourning, muscle or mussel, naval or navel, pair or pear, pause or paws, peace or piece, profit or prophet, rose or rows, seas or sees or seize, there or their or they’re, waist or waste, wait or weight, weather or whether, and your or you’re.




  There are few language users who struggle during a conversation because of a homophone cacophony, and yet we do know the sound similarities and meaning differences between these words. It is amazing how much language we know! Even before you went to school and learned your grammar, even before you started to speak, you already had an impressive vocabulary and were able to form sentences grammatically!




  LANGUAGE USE




  By now, I have covered all aspects to language: its sounds, its grammatical structure at the word level as well as at the sentence level, and its meaning. Language users have no difficulty with all these aspects of language, which makes them linguistic magicians. As if the magic were not enough, they can do even more with language. They use it.




  Imagine I asked you out for dinner. We are sitting in a restaurant, opposite one another, discussing how many words humans know. The entrees have been served. I am looking for the salt shaker, which stands closest to you, and ask you, “Can you please pass me the salt?” You respond, “Yes, of course,” and continue eating your entrée. According to the phonology, morphology, syntax, and semantics of my question, there is nothing wrong with my statement. In fact, you yourself have faithfully answered my question whether you have the ability to pass me the salt. As you politely answered me, you do have that ability. But that was not really what I intended to ask.




  Now imagine that same scenario, but now I make sure that what I say matches what I intend to say. We are at that same dining table, and entrees have been served. The salt shaker is on your side of the table, and I would need a little bit of salt. To match what I intend to say and what I say, I now command you in a loud and clear voice, to ensure there are no misunderstandings, “You pass me the salt, now!” It is likely you would look me in the eyes, throw your napkin on the table, move your chair back, stand up, and leave the restaurant, murmuring, “What’s up with that guy! How rude!”




  The point is that what language means is not always what it means when it is used. We generally have little problems with this, even though I often need to be reminded to be less sarcastic. When somebody asks me on a Monday how I feel, I too often respond, “Still breathing!” or “Is it Friday yet?” None of these responses are incorrect phonologically, morphologically, syntactically, or semantically, but what the utterances mean are different than what I intended to say. Of course, I am still breathing (otherwise I would not have been able to answer the question); of course it is not Friday (it is Monday). However, my colleagues immediately get the point of what I intended to say when I frantically run past them from meeting to meeting.




  In the 1960s, researchers argued that when we use language, we implicitly sign a contract between each other.12 I signed that contract when I started writing for you, and you signed that contract when you began reading this book. That contract consists of multiple clauses. For instance, in the contract, I promise to tell the truth. If by the end of this chapter, I told you that nothing I said was actually true, you feel rather betrayed. Imagine that I said Shakespeare wrote not 31,534 words but 1,124 different words; you’d have every reason to feel mad. Why would I purposefully give you a different number than the actual number if we signed the contract that I would always tell the truth? If I met you on the street and you asked me for the directions to the nearest restaurant, and I told you to take a right, then a left, then straight ahead, and then another right, even though there was no restaurant, it would not make sense. The deal is that I tell the truth, and you do the same.




  Another clause in the implicit contract we signed states that I will not say more than I need to say, but not less than I need to say either. Imagine you pass by me on the street and quickly say, “Hey, how are you?” I stop you, preventing you from walking on, and answer:






   That is a very good question. I woke up around 7 o’clock in the morning, and first went to the bathroom. Then I took a shower and shaved myself. I got dressed, put on my shoes, and went downstairs, where I brewed coffee in the kitchen. I then got some cereal, put it in a bowl, poured some milk over it, and started to eat. Obviously with a spoon. Eating cereal without a spoon is somewhat inconvenient. I then drank a cup of coffee, no milk some sugar. For a while now, I have been trying to lower the amount of sugar I take in my coffee, but so far I have not been very successful. I finished the coffee and went back upstairs to brush my teeth. I have one of those automatic toothbrushes. They are pretty useful, in my experience. I rinsed my mouth with water, wiped my mouth with a towel, and turned off the bathroom lights. I guess I mentioned that I turned them on earlier? Anyway, I went back downstairs and got my laptop and left the house, carefully locking the door. I am rather neurotic when it comes to locking the door, but I will tell you about that later. I then got in my car, started the engine, and drove off. You know, first taking a left, then that roundabout, and then straight ahead, until the traffic lights. When I arrived at work, I bumped into you. Well that’s my day so far. Also want to hear about yesterday?







  A little too much information for a passing-by how-are-you?




  Now imagine the scenario that we are having dinner—after I had showed you the directions to the restaurant and you passed me the salt. You captivatingly ask me: “That book of yours is fascinating. Tell me more about it!” and I respond, “It’s about words,” returning to my dinner and not saying any more about the book. A little too little information for that question, for the clause we signed in the contract is to say enough, not too much, not too little. The napkin might again be thrown on the table, and you might again walk out angrily.




  A third clause in the contract states that I will communicate orderly and unambiguously. After the dinner we had, we order dessert. The ice creams get served and look very appetizing. After taking a bite, I look very pale, which brings you to ask, “Is everything okay?” I simply respond, “Sure, no worries, just a simple sphenopalatine ganglioneuralgia.” I could have responded, “Brain freeze!” but I just broke another clause of the contract.




  The final clause is perhaps the most important, as one can argue that it encompasses the other three clauses: be relevant. After all, in considering how much language we know, I was standing at a taxi stand, when I met a friend of mine with a penguin. I told my friend he should take the animal to the zoo. My friend responded, “Already been there, but he didn’t like it!” If this joke did not quite fit the relevance of my argument, you just got the point.




  SEXTILLION SENTENCES




  The question of how much language we know was initially answered at the word level. We concluded that we know at least sixty thousand words. Taking into account a language’s lexical semantics, this is an underestimate, for one word can have more than one meaning. Taking into account a language’s morphology, this is an underestimate, for we can create new words on the fly. Taking into account a language’s syntax, this is an underestimate, for words should not be considered in isolation but in sequences. Taking into account pragmatics, it is an underestimate, for we should consider language in use. But arguing that a concrete estimate—sixty thousand words—is an underestimate does not help us much further how much language we actually know. Instead of asking how many words we know, let’s rephrase the question in how many sentences we know, ignoring morphology and lexical semantics for the sake of the discussion.




  How many sentences do we know? One can argue that the answer is “infinite” because to any sentence, we can add another subordinate clause. For instance, Virginia Woolf’s essay “On Being Ill” counts 182 words.






   Considering how common illness is, how tremendous the spiritual change that it brings, how astonishing, when the lights of health go down, the undiscovered countries that are then disclosed, what wastes and deserts of the soul a slight attack of influenza brings to view, what precipices and lawns sprinkled with bright flowers a little rise of temperature reveals, what ancient and obdurate oaks are uprooted in us by the act of sickness, how we go down into the pit of death and feel the water of annihilation close above our heads and wake thinking to find ourselves in the presence of the angels and harpers when we have a tooth out and come to the surface in the dentist’s arm-chair and confuse his “Rinse the Mouth—rinse the mouth” with the greeting of the Deity stooping from the floor of Heaven to welcome us—when we think of this, as we are frequently forced to think of it, it becomes strange indeed that illness has not taken its place with love and battle and jealousy among the prime themes of literature.







  We can easily add to these 181 words a subordinate clause starting with “even though there are several literary works in the twentieth century that actually do use illness as a prime theme,” adding up the total to 201. But these are the exceptions from literary authors. Even though we may be able to generate endless sentences, how many sentences do we actually know? How many sentences can we comprehend? Earlier we saw that Mary watched magnificent gorillas with her binoculars generated at least eight different syntactic constructions. Let’s look at this a bit further. As an illustration, let’s assume that a sentence can maximally have three words: a noun, a verb, and a noun. And that our vocabulary consists of only six—rather than sixty thousand—words: three nouns (John, Mary, and Jane) and three verbs (hits, beats, and hugs). From this rather limited vocabulary of six words and the limited grammar of three words, we can generate twenty-seven different sentences.






  	 John hits John.




	 John hits Mary.




	 John hits Jane.




	 John beats John.




	 John beats Mary.




	 John beats Jane.




	 John hugs John.




	 John hugs Mary.




	 John hugs Jane.




	 Mary hits John.




	 Mary hits Mary.




	 Mary hits Jane.




	 Mary beats John.




	 Mary beats Mary.




  	 Mary beats Jane.




	 Mary hugs John.




	 Mary hugs Mary.




	 Mary hugs Jane.




	 Jane hits John.




	 Jane hits Mary.




	 Jane hits Jane.




	 Jane beats John.




	 Jane beats Mary.




	 Jane beats Jane.




	 Jane hugs John.




	 Jane hugs Mary.




	 Jane hugs Jane.







  The calculation to get to twenty-seven sentences is relatively simple: we choose three words in three positions, so the permutations are 3 × 3 × 3 = 33 = 27. But this is a simplification. We know sixty thousand words and hardly produce three-word sentences. (Except this one.)




Let’s dig a little deeper into how many sentences we can interpret. What would happen in actual language where we have more than three nouns, three verbs, and three-word sentences? To answer that question, we first need to get a sense of the number of words in a sentence. We know that the average sentence length is fifteen to twenty words, so let’s assume that the sentences in our language can be a maximum of twenty words. We are then able to know sentences consisting of three words up to sentences consisting of twenty words, but not longer. This is, of course, a simplification, because the average number of words is fifteen to twenty, and many sentences exceed the maximum of twenty words (and in an extreme case like the Virginia Woolf sentence, 181 words).




  It would be too simple to argue that we only have maximally twenty words. After all, we do not have twenty articles like the and a, and we do not have twenty prepositions like on, up, and above either. A good cocktail of word categories we tend to use is 19 percent noun, 27 percent verb, 6 percent adverb, 3 percent adjective, 21 percent pronoun, and 7 percent preposition, and the remaining 15 percent consists of determiners, coordinators, modals, subordinators, and adverbial particles.13




  With these percentages, we can now estimate the number of nouns, verbs, adjectives, adverbs, and other categories in a three-word sentence, four-word sentence, five-word sentence, up to a twenty-word sentence, our maximum sentence length. So let’s start calculating the numbers. Bear with me. Based on the likelihood of finding a noun, verb, and pronoun in a sentence, we can expect one noun, verb, and pronoun in a three-word sentence. Recall that we have 14,400 nouns at our disposal, 16,800 verbs, and some pronouns, which translates to over 30,000 noun, verb, and pronoun combinations. A ten-word sentence is then estimated to have two nouns, three verbs, one adverb, two pronouns, and one preposition. This means that the possible permutations of a ten-word sentence are over 4,741,000,000,000 sentences. That is quite an impressive number of sentences we are able to recognize!




  But we are not there yet. If we add the number of permutations from a three-word sentence to a twenty-word sentence, we end up with interpreting over 5,000,000,000,000,000,000,000 sentences without difficulty! But still we are not close to an accurate estimate. After all, so far we have assumed that the order of the word classes in a sentence remains constant. This is obviously not the case. So let’s simplify the situation again and assume that there are only two variations of word order in a sentence, like yesterday John did kiss Mary and John did kiss Mary yesterday. For the sake of discussion, we are ignoring alternative orderings like did John kiss Mary yesterday? If we only take two-word order variations into account, we can safely assume that we know at least 10,000,000,000,000,000,000,000 sentences, or 10 sextillion sentences!




  Let’s place this number in perspective. There are currently 7 billion people in the world. That is 7,000,000,000 people. We would not even recognize their faces, let alone their names. We know 1,000,000,000,000 times more sentences than there are humans in the world!




  Here is another comparison to the astonishing number of sentences that we know. There are about 2 trillion (2 million million) galaxies in the observable universe.14 If we assume some 100 billion stars  per galaxy, the total number of stars in the observable universe is 2 sextillion (or 2,000,000,000,000,000,000,000 stars). We know more sentences than we can observe stars in the universe around us!




  Or if we take another dramatic example, and compare the number of sentences we know to the number of sand grains in the Sahara Desert.15 There are about twenty grains of sand along a centimeter, so 203 = 8,000 grains of sand in a cubic centimeter. This means that we count about 8 billion grains of sand per cubic meter (about thirty-five cubic feet). Given the actual sandy surface of the Sahara Desert, excluding the rocky parts, the estimated number of grains of sand in the Sahara Desert is not that far apart from the number of sentences we know. Admittedly, I have not meticulously counted the exact number of sentences we know, and neither have I meticulously counted the exact number of grains of sand in the Sahara Desert. Nevertheless, the conclusion that the number of sentences (given the constraint of a maximum of ten words) even approximates the number of grains of sand in the Sahara Desert is nothing short of astonishing!




  
COMPUTING THE NUMBERS




  Calculations of tens of thousands of words, billions of semantic relations, and sextillion sentences may come across as academic. My point here is that the number of words, or rather the number of sentences, that we can keep in mind is astounding. Had I simply stated that we know as many sentences as there are grains of sand in the Sahara Desert, you may have ridiculed the comparison. The empirical evidence, however, shows the numbers are not as far off as they may have seemed initially.




  We started out the chapter with the question of how much language we know. With Shakespeare using some thirty thousand words, your estimate was likely not much higher than that amount, unless you had strong literary ambitions rivaling those of Shakespeare. But it turns out that we know more words than Shakespeare used in his collected works. In fact, if we estimate the number Shakespeare knew and not only the words he used, the estimate of the number of words you know is on par with those Shakespeare knew. But we know more words than that. We can form new words on the fly, as social media demonstrates on an almost-daily basis. If we then consider the number of meanings one word can have, the number of word forms that a word has, the meaning combinations of words have in a sentence, and the situation context in which these words are expressed, we can conclude that we know an astonishing amount of language. And we do not know words in isolation. We know them in sentences, in context. When estimating the number of sentences you know on the basis of the number of words we know, the estimate exceeds the number of stars in our galaxy and the number of grains of sand in the Sahara Desert!




  How many words we keep in mind is impressive, but how we do this is at least as impressive. Let’s have a closer look at what happens in our mind when our eyes glance over the shapes presented on these pages in the next chapter.
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