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   preface
 

  
 

   

   If you’ve picked up this book, you’re probably aware of the extraordinary progress that deep learning has brought to the field of artificial intelligence. In just a handful of years, we went from near-unusable computer vision and natural language processing to highly performant systems deployed at scale in products you use every day. The consequences of this sudden progress extend to almost every industry. Deep learning is applied to a diverse range of important problems across domains as different as medical imaging, agriculture, autonomous driving, education, disaster prevention, and manufacturing. Digital assistants are becoming pervasive on nearly every consumer computing device.
 

  
 

   

   Yet, we believe deep learning is still in its early days. AI is going to represent a much greater wave of disruption than anything that came before it. The technology will continue to make its way to every problem where it can provide some utility—a transformation that will take decades to play out. This is a transformation with profound societal implications, on a global scale, spanning industries and cultures. We strongly believe the only way to ensure such a transformation is beneficial for the people it will affect—all of us—is to radically democratize access to the underlying technology. We need to put understanding of deep learning—how it works, where it fails, and how to apply it—in the hands of as many people as possible, including people who aren’t researchers in the field.
 

  
 

   

   When I wrote the Keras deep learning framework in March 2015, the democratization of AI wasn’t what I had in mind. I had been doing research in machine learning for several years and had built Keras to help with my own experiments. But since then, as newcomers have entered the field of deep learning, many have picked up Keras as their tool of choice. Accessibility quickly became an explicit goal in the development of Keras, and over the last decade, the Keras developer community has made remarkable progress in this area. We’ve put deep learning into the hands of millions of people, who, in turn, are using it to solve problems that were, until recently, thought to be unsolvable.
 

  
 

   

   The book you’re holding is another step on the way toward broadening access to the field. We aim to make the concepts behind deep learning and their implementation as approachable as possible. Doing so doesn’t require watering anything down; we believe that there are no difficult ideas in deep learning. This book will start with the very basics of the field and, layer by layer, build up to the cutting-edge generative AI models being deployed today.
 

  
 

   

   This is the third edition of Deep Learning with Python. In an effort to make this content as broadly available as possible, we are making this edition available for free, online at https://deeplearningwithpython.io/. We hope you will consider purchasing a physical copy to support the project and read what we consider to be the best presentation of the content. This third edition amounts to a complete rewrite of the entire book, with a broader introduction to today’s popular deep learning frameworks and greatly expanded content on large generative AI models.
 

  
 

   

   We hope this book proves valuable and helps you solve the problems that matter to you.
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   about this book
 

  
 

   

   This book was written for anyone who wishes to explore deep learning from scratch or broaden their understanding of deep learning. Whether you’re a practicing machine learning engineer, a software developer, or a college student, you’ll find value in these pages.
 

  
 

   

   You’ll explore deep learning in an approachable way—starting simply and working up to state-of-the-art techniques. We hope you’ll find that this book strikes a balance between intuition, theory, and hands-on practice. It avoids mathematical notation, preferring instead to explain the core ideas of deep learning via functioning code paired with explanations of the underlying principles. You’ll train machine learning models from scratch in a number of different problem domains and learn practical recommendations for writing deep learning programs and deploying them in the real world.
 

  
 

   

   After reading this book, you’ll have a solid understanding of what deep learning is, when it’s applicable, and what its limitations are. You’ll be familiar with the standard workflow for approaching and solving machine learning problems, and you’ll know how to address commonly encountered issues.
 

  
 

   

   Who should read this book
 

  
 

   

   This book is written for people with some Python programming experience who want to get started with machine learning and deep learning. But this book can also be valuable to many different types of readers:
 

  
 

   

   	If you’re a data scientist familiar with machine learning, this book will provide you with a solid, practical introduction to deep learning, the fastest-growing and most significant subfield of machine learning.
 

   	If you’re a deep learning researcher or practitioner looking to get started with the Keras framework, you’ll find this book to be the ideal Keras crash course.
 

   	If you’re a graduate student studying deep learning in a formal setting, you’ll find this book to be a practical complement to your education, helping you build intuition around the behavior of deep neural networks and familiarizing you with key best practices.
 

  
 

   

   Even technically minded people who don’t code regularly will find this book useful as an introduction to both basic and advanced deep learning concepts.
 

  
 

   

   To understand the code examples, you’ll need reasonable Python proficiency. You don’t need previous experience with machine learning or deep learning: this book covers, from scratch, all the necessary basics. You don’t need an advanced mathematics background either—high-school-level mathematics should suffice to follow along.
 

  
 

   

   How this book is organized: A road map
 

  
 

   

   This book contains 20 chapters, organized as follows:
 

  
 

   

   	
Chapters 1–7: Foundations of deep learning—These chapters give you a solid grounding in deep learning. We discuss the history of the field, provide an introduction to coding with the major deep learning frameworks currently available (JAX, PyTorch, and TensorFlow), and outline a practical guide to applying machine learning to real-world problems. We look closely at the Keras library for training machine learning models.
 

   	
Chapters 8–12: Computer vision—These chapters cover machine learning on image data. We train models to classify entire images and models to recognize and separate out individual objects in images. We look closely at ConvNets, a model architecture well suited to images and the first big success of the deep learning era.
 

   	
Chapter 13: Timeseries forecasting—This chapter covers working with timeseries data. We take data that is measured over time, like the weather or sales data, and use past patterns to predict future trends.
 

   	
Chapters 14–15: Natural language processing—These chapters cover applying deep learning to text. We build sentiment classifiers to predict whether text is positive or negative. We build an English-to-Spanish translation model. We pay special attention to the Transformer, a popular model architecture particularly well suited to text modeling. 
 

   	
Chapters 16–17: Generative modeling—These chapters are all about using deep learning to create new content. We work with models that can produce new images and text as output. We discuss chatbots like ChatGPT and image generation systems. We both train generative models from scratch and use larger pretrained models trained on large amounts of data over weeks or months.
 

   	
Chapters 18–20: Conclusions—The final chapters of this book tie together what we have learned. We explore practical engineering concerns with deep learning systems. We dedicate a chapter to exploring potential futures for the field and identifying new research directions, and then review the concepts presented across the book.
 

  
 

   

   About the code 
 

  
 

   

   This book is an example of literate programming—it is simultaneously a prose explanation of deep learning concepts and a runnable Python program. Starting with chapter 2, each chapter will be interspersed with code listings that can be run as a Jupyter notebook, an interactive notebook for running Python code and visualizing data. We strongly suggest running, modifying, and playing with the examples in this book as you read to build your own intuitions on the concepts presented.
 

  
 

   

   All code is written in the Python language with the deep learning library Keras. Keras can be run on top of TensorFlow, PyTorch, and JAX, the most popular low-level deep learning frameworks as of 2025. All code can be run on a local machine or directly in the browser using Google Colab, a hosted environment for Jupyter notebooks.
 

  
 

   

   You can get executable snippets of code from the liveBook version of this book, included with your print or eBook purchase, at https://livebook.manning.com/book/deep-learning-with-python-third-edition. The complete code for the examples in the book is available for download from the Manning website at https://www.manning.com/books/deep-learning-with-python-third-edition and on GitHub, at https://github.com/fchollet/deep-learning-with-python-notebooks, along with instructions for running the code locally.
 

  
 

   

   You can run the code directly through the web version of this book available at https://deeplearningwithpython.io. A Colab link appears at the top of each chapter allowing you to run the chapter’s code in the browser on free, hosted hardware.
 

  
 

   

   liveBook discussion forum
 

  
 

   

   Purchase of Deep Learning with Python, Third Edition, includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the authors and other users. To access the forum, go to https://livebook.manning.com/book/deep-learning-with-python-third-edition/discussion. 
 

  
 

   

   Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the authors can take place. It is not a commitment to any specific amount of participation on the part of the authors, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
 

  
 

 

   

   about the authors
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   François Chollet has been working with deep learning since it started getting traction in academia in 2012. François is the author of Keras, one of the most popular libraries for deep learning. Keras is used in university classrooms; at companies like Google, Netflix, and Spot­ify; and in scientific organizations like CERN and NASA. Francois is the co-founder of the Ndea research lab for frontier AI systems and created the ARC-AGI challenge for measuring machine intelligence.
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   Matthew Watson has been working on machine learning across Google since 2018, including the Gemini model and Google’s open source deep learning ecosystem. He is a core maintainer of Keras, focusing on Keras’s tools for natural language processing. He completed his master’s in computer science at Stanford University, researching procedural modeling techniques at the Stanford Graphics Lab.
 

  


 

   

   about the cover illustration
 

  
 

   

   The figure on the cover of Deep Learning with Python, Third Edition, is captioned “Habit of a Persian Lady in 1568.” The illustration is taken from Thomas Jefferys’ A Collection of the Dresses of Different Nations, Ancient and Modern, published between 1757 and 1772.
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1 What is deep learning?

 

  
 

   

   
This chapter covers

 

    

    	High-level definitions of fundamental concepts
 

    	A soft introduction to the principles behind machine learning
 

    	Deep learning’s rising popularity and future potential
 

   
 

  
 

   

   Over the past decade, artificial intelligence (AI) has been a subject of intense media hype. Machine learning, deep learning, and AI come up in countless articles, often outside of technology-minded publications. We’re promised a future of intelligent chatbots, self-driving cars, and virtual assistants—a future sometimes painted in a grim light and other times as utopian, where human jobs will be scarce and most economic activity will be handled by robots or AI agents. For a practitioner of machine learning, it’s important to be able to recognize the signal amid the noise, so that you can tell world-changing developments from overhyped press releases. Our future is at stake, and it’s one in which you have an active role to play: after reading this book, you’ll be one of those who can develop these AI systems. So let’s tackle these questions: What has deep learning achieved so far? How significant is it? Where are we headed next? Should you believe the hype?
 

  
 

   

   
1.1 Artificial intelligence, machine learning, and deep learning
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Figure 1.1 Artificial intelligence, machine learning, and deep learning



  
 

   

   First, we need to define clearly what we’re talking about when we mention AI. What are artificial intelligence, machine learning, and deep learning (figure 1.1)? How do they relate to each other? 
 

  
 

   

   
1.2 Artificial intelligence
 

  
 

   

   Artificial intelligence was born in the 1950s, when a handful of pioneers from the nascent field of computer science started asking whether computers could be made to “think”—a question whose ramifications we’re still exploring today.
 

  
 

   

   While many of the underlying ideas had been brewing in the years and even decades prior, “artificial intelligence” finally crystallized as a field of research in 1956, when John McCarthy, then a young Assistant Professor of Mathematics at Dartmouth College, organized a summer workshop under the following proposal:
 

  
 

   

   

    

     The study is to proceed on the basis of the conjecture that every aspect of learning or any other feature of intelligence can in principle be so precisely described that a machine can be made to simulate it. An attempt will be made to find how to make machines use language, form abstractions and concepts, solve kinds of problems now reserved for humans, and improve themselves. We think that a significant advance can be made in one or more of these problems if a carefully selected group of scientists work on it together for a summer.

    


   
 

  
 

   

   At the end of the summer, the workshop concluded without having fully solved the riddle it set out to investigate. Nevertheless, it was attended by many people who would move on to become pioneers in the field, and it set in motion an intellectual revolution that is still ongoing to this day.
 

  
 

   

   Concisely, AI can be described as the effort to automate intellectual tasks normally performed by humans. As such, AI is a general field that encompasses machine learning and deep learning, but that also includes many more approaches that may not involve any learning. Consider that until the 1980s, most AI textbooks didn’t mention “learning” at all! Early chess programs, for instance, only involved hardcoded rules crafted by programmers and didn’t qualify as machine learning. In fact, for a fairly long time, most experts believed that human-level artificial intelligence could be achieved by having programmers handcraft a sufficiently large set of explicit rules for manipulating knowledge stored in explicit databases. This approach is known as symbolic AI. It was the dominant paradigm in AI from the 1950s to the late 1980s, and it reached its peak popularity during the expert systems boom of the 1980s.
 

  
 

   

   Although symbolic AI proved suitable to solve well-defined, logical problems, such as playing chess, it turned out to be intractable to figure out explicit rules for solving more complex, fuzzy problems, such as image classification, speech recognition, or natural language translation. A new approach arose to take symbolic AI’s place: machine learning.
 

  
 

   

   
1.3 Machine learning
 

  
 

   

   In Victorian England, Lady Ada Lovelace was a friend and collaborator of Charles Babbage, the inventor of the Analytical Engine: the first-known general-purpose mechanical computer. Although visionary and far ahead of its time, the Analytical Engine wasn’t meant as a general-purpose computer when it was designed in the 1830s and 1840s, because the concept of general-purpose computation was yet to be invented. It was merely meant as a way to use mechanical operations to automate certain computations from the field of mathematical analysis—hence the name Analytical Engine. As such, it was the intellectual descendant of earlier attempts at encoding mathematical operations in gear form, such as the Pascaline, or Leibniz’s step reckoner, a refined version of the Pascaline. Designed by Blaise Pascal in 1642 (at age 19!), the Pascaline was the world’s first mechanical calculator—it could add, subtract, multiply, or even divide digits.
 

  
 

   

   In 1843, Ada Lovelace remarked on the invention of the Analytical Engine:
 

  
 

   

   

    

     The Analytical Engine has no pretensions whatever to originate anything. It can do whatever we know how to order it to perform… Its province is to assist us in making available what we’re already acquainted with.

    


   
 

  
 

   

   Even with 182 years of historical perspective, Lady Lovelace’s observation remains arresting. Could a general-purpose computer “originate” anything, or would it always be bound to dully execute processes we humans fully understand? Could it ever be capable of any original thought? Could it learn from experience? Could it show creativity?
 

  
 

   

   Her remark was later quoted by AI pioneer Alan Turing as “Lady Lovelace’s objection” in his landmark 1950 paper “Computing Machinery and Intelligence,”1 which introduced the Turing test2 as well as key concepts that would come to shape AI. Turing was of the opinion—highly provocative at the time—that computers could, in principle, be made to emulate all aspects of human intelligence.
 

  
 

   

   The usual way to make a computer do useful work is to have a human programmer write down rules—a computer program—to be followed to turn input data into appropriate answers, just like Lady Lovelace writing down step-by-step instructions for the Analytical Engine to perform. Machine learning turns this around: the machine looks at the input data and the corresponding answers, and figures out what the rules should be (figure 1.2).
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Figure 1.2 Machine learning: a new programming paradigm



  
 

   

   A machine learning system is trained rather than explicitly programmed. It’s presented with many examples relevant to a task, and it finds statistical structure in these examples that eventually allows the system to come up with rules for automating the task. For instance, if you wished to automate the task of tagging your vacation pictures, you could present a machine learning system with many examples of pictures already tagged by humans, and the system would learn statistical rules for associating specific pictures to specific tags like “landscape” or “food.”
 

  
 

   

   Although machine learning only started to flourish in the 1990s, it has quickly become the most popular and most successful subfield of AI, a trend driven by the availability of faster hardware and larger datasets. Machine learning is related to mathematical statistics, but it differs from statistics in several important ways—in the same sense that medicine is related to chemistry but cannot be reduced to chemistry, as medicine deals with its own distinct systems with their own distinct properties. Unlike statistics, machine learning tends to deal with large, complex datasets (such as a dataset of millions of images, each consisting of tens of thousands of pixels) for which classical statistical analysis such as Bayesian analysis would be impractical. As a result, machine learning, and especially deep learning, exhibits comparatively little mathematical theory—maybe too little—and is fundamentally an engineering discipline. Unlike theoretical physics or mathematics, machine learning is a very hands-on field driven by empirical findings and deeply reliant on advances in software and hardware.
 

  
 

   

   
1.4 Learning rules and representations from data
 

  
 

   

   To define deep learning and understand the difference between deep learning and other machine learning approaches, first we need some idea of what machine learning algorithms do. We just stated that machine learning discovers rules to execute a data processing task, given examples of what’s expected. So, to do machine learning, we need three things:
 

  
 

   

   	
Input data points—For instance, if the task is speech recognition, these data points could be sound files of people speaking. If the task is image tagging, they could be pictures.
 

   	
Examples of the expected output—In a speech-recognition task, these could be human-generated transcripts of sound files. In an image task, expected outputs could be tags such as “dog,” “cat,” and so on.
 

   	
A way to measure whether the algorithm is doing a good job—This is necessary to determine the distance between the algorithm’s current output and its expected output. The measurement is used as a feedback signal to adjust the way the algorithm works. This adjustment step is what we call learning.
 

  
 

   

   A machine learning model transforms its input data into meaningful outputs, a process that is “learned” from exposure to known examples of inputs and outputs. Therefore, the central problem in machine learning and deep learning is to meaningfully transform data: in other words, to learn useful representations of the input data at hand—representations that get us closer to the expected output.
 

  
 

   

   Before we go any further, what’s a representation? At its core, it’s a different way to look at data to represent or encode data. For instance, a color image can be encoded in the RGB format (red-green-blue) or in the HSV format (hue-saturation-value): these are two different representations of the same data. Some tasks that may be difficult with one representation can become easy with another. For example, the task “Select all red pixels in the image” is simpler in the RGB format, whereas “Make the image less saturated” is simpler in the HSV format. Machine learning models are all about finding appropriate representations for their input data—transformations of the data that make it more amenable to the task at hand.
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Figure 1.3 Some sample data



  
 

   

   Let’s make this concrete. Consider an x-axis, a y-axis, and some points represented by their coordinates in the (x, y) system, as shown in figure 1.3.
 

  
 

   

   As you can see, we have a few white points and a few black points. Let’s say we want to develop an algorithm that can take a point’s (x, y) coordinates and output whether that point is likely black or white. In this case,
 

  
 

   

   	The inputs are the coordinates of our points.
 

   	The expected outputs are the colors of our points.
 

   	A way to measure whether our algorithm is doing a good job could be, for instance, the percentage of points that are being correctly classified.
 

  
 

   

   What we need here is a new representation of our data that cleanly separates the white points from the black points. One transformation we could use, among many other possibilities, would be a coordinate change, illustrated in figure 1.4.
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Figure 1.4 Coordinate change



  
 

   

   In this new coordinate system, the coordinates of our points can be said to be a new representation of our data. And it’s a good one! With this representation, the black/white classification problem can be expressed as a simple rule: “Black points are such that x > 0,” or “White points are such that x < 0.” This new representation, combined with this simple rule, neatly solves the classification problem.
 

  
 

   

   In this case, we defined the coordinate change by hand: we used our human intelligence to come up with our own appropriate representation of the data. This is fine for such an extremely simple problem, but could you do the same if the task were to classify images of handwritten digits? Could you write explicit, computer-executable image transformations that would illuminate the difference between a 6 and an 8, between a 1 and a 7, across all kinds of different handwritings?
 

  
 

   

   This is possible to an extent. Rules based on representations of digits such as “counting the number of closed loops” or vertical and horizontal pixel histograms can do a decent job at telling apart handwritten digits. But finding such useful representations by hand is hard work, and as you can imagine the resulting rule-based system would be brittle and a nightmare to maintain. Every time you would come across a new example of handwriting that would break your carefully thought-out rules, you would have to add new data transformations and new rules, while taking into account their interaction with every previous rule.
 

  
 

   

   You’re probably thinking, if this process is so painful, could we automate it? What if we tried systematically searching for different sets of automatically generated representations of the data and rules based on them, identifying good ones using the percentage of digits being correctly classified in some development dataset as feedback? We would then be doing machine learning. Learning, in the context of machine learning, describes an automatic search process for data transformations that produce useful representations of some data, guided by some feedback signal—representations that are amenable to simpler rules solving the task at hand.
 

  
 

   

   These transformations can be coordinate changes (like in our 2D coordinates classification example) or a histogram of pixels and counting loops (like in our digits classification example), but they could also be linear projections, translations, and nonlinear operations (such as “Select all points such that x > 0”), and so on. Machine learning algorithms aren’t usually creative in finding these transformations; they’re merely searching through a predefined set of operations, called a hypothesis space. For instance, the space of all possible coordinate changes would be our hypothesis space in the 2D coordinates classification example.
 

  
 

   

   So that’s what machine learning is, concisely: searching for useful representations and rules over some input data, within a predefined space of possibilities, using guidance from a feedback signal. This simple idea allows us to solve a remarkably broad range of intellectual tasks, from autonomous driving to natural language question-answering.
 

  
 

   

   Now that you understand what we mean by learning, let’s take a look at what makes deep learning special.
 

  
 

   

   
1.5 The “deep” in “deep learning”
 

  
 

   

   Deep learning is a specific subfield of machine learning; it’s a new take on learning representations from data, which emphasizes learning successive layers of increasingly meaningful representations. The “deep” in “deep learning” isn’t a reference to any kind of deeper understanding achieved by the approach; rather, it stands for this idea of successive layers of representations. How many layers contribute to a model of the data is called the depth of the model. Other appropriate names for the field could have been layered representations learning or hierarchical representations learning. Modern deep learning often involves tens or even hundreds of successive layers of representations, and they’re all learned automatically from exposure to training data. Meanwhile, other approaches to machine learning tend to focus on learning only one or two layers of representations of the data (say, taking a pixel histogram and then applying a classification rule); hence they’re sometimes called shallow learning.
 

  
 

   

   In deep learning, these layered representations are learned via models called neural networks, structured in literal layers stacked on top of each other. The term neural network is a reference to neurobiology, but although some of the central concepts in deep learning were developed in part by drawing inspiration from our understanding of the brain (in particular, the visual cortex), deep learning models are not models of the brain. There’s no evidence that the brain implements anything like the learning mechanisms used in modern deep learning models. You may come across pop science articles proclaiming that deep learning works like the brain or is modeled after the brain, but that isn’t the case. It would be confusing and counterproductive for newcomers to the field to think of deep learning as being in any way related to neurobiology; you don’t need that shroud of “just like our minds” mystique and mystery, and you may as well forget anything you may have read about hypothetical links between deep learning and biology. For our purposes, deep learning is a mathematical framework for learning representations from data.
 

  
 

   

   What do the representations learned by a deep learning algorithm look like? Let’s examine how a network several layers deep (see figure 1.5) transforms an image of a digit to recognize what digit it is.
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Figure 1.5 A deep neural network for digit classification



  
 

   

   As you can see in figure 1.6, the network transforms the digit image into representations that are increasingly different from the original image and increasingly informative about the final result. You can think of a deep network as a multistage information-­distillation process, where information goes through successive filters and comes out increasingly purified (that is, useful with regard to some task).
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Figure 1.6 Deep representations learned by a digit-classification model



  
 

   

   So that’s what deep learning is, technically: a multistage way to learn data representations. It’s a simple idea, but, as it turns out, very simple mechanisms, sufficiently scaled, can end up looking like magic.
 

  
 

   

   
1.6 Understanding how deep learning works, in three figures
 

  
 

   

   At this point, you know that machine learning is about mapping inputs (such as images) to targets (such as the label “cat”), which is done by observing many examples of inputs and targets. You also know that deep neural networks do this input-to-target mapping via a deep sequence of simple data transformations (layers) and that these data transformations are learned by exposure to examples. Now let’s look at how this learning happens, concretely.
 

  
 

   

   The specification of what a layer does to its input data is stored in the layer’s weights, which in essence are a bunch of numbers. In technical terms, we’d say that the transformation implemented by a layer is parameterized by its weights (see figure 1.7). (Weights are also sometimes called the parameters of a layer.) In this context, learning means finding a set of values for the weights of all layers in a network, such that the network will correctly map example inputs to their associated targets. But here’s the thing: a deep neural network can contain tens of millions of parameters. Finding the correct value for all of them may seem like a daunting task, especially given that modifying the value of one parameter will affect the behavior of all the others!
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   Figure 1.7 A neural network is parameterized by its weights.
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Figure 1.8 A loss function measures the quality of the network’s output.



  
 

   

   To control something, first you need to be able to observe it. To control the output of a neural network, you need to be able to measure how far this output is from what you expected. This is the job of the loss function of the network, also sometimes called the objective function or cost function. The loss function takes the predictions of the network and the true target (what you wanted the network to output) and computes a distance score, capturing how well the network has done on this specific example (see figure 1.8).
 

  
 

   

   The fundamental trick in deep learning is to use this score as a feedback signal to adjust the value of the weights a little, in a direction that will lower the loss score for the current example (see figure 1.9). This adjustment is the job of the optimizer, which implements what’s called the Backpropagation algorithm: the central algorithm in deep learning. The next chapter explains in more detail how backpropagation works.
 

  
 

   

   Initially, the weights of the network are assigned random values, so the network merely implements a series of random transformations. Naturally, its output is far from what it should ideally be, and the loss score is accordingly very high. But with every example the network processes, the weights are adjusted a little in the correct direction, and the loss score decreases. This is the training loop, which, repeated a sufficient number of times (typically tens of passes over thousands of examples), yields weight values that minimize the loss function. A network with a minimal loss is one for which the outputs are as close as they can be to the targets: a trained network. Once again, it’s a simple mechanism that, once scaled, ends up looking like magic.
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   Figure 1.9 The loss score is used as a feedback signal to adjust the weights.


  
 

   

   
1.7 What makes deep learning different
 

  
 

   

   Is there anything special about deep neural networks that makes them the “right” approach for companies to invest in and for researchers to flock to? Will we still be using deep neural networks in 20 years?
 

  
 

   

   Deep learning has several properties that justify its status as an AI revolution, and it’s here to stay. We may not be using neural networks many decades from now, but whatever we use will directly inherit from modern deep learning and its core concepts. These important properties can be broadly sorted into three categories:
 

  
 

   

   	
Simplicity—Deep learning makes problem solving much easier, because it automates what used to be the most crucial step in a machine learning workflow: feature engineering. Previous machine learning techniques—shallow learning—only involved transforming the input data into one or two successive representation spaces, which wasn’t expressive enough for most problems. As such, humans had to go to great lengths to make the initial input data more amenable to processing by these methods: they had to manually engineer good representations for their data. This is called feature engineering. Deep learning, on the other hand, completely automates this step: with deep learning, you learn all features in one pass rather than having to engineer them yourself. This has greatly simplified machine learning workflows, often replacing sophisticated multistage pipelines with a single, simple, end-to-end deep learning model.
 

   	
Scalability—Deep learning is highly amenable to parallelization on GPUs or more specialized machine learning hardware, so it can take full advantage of Moore’s law. In addition, deep learning models are trained by iterating over small batches of data, allowing them to be trained on datasets of arbitrary size. (The only bottleneck is the amount of parallel computational power available, which, thanks to Moore’s law, is a fast-moving barrier.)
 

   	
Versatility and reusability—Unlike many prior machine learning approaches, deep learning models can be trained on additional data without restarting from scratch, making them viable for continuous online learning—an important property for very large production models. Furthermore, trained deep learning models are repurposable and thus reusable: this is the big idea behind “foundation models”—large models trained on humongous amounts of data, which can be used across many new tasks with little retraining, or even none at all.
 

  
 

   

   
1.8 The age of generative AI
 

  
 

   

   Perhaps the most well-known example of deep learning today is the recent wave of generative AI applications—chatbot assistants like ChatGPT, Gemini, and Claude, as well as image generation services like Midjourney. These applications have captured the public imagination with their ability to produce informative or even creative content in response to simple prompts, blurring the lines between human and machine creativity.
 

  
 

   

   Generative AI is powered by very large “foundation models” that learn to reconstruct the text and image content fed into them—reconstruct a sharp image from a noisy version, predict the next word in a sentence, and so on. This means that the targets from figure 1.8 are taken from the input itself. This is referred to as self-supervised learning, and it enables those models to use vast amounts of unlabeled data. Doing away with the manual data annotations that bottlenecked previous brands of machine learning has unlocked a level of scale never seen before—some of these foundation models have hundreds of billions of parameters and are trained on over 1 petabyte of data, at the cost of tens of millions of dollars.
 

  
 

   

   These foundation models operate as a kind of fuzzy database of human knowledge, making them amenable to a very wide range of applications without needing special-­purpose programming or retraining. Because they’ve already memorized so much, they can solve new problems merely via prompting—querying the knowledge representations they’ve learned and returning the output most likely to be associated with your prompt.
 

  
 

   

   Generative AI only rose to mainstream awareness in 2022, but it has a long history—the earliest experiments with text generation date back to the 1990s. The first edition of this book, released in 2017, already had a hefty chapter titled “Generative AI” that explored the text generation and image generation techniques of the time, while promising the then-outlandish notion that, “soon,” much of the cultural content we consume would be created with the help of AI.
 

  
 

   

   
1.9 What deep learning has achieved so far
 

  
 

   

   Over the past decade, deep learning has achieved nothing short of a technological revolution, starting with remarkable results on perceptual tasks from 2013 to 2017, then making fast progress on natural language processing tasks from 2017 to 2022, and culminating with a wave of transformative generative AI applications from 2022 to now.
 

  
 

   

   Deep learning has enabled major breakthroughs, all in extremely challenging problems that had long eluded machines:
 

  
 

   

   	Fluent and highly versatile chatbots such as ChatGPT and Gemini
 

   	Programming assistants like GitHub Copilot
 

   	Photorealistic image generation
 

   	Human-level image classification
 

   	Human-level speech transcription
 

   	Human-level handwriting transcription and printed text transcription
 

   	Dramatically improved machine translation
 

   	Dramatically improved text-to-speech conversion
 

   	Human-level autonomous driving, already deployed to the public in Phoenix, San Francisco, Los Angeles, and Austin as of 2025
 

   	Improved recommender systems, as used by YouTube, Netflix, or Spotify
 

   	Superhuman Go, Chess, and Poker playing
 

  
 

   

   We’re still exploring the full extent of what deep learning can do. We’ve started applying it with great success to a wide variety of problems that were thought to be impossible to solve just a few years ago—automatically transcribing the tens of thousands of ancient manuscripts held in the Vatican Secret Archive, detecting and classifying plant diseases in fields using a simple smartphone, assisting oncologists or radiologists with interpreting medical imaging data, predicting natural disasters such as floods, hurricanes, and even earthquakes. With every milestone, we’re getting closer to an age where deep learning assists us in every activity and every field of human endeavor—science, medicine, manufacturing, energy, transportation, software development, agriculture, and even artistic creation.
 

  
 

   

   
1.10 Beware of the short-term hype
 

  
 

   

   This seemingly unstoppable string of successes has led to a wave of intense hype, some of which is somewhat grounded, but most of which is just fancy fairy tales. In early 2023, soon after the release of GPT-4 by OpenAI, many pundits were claiming that “no one needed to work anymore” and that mass unemployment would be coming within a year, or that economic productivity would soon shoot up by 10× to 100×. Of course, two years later, none of this has come to pass—the unemployment rate in the US remains low, while productivity metrics are far from the promised explosion. Don’t misunderstand: impact of AI—in particular, generative AI—is already considerable, and it is growing remarkably fast. As of mid-2025, generative AI was generating tens of billions of dollars in revenue per year, which is extremely impressive for an industry that did not exist three years prior! But it doesn’t yet make much of a dent in the overall economy and pales in comparison to the absolutely unbridled promises we were inundated with at its onset.
 

  
 

   

   While discussions about unemployment and 100× productivity gains triggered by AI are already stirring anxieties, there’s an even more sensational side to the AI hype. This side proclaims the imminent arrival of human-level general intelligence (AGI), or even “superintelligence” far surpassing human capabilities. These claims are fueling fears beyond economic disruption—the human species itself might be in danger of being replaced by our digital creations.
 

  
 

   

   It might be tempting for those new to the field to assume that it is the practical successes of generative AI that caused the belief in near-term AGI, but that is actually backward. The claims of near-term AGI came first, and they significantly contributed to the rise of generative AI. As early as 2013, there were fears among tech elites that AGI might be coming within a few years. Back then, the idea was that DeepMind, a London AI research startup acquired by Google, was on track to achieve it. This belief was the impetus behind the founding of OpenAI in 2015, which initially aimed to be an open source counterweight to DeepMind. OpenAI played a critical role in kick-starting generative AI, so in a peculiar twist, it was the belief in near-term AGI that fueled the ascent of generative AI, not the other way around. In 2016, OpenAI’s recruiting pitch was that it would achieve AGI by 2020! To be fair, though, only a minority of people in the tech industry believed in such an optimistic timeline back then. By early 2023, however, a significant fraction of engineers in the San Francisco Bay Area seemed convinced that AGI would be coming within the following couple of years.
 

  
 

   

   It’s crucial to approach such claims with a healthy dose of skepticism. Despite its name, today’s “artificial intelligence” is more accurately described as “cognitive automation”---the encoding and operationalization of human skills and knowledge. AI excels at solving problems with narrowly defined requirements or those where ample precise examples are available. It’s about enhancing the capabilities of computers, not about replicating human minds. 
 

  
 

   

   To be clear, cognitive automation is incredibly useful. But intelligence—cognitive autonomy—is a different creature altogether. Think of it this way: AI is like a cartoon character, while intelligence is like a living being. A cartoon, no matter how realistic, can only act out the scenes it was drawn for. A living being, on the other hand, can adapt to the unexpected.
 

  
 

   

   “If the cartoon is drawn with sufficient realism and covers sufficiently many scenes, what’s the difference?” you may ask. If a large language model can output a sufficiently human-sounding answer when asked a question, does it matter if it possesses true cognitive autonomy? The key difference is adaptability. Intelligence is the ability to face the unknown, adapt to it, and learn from it. Automation, even at its best, can only handle situations it’s been trained on or programmed for. That’s why creating robust automation is so challenging—it requires accounting for every possible scenario.
 

  
 

   

   So don’t worry about AI suddenly becoming self-aware and taking over humanity. Today’s technology simply isn’t headed in that direction. Even with significant advancements, AI will remain a sophisticated tool, not a sentient being. It’s like expecting a better clock to lead to time travel—they’re just different things altogether.
 

  
 

   

   
1.11 Summer can turn to winter
 

  
 

   

   The danger of inflated short-term expectations is that when technology inevitably falls short, research investment could dry up, slowing progress for a long time. This has happened before. Twice in the past, AI went through a cycle of intense optimism followed by disappointment and skepticism, with a dearth of funding as a result. It started with symbolic AI in the 1960s. In those early days, projections about AI were flying high. One of the best-known pioneers and proponents of the symbolic AI approach was Marvin Minsky, who claimed in 1967, “Within a generation . . . the problem of creating ‘artificial intelligence’ will substantially be solved.” Three years later, in 1970, he made a more precisely quantified prediction: “In from three to eight years we will have a machine with the general intelligence of an average human being.” In 2025, such an achievement still appears to be far in the future—in that we have no way to predict how long it will take—but in the 1960s and early 1970s, several experts believed it to be right around the corner (as do many people today). A few years later, as these high expectations failed to materialize, researchers and government funds turned away from the field, marking the start of the first AI winter (a reference to a nuclear winter, because this was shortly after the height of the Cold War).
 

  
 

   

   It wouldn’t be the last one. In the 1980s, a new take on symbolic AI, expert systems, started gathering steam among large companies. A few initial success stories triggered a wave of investment, with corporations around the world starting their own in-house AI departments to develop expert systems. Around 1985, companies were spending over $1 billion each year on the technology; but by the early 1990s, these systems had proven expensive to maintain, difficult to scale, and limited in scope, and interest died down. Thus began the second AI winter. We may be currently witnessing the third cycle of AI hype and disappointment—and we’re still in the phase of intense optimism.
 

  
 

   

   My current view is that we’re unlikely to see a full-scale retreat away from AI research like we saw in the 1990s. If there is a winter, it should be very mild. AI has already demonstrated its world-changing value. However, it seems inevitable that some air will need to be let out of the 2023–2025 AI bubble. Currently, AI investment, primarily in data centers and GPUs, surpasses $200 billion annually, while revenue generation lags significantly, closer to $30 billion. AI is currently being judged by executives and investors not by what it has accomplished, but by what we are told it might soon become able to do—much of which will durably stay out of reach of existing technologies. Something will have to give. But what will happen precisely as the AI bubble deflates is still up in the air.
 

  
 

   

   
1.12 The promise of AI
 

  
 

   

   Although we may have unrealistic short-term expectations for AI, the long-term picture is looking bright. We’re only getting started in applying deep learning to many important problems for which it could prove transformative, from medical diagnoses to digital assistants.
 

  
 

   

   In 2017, in this very book, I wrote:
 

  
 

   

   

    

     Right now, it may seem hard to believe that AI could have a large impact on our world, because it isn’t yet widely deployed—much as, back in 1995, it would have been difficult to believe in the future impact of the internet. Back then, most people didn’t see how the internet was relevant to them and how it was going to change their lives. The same is true for deep learning and AI today. But make no mistake: AI is coming. In a not-so-distant future, AI will be your assistant, even your friend; it will answer your questions, help educate your kids, and watch over your health. It will deliver your groceries to your door and drive you from point A to point B. It will be your interface to an increasingly complex and information-intensive world. And, even more important, AI will help humanity as a whole move forward, by assisting human scientists in new breakthrough discoveries across all scientific fields, from genomics to mathematics.

    


   
 

  
 

   

   Fast-forwarding to 2025, most of these things have either come true or are on the verge of coming true—and this is just the beginning:
 

  
 

   

   	Tens of millions of people are using AI chatbots like ChatGPT, Gemini, and Claude as assistants on a daily basis. In fact, question-answering and “educating your kids” (homework assistance) have turned out to be the top applications of these chatbots! For many people, AI is already the go-to interface to the world’s information.
 

   	Hundreds of thousands of people interact with AI “friends” in applications such as Character.ai.
 

   	Fully autonomous driving is already deployed at scale in cities like Phoenix, San Francisco, Los Angeles, and Austin.
 

   	AI is making major strides toward helping accelerate science. The AlphaFold model from DeepMind is helping biologists predict protein structures with unprecedented accuracy. Renowned mathematician Terence Tao believes that by around 2026, AI could become a reliable co-author in mathematical research and other fields when used appropriately.
 

  
 

   

   The AI revolution, once a distant vision, is now rapidly unfolding before our eyes. On the way, we may face a few setbacks—in much the same way the internet industry was overhyped in 1998–1999 and suffered from a crash that dried up investment throughout the early 2000s. But we’ll get there eventually. AI will end up being applied to nearly every process that makes up our society and our daily lives, much like the internet is today.
 

  
 

   

   Don’t believe the short-term hype, but do believe in the long-term vision. It may take a while for AI to be deployed to its true potential—a potential the full extent of which no one has yet dared to dream—but AI is coming, and it will transform our world in a fantastic way.
 

  
 

   

   1 A. M. Turing, “Computing Machinery and Intelligence,” Mind 59, no. 236 (1950): 433-460.
 

  
 

   

   2 Although the Turing test has sometimes been interpreted as a literal test—a goal the field of AI should set out to reach—Turing merely meant it as a conceptual device in a philosophical discussion about the nature of cognition.
 

  


 

   

   
2 The mathematical building blocks of neural networks

 

  
 

   

   
This chapter covers

 

    

    	A first example of a neural network
 

    	Tensors and tensor operations
 

    	How neural networks learn via backpropagation and gradient descent
 

   
 

  
 

   

   Understanding deep learning requires familiarity with many simple mathematical concepts: tensors, tensor operations, differentiation, gradient descent, and so on. Our goal in this chapter will be to build up your intuition about these notions without getting overly technical. In particular, we’ll steer away from mathematical notation, which can introduce unnecessary barriers for those without any mathematics background, and isn’t necessary to explain things well. The most precise, unambiguous description of a mathematical operation is its executable code. 
 

  
 

   

   To provide sufficient context for introducing tensors and gradient descent, we’ll begin the chapter with a practical example of a neural network. Then we’ll go over every new concept that’s been introduced, point by point. Keep in mind that these concepts will be essential for you to understand the practical examples that will come in the following chapters!
 

  
 

   

   After reading this chapter, you’ll have an intuitive understanding of the mathematical theory behind deep learning, and you’ll be ready to start diving into modern deep learning frameworks, in chapter 3.
 

  
 

   

    

    Running the code in this book
 

   
 

    

    This book is full of runnable Python code. Each chapter is paired with a Jupyter notebook that contains all of the code from the chapter. A Jupyter notebook is a live Python scratch pad of sorts, where you can interactively run code, graph data, view images, and a lot more. You will gain a lot more practical knowledge from this book if you run and experiment with the code as you read. 
 

   
 

    

    By far the easiest way to set up a deep learning environment to run these notebooks is Google Colaboratory (or Colab for short), a hosted environment for Jupyter notebooks that has become the industry standard for ML practitioners. With Colab, you can run the code for this book interactively in the browser, connecting to cloud runtimes with configurable hardware. By default, the notebooks in this book will run on Colab’s free GPU runtime.
 

   
 

    

    If you would like, you can also run these notebooks locally on your own machine. A GPU is recommended, especially as you get to the larger and more compute-intensive models later in this book.
 

   
 

    

    Instructions for running locally and on Colab, along with the code, can be found at https://github.com/fchollet/deep-learning-with-python-notebooks.
 

   
 

  
 

   

   
2.1 A first look at a neural network
 

  
 

   

   Let’s look at a concrete example of a neural network that uses the machine learning library Keras to learn to classify handwritten digits. We will use Keras extensively throughout this book. It’s a simple, high-level library that will allow us to stay focused on the concepts we would like to cover.
 

  
 

   

   Unless you already have experience with Keras or similar libraries, you won’t understand everything about this first example right away. That’s fine. In a few sections, we’ll review each element in the example and explain it in detail. So don’t worry if some steps seem arbitrary or look like magic to you! We’ve got to start somewhere.
 

  
 

   

   The problem we’re trying to solve here is to classify grayscale images of handwritten digits (28 × 28 pixels) into their 10 categories (0 through 9). We’ll use the MNIST dataset, a classic in the machine learning community, which has been around almost as long as the field itself and has been intensively studied. It’s a set of 60,000 training images, plus 10,000 test images, assembled by the National Institute of Standards and Technology (the NIST in MNIST) in the 1980s. You can think of “solving” MNIST as the “Hello World” of deep learning—it’s what you do to verify that your algorithms are working as expected. As you become a machine learning practitioner, you’ll see MNIST come up over and over again, in scientific papers, blog posts, and so on. You can see some MNIST samples in figure 2.1.
 

  
 

    

   [image: The fourth sample in our dataset] 

   
Figure 2.1 MNIST sample digits 


  
 

   

   NOTE In machine learning, a category in a classification problem is called a class. Data points are called samples. The class associated with a specific sample is called a label.
 

  
 

   

   The MNIST dataset comes preloaded in Keras, in the form of a set of four NumPy arrays.
 

  
 

   

   Listing 2.1 Loading the MNIST dataset in Keras
 

    

    from keras.datasets import mnist



(train_images, train_labels), (test_images, test_labels) = mnist.load_data()
  

   
 

  
 

   

   train_images and train_labels form the training set, the data that the model will learn from. The model will then be tested on the test set, test_images and test_labels. The images are encoded as NumPy arrays, and the labels are an array of digits, ranging from 0 to 9. The images and labels have a one-to-one correspondence.
 

  
 

   

   NOTE NumPy is a highly popular Python library for numerical computation. You will see it pop up frequently in your machine learning journey. It is rarely used to implement modern machine learning algorithms, due to lacking GPU and autodifferentiation support, but NumPy arrays are often used as a numerical data exchange format—like here, for MNIST digits and their labels.
 

  
 

   

   Let’s look at the training data:
 

  
 

   

    

    >>> train_images.shape

(60000, 28, 28)

>>> len(train_labels)

60000

>>> train_labels

array([5, 0, 4, ..., 5, 6, 8], dtype=uint8)
  

   
 

  
 

   

   And here’s the test data:
 

  
 

   

    

    >>> test_images.shape

(10000, 28, 28)

>>> len(test_labels)

10000

>>> test_labels

array([7, 2, 1, ..., 4, 5, 6], dtype=uint8)
  

   
 

  
 

   

   The workflow will be as follows. First, we’ll feed the neural network the training data, train_images and train_labels. The network will then learn to associate images and labels. Finally, we’ll ask the network to produce predictions for test_images, and we’ll verify whether these predictions match the labels from test_labels. 
 

  
 

   

   Let’s build the network—again, remember that you aren’t expected to understand everything about this example yet. 
 

  
 

   

   Listing 2.2 The network architecture
 

    

    import keras

from keras import layers



model = keras.Sequential(

    [

        layers.Dense(512, activation="relu"),

        layers.Dense(10, activation="softmax"),

    ]

)
  

   
 

  
 

   

   The core building block of neural networks is the layer. You can think of a layer as a filter for data: some data goes in, and it comes out in a more useful form. Specifically, layers extract representations out of the data fed into them—hopefully, representations that are more meaningful for the problem at hand. Most of deep learning consists of chaining together simple layers that will implement a form of progressive data distillation. A deep learning model is like a sieve for data processing, made of a succession of increasingly refined data filters—the layers.
 

  
 

   

   Here, our model consists of a sequence of two Dense layers, which are densely connected (also called fully connected) neural layers. The second (and last) layer is a 10-way softmax classification layer, which means it will return an array of 10 probability scores (summing to 1). Each score will be the probability that the current digit image belongs to one of our 10 digit classes. 
 

  
 

   

   To make the model ready for training, we need to pick three more things, as part of the compilation step:
 

  
 

   

   	
A loss function—How the model will be able to measure its performance on the training data and thus how it will be able to steer itself in the right direction.
 

   	
An optimizer—The mechanism through which the model will update itself based on the training data it sees, to improve its performance.
 

   	
Metrics to monitor during training and testing—Here, we’ll only care about accuracy (the fraction of the images that were correctly classified).
 

  
 

   

   The exact purpose of the loss function and the optimizer will be made clear throughout the next two chapters.
 

  
 

   

   Listing 2.3 The compilation step
 

    

    model.compile(

    optimizer="adam",

    loss="sparse_categorical_crossentropy",

    metrics=["accuracy"],

)
  

   
 

  
 

   

   Before training, we’ll preprocess the data by reshaping it into the shape the model expects and scaling it so that all values are in the [0, 1] interval. Previously, our training images were stored in an array of shape (60000, 28, 28) of type uint8 with values in the [0, 255] interval. We transform it into a float32 array of shape (60000, 28 * 28) with values between 0 and 1. 
 

  
 

   

   Listing 2.4 Preparing the image data
 

    

    train_images = train_images.reshape((60000, 28 * 28))

train_images = train_images.astype("float32") / 255

test_images = test_images.reshape((10000, 28 * 28))

test_images = test_images.astype("float32") / 255
  

   
 

  
 

   

   We’re now ready to train the model, which in Keras is done via a call to the model’s fit() method—we fit the model to its training data. 
 

  
 

   

   Listing 2.5 “Fitting” the model
 

    

    model.fit(train_images, train_labels, epochs=5, batch_size=128)
  

   
 

  
 

   

   Two quantities are displayed during training: the loss of the model over the training data and the accuracy of the model over the training data. We quickly reach an accuracy of 0.989 (98.9%) on the training data.
 

  
 

   

   Now that we have a trained model, we can use it to predict class probabilities for new digits—images that weren’t part of the training data, like those from the test set.
 

  
 

   

   Listing 2.6 Using the model to make predictions
 

    

    >>> test_digits = test_images[0:10]

>>> predictions = model.predict(test_digits)

>>> predictions[0]

array([1.0726176e-10, 1.6918376e-10, 6.1314843e-08, 8.4106023e-06,

       2.9967067e-11, 3.0331331e-09, 8.3651971e-14, 9.9999106e-01,

       2.6657624e-08, 3.8127661e-07], dtype=float32)
  

   
 

  
 

   

   Each number of index i in that array corresponds to the probability that digit image test_digits[0] belong to class i. 
 

  
 

   

   This first test digit has the highest probability score (0.99999106, almost 1) at index 7, so according to our model, it must be a 7:
 

  
 

   

    

    >>> predictions[0].argmax()

7

>>> predictions[0][7]

0.99999106
  

   
 

  
 

   

   We can check that the test label agrees:
 

  
 

   

    

    >>> test_labels[0]

7
  

   
 

  
 

   

   On average, how good is our model at classifying such never-before-seen digits? Let’s check by computing average accuracy over the entire test set.
 

  
 

   

   Listing 2.7 Evaluating the model on new data
 

    

    >>> test_loss, test_acc = model.evaluate(test_images, test_labels)

>>> print(f"test_acc: {test_acc}")

test_acc: 0.9785
  

   
 

  
 

   

   The test set accuracy turns out to be 97.8%—that’s almost double the error rate of the training set (at 98.9% accuracy). This gap between training accuracy and test accuracy is an example of overfitting: the fact that machine learning models tend to perform worse on new data than on their training data. Overfitting is a central topic in chapter 5.
 

  
 

   

   This concludes our first example. You just saw how you can build and train a neural network to classify handwritten digits in less than 15 lines of Python code. In this chapter and the next, we’ll go into detail about every moving piece we just previewed and clarify what’s going on behind the scenes. You’ll learn about tensors, the data-storing objects going into the model; tensor operations, which layers are made of; and gradient descent, which allows your model to learn from its training examples.
 

  
 

   

   
2.2 Data representations for neural networks
 

  
 

   

   In the previous example, we started from data stored in multidimensional NumPy arrays, also called tensors. In general, all current machine learning systems use tensors as their basic data structure. Tensors are fundamental to the field—so fundamental that the TensorFlow framework was named after them. So what’s a tensor? 
 

  
 

   

   At its core, a tensor is a container for data—usually numerical data. So it’s a container for numbers. You may already be familiar with matrices, which are rank-2 tensors: tensors are a generalization of matrices to an arbitrary number of dimensions (note that in the context of tensors, a dimension is often called an axis). 
 

  
 

   

   Going over the details of tensors might seem a bit abstract at first. But it’s well worth it—manipulating tensors will be the bread and butter of any machine learning code you ever write.
 

  
 

   

   
2.2.1 Scalars (rank-0 tensors)
 

  
 

   

   A tensor that contains only one number is called a scalar (or scalar tensor, rank-0 tensor, or 0D tensor). In NumPy, a float32 or float64 number is a scalar tensor (or scalar array). You can display the number of axes of a NumPy tensor via the ndim attribute; a scalar tensor has 0 axes (ndim == 0). The number of axes of a tensor is also called its rank. Here’s a NumPy scalar: 
 

  
 

   

    

    >>> import numpy as np

>>> x = np.array(12)

>>> x

array(12)

>>> x.ndim

0
  

   
 

  
 

   

   
2.2.2 Vectors (rank-1 tensors)
 

  
 

   

   An array of numbers is called a vector (or rank-1 tensor or 1D tensor). A rank-1 tensor has exactly one axis. The following is a NumPy vector:
 

  
 

   

    

    >>> x = np.array([12, 3, 6, 14, 7])

>>> x

array([12, 3, 6, 14, 7])

>>> x.ndim

1
  

   
 

  
 

   

   This vector has five entries and so is called a 5-dimensional vector. Don’t confuse a 5D vector with a 5D tensor! A 5D vector has only one axis and has five dimensions along its axis, whereas a 5D tensor has five axes (and may have any number of dimensions along each axis). Dimensionality can denote either the number of entries along a specific axis (as in the case of our 5D vector) or the number of axes in a tensor (such as a 5D tensor), which can be confusing at times. In the latter case, it’s technically more correct to talk about a tensor of rank 5 (the rank of a tensor being the number of axes), but the ambiguous notation 5D tensor is common regardless.
 

  
 

   

   
2.2.3 Matrices (rank-2 tensors)
 

  
 

   

   An array of vectors is a matrix (or rank-2 tensor or 2D tensor). A matrix has two axes (often referred to as rows and columns). You can visually interpret a matrix as a rectangular grid of numbers. This is a NumPy matrix:
 

  
 

   

    

    >>> x = np.array([[5, 78, 2, 34, 0],

...               [6, 79, 3, 35, 1],

...               [7, 80, 4, 36, 2]])

>>> x.ndim

2
  

   
 

  
 

   

   The entries from the first axis are called the rows, and the entries from the second axis are called the columns. In the previous example, [5, 78, 2, 34, 0] is the first row of x, and [5, 6, 7] is the first column. 
 

  
 

   

   
2.2.4 Rank-3 tensors and higher-rank tensors
 

  
 

   

   If you pack such matrices in a new array, you obtain a rank-3 tensor (or 3D tensor), which you can visually interpret as a cube of numbers. The following is a NumPy rank-3 tensor:
 

  
 

   

    

    >>> x = np.array([[[5, 78, 2, 34, 0],

...                [6, 79, 3, 35, 1],

...                [7, 80, 4, 36, 2]],

...               [[5, 78, 2, 34, 0],

...                [6, 79, 3, 35, 1],

...                [7, 80, 4, 36, 2]],

...               [[5, 78, 2, 34, 0],

...                [6, 79, 3, 35, 1],

...                [7, 80, 4, 36, 2]]])

>>> x.ndim

3
  

   
 

  
 

   

   By packing rank-3 tensors in an array, you can create a rank-4 tensor, and so on. In deep learning, you’ll generally manipulate tensors with ranks 0 to 4, although you may go up to 5 if you process video data.
 

  
 

   

   
2.2.5 Key attributes
 

  
 

   

   A tensor is defined by three key attributes:
 

  
 

   

   	
Number of axes (rank)—For instance, a rank-3 tensor has three axes, and a matrix has two axes. This is also called the tensor’s ndim in Python libraries such as NumPy, JAX, TensorFlow, and PyTorch.
 

   	
Shape—This is a tuple of integers that describes how many dimensions the tensor has along each axis. For instance, the previous matrix example has shape (3, 5), and the rank-3 tensor example has shape (3, 3, 5). A vector has a shape with a single element, such as (5,), whereas a scalar has an empty shape, (). 
 

   	
Data type (usually called dtype in Python libraries)—This is the type of the data contained in the tensor; for instance, a tensor’s type could be float16, float32, float64, uint8, bool, and so on. In TensorFlow, you are also likely to come across string tensors. 
 

  
 

   

   To make this more concrete, let’s look back at the data we processed in the MNIST example. First, we load the MNIST dataset:
 

  
 

   

    

    from keras.datasets import mnist



(train_images, train_labels), (test_images, test_labels) = mnist.load_data()
  

   
 

  
 

   

   Next, we display the number of axes of the tensor train_images, the ndim attribute:
 

  
 

   

    

    >>> train_images.ndim

3
  

   
 

  
 

   

   Here’s its shape:
 

  
 

   

    

    >>> train_images.shape

(60000, 28, 28)
  

   
 

  
 

   

   And this is its data type, the dtype attribute:
 

  
 

   

    

    >>> train_images.dtype

uint8
  

   
 

  
 

   

   So what we have here is a rank-3 tensor of 8-bit integers. More precisely, it’s an array of 60,000 matrices of 28 × 28 integers. Each such matrix is a grayscale image, with coefficients between 0 and 255.
 

  
 

   

   Let’s display the fourth digit in this rank-3 tensor, using the library Matplotlib (part of the standard scientific Python suite); see figure 2.2.
 

  
 

    

   [image: The fourth sample in our dataset] 

   
Figure 2.2 The fourth sample in our dataset 


  
 

   

   Listing 2.8 Displaying the fourth digit
 

    

    import matplotlib.pyplot as plt



digit = train_images[4]

plt.imshow(digit, cmap=plt.cm.binary)

plt.show()
  

   
 

  
 

   

   Naturally, the corresponding label is just the integer 9:
 

  
 

   

    

    >>> train_labels[4]

9
  

   
 

  
 

   

   
2.2.6 Manipulating tensors in NumPy
 

  
 

   

   In the previous example, we selected a specific digit alongside the first axis using the syntax train_images[i]. Selecting specific elements in a tensor is called tensor slicing. Let’s look at the tensor-slicing operations you can do on NumPy arrays. 
 

  
 

   

   The following example selects digits #10 to #100 (#100 isn’t included) and puts them in an array of shape (90, 28, 28): 
 

  
 

   

    

    >>> my_slice = train_images[10:100]

>>> my_slice.shape

(90, 28, 28)
  

   
 

  
 

   

   It’s equivalent to this more detailed notation, which specifies a start index and stop index for the slice along each tensor axis. Note that : is equivalent to selecting the entire axis:
 

  
 

   

    

    >>> my_slice = train_images[10:100, :, :]               #1

>>> my_slice.shape

(90, 28, 28)

>>> my_slice = train_images[10:100, 0:28, 0:28]        #2

>>> my_slice.shape

(90, 28, 28)
 

     #1 Equivalent to the previous example

     
#2 Also equivalent to the previous example

     


    
 

   
 

  
 

   

   In general, you may select slices between any two indices along each tensor axis. For instance, to select 14 × 14 pixels in the bottom-right corner of all images, you would do this:
 

  
 

   

    

    my_slice = train_images[:, 14:, 14:]
  

   
 

  
 

   

   It’s also possible to use negative indices. Much like negative indices in Python lists, they indicate a position relative to the end of the current axis. To crop the images to patches of 14 × 14 pixels centered in the middle, do this:
 

  
 

   

    

    my_slice = train_images[:, 7:-7, 7:-7]
  

   
 

  
 

   

   
2.2.7 The notion of data batches
 

  
 

   

   In general, the first axis (axis 0, because indexing starts at 0) in all data tensors you’ll come across in deep learning will be the samples axis. In the MNIST example, “samples” are images of digits.
 

  
 

   

   In addition, deep learning models don’t process an entire dataset at once; rather, they break the data into small “batches,” or groups of samples with a fixed size. Concretely, here’s one batch of our MNIST digits, with a batch size of 128:
 

  
 

   

    

    batch = train_images[:128]
  

   
 

  
 

   

   And here’s the next batch:
 

  
 

   

    

    batch = train_images[128:256]
  

   
 

  
 

   

   And the nth batch:
 

  
 

   

    

    n = 3

batch = train_images[128 * n : 128 * (n + 1)]
  

   
 

  
 

   

   When considering such a batch tensor, the first axis (axis 0) is called the batch axis (or batch dimension). You’ll frequently encounter this term when using Keras and other deep learning libraries. 
 

  
 

   

   
2.2.8 Real-world examples of data tensors
 

  
 

   

   Let’s make data tensors more concrete with a few examples similar to what you’ll encounter later. The data you’ll manipulate will almost always fall into one of the following categories:
 

  
 

   

   	
Vector data—Rank-2 tensors of shape (samples, features), where each sample is a vector of numerical attributes (“features”) 
 

   	
Timeseries data or sequence data—Rank-3 tensors of shape (samples, timesteps, features), where each sample is a sequence (of length timesteps) of feature vectors
 

   	
Images—Rank-4 tensors of shape (samples, height, width, channels), where each sample is a 2D grid of pixels, and each pixel is represented by a vector of values (“channels”) 
 

   	
Video—Rank-5 tensors of shape (samples, frames, height, width, channels), where each sample is a sequence (of length frames) of images 
 

  
 

   

   Vector data
 

  
 

   

   Vector data is one of the most common cases. In such a dataset, each single data point can be encoded as a vector, and thus a batch of data will be encoded as a rank-2 tensor (that is, an array of vectors), where the first axis is the samples axis and the second axis is the features axis.
 

  
 

   

   Let’s take a look at two examples:
 

  
 

   

   	An actuarial dataset of people, where we consider each person’s age, gender, and income. Each person can be characterized as a vector of three values, and thus an entire dataset of 100,000 people can be stored in a rank-2 tensor of shape (100000, 3). 
 

   	A dataset of text documents, where we represent each document by the counts of how many times each word appears in it (out of a dictionary of 20,000 common words). Each document can be encoded as a vector of 20,000 values (one count per word in the dictionary), and thus an entire dataset of 500 documents can be stored in a tensor of shape (500, 20000).
 

  
 

   

   Timeseries data or sequence data
 

  
 

   

   Whenever time matters in your data (or the notion of sequence order), it makes sense to store it in a rank-3 tensor with an explicit time axis. Each sample can be encoded as a sequence of vectors (a rank-2 tensor), and thus a batch of data will be encoded as a rank-3 tensor (see figure 2.3).
 

  
 

    

   [image: A rank-3 timeseries data tensor] 

   
Figure 2.3 A rank-3 timeseries data tensor 


  
 

   

   The time axis is always the second axis (axis of index 1), by convention. Let’s look at a few examples:
 

  
 

   

   	
A dataset of stock prices—Every minute, we store the current price of the stock, the highest price in the past minute, and the lowest price in the past minute. Thus every minute is encoded as a 3D vector, an entire day of trading is encoded as a matrix of shape (390, 3) (there are 390 minutes in a trading day), and 250 days’ worth of data can be stored in a rank-3 tensor of shape (250, 390, 3). Here, each sample would be one day’s worth of data. 
 

   	
A dataset of tweets, where we encode each tweet as a sequence of 280 characters out of an alphabet of 128 unique characters—In this setting, each character can be encoded as a binary vector of size 128 (an all-zeros vector except for a 1 entry at the index corresponding to the character). Then each tweet can be encoded as a rank-2 tensor of shape (280, 128), and a dataset of 1 million tweets can be stored in a tensor of shape (1000000, 280, 128). 
 

  
 

   

   Image data
 

  
 

   

   Images typically have three dimensions: height, width, and color depth. Although grayscale images (like our MNIST digits) have only a single color channel and could thus be stored in rank-2 tensors, by convention image tensors are always rank-3, with a one-dimensional color channel for grayscale images. A batch of 128 grayscale images of size 256 × 256 could thus be stored in a tensor of shape (128, 256, 256, 1), and a batch of 128 color images could be stored in a tensor of shape (128, 256, 256, 3) (see figure 2.4). 
 

  
 

   

   There are two conventions for the shapes of image tensors: the channels­-last convention (which is standard in JAX and TensorFlow, as well as most other deep learning tools out there) and the channels-first convention (which is standard in PyTorch). 
 

  
 

   

   The channels-last convention places the color-depth axis at the end: (samples, height, width, color_depth). Meanwhile, the channels-first convention places the color depth axis right after the batch axis: (samples, color_depth, height, width). With the channels-first convention, the previous examples would become (128, 1, 256, 256) and (128, 3, 256, 256). The Keras API provides support for both formats. 
 

  
 

    

   [image: A rank-4 image data tensor] 

   
Figure 2.4 A rank-4 image data tensor



  
 

   

   Video data
 

  
 

   

   Video data is one of the few types of real-world data for which you’ll need rank-5 tensors. A video can be understood as a sequence of frames, each frame being a color image. Because each frame can be stored in a rank-3 tensor (height, width, color_depth), a sequence of frames can be stored in a rank-4 tensor (frames, height, width, color_depth), and thus a batch of different videos can be stored in a rank-5 tensor of shape (samples, frames, height, width, color_depth). 
 

  
 

   

   For instance, a 60-second, 144 × 256 YouTube video clip sampled at 4 frames per second would have 240 frames. A batch of four such video clips would be stored in a tensor of shape (4, 240, 144, 256, 3). That’s a total of 106,168,320 values! If the dtype of the tensor was float32, then each value would be stored in 32 bits, so the tensor would represent 425 MB. Heavy! Videos you encounter in real life are much lighter because they aren’t stored in float32, and they’re typically compressed by a large factor (such as the MPEG format). 
 

  
 

   

   
2.3 The gears of neural networks: Tensor operations
 

  
 

   

   Just like any computer program can be ultimately reduced to a small set of binary operations on binary inputs (AND, OR, NOR, and so on), all transformations learned by deep neural networks can be reduced to a handful of tensor operations (or tensor functions) applied to tensors of numeric data. For instance, it’s possible to add tensors, multiply tensors, and so on.
 

  
 

   

   In our initial example, we were building our model by stacking Dense layers on top of each other. A Keras layer instance looks like this:
 

  
 

   

    

    keras.layers.Dense(512, activation="relu")
  

   
 

  
 

   

   This layer can be interpreted as a function, which takes as input a matrix and returns another matrix—a new representation for the input tensor. Specifically, the function is as follows (where W is a matrix and b is a vector, both attributes of the layer):
 

  
 

   

    

    output = relu(matmul(input, W) + b)
  

   
 

  
 

   

   Let’s unpack this. We have three tensor operations here:
 

  
 

   

   	A tensor product (matmul) between the input tensor and a tensor named W.
 

   	An addition (+) between the resulting matrix and a vector b.
 

   	A relu operation: relu(x) is max(x, 0). "relu" stands for “REctified Linear Unit.” 
 

  
 

   

   NOTE Although this section deals entirely with linear algebra expressions, you won’t find any mathematical notation in this book. I’ve found that mathematical concepts can be more readily mastered by programmers with no mathematical background if they’re expressed as short Python snippets instead of mathematical equations. So we’ll use NumPy code throughout.
 

  
 

   

   
2.3.1 Element-wise operations
 

  
 

   

   The relu operation and addition are element-wise operations: operations that are applied independently to each entry in the tensors being considered. This means these operations are highly amenable to massively parallel implementations (vectorized implementations, a term that comes from the vector processor supercomputer architecture from the 1970–1990 period). If you want to write a naive Python implementation of an element-wise operation, you use a for loop, as in this naive implementation of an element-wise relu operation:
 

  
 

   

    

    def naive_relu(x):

    assert len(x.shape) == 2                                     #1

    x = x.copy()                                                 #2

    for i in range(x.shape[0]):

        for j in range(x.shape[1]):

            x[i, j] = max(x[i, j], 0)

    return x
 

     #1 x is a rank-2 NumPy tensor.

     
#2 Avoids overwriting the input tensor

     


    
 

   
 

  
 

   

   You could do the same for addition:
 

  
 

   

    

    def naive_add(x, y):

    assert len(x.shape) == 2                                   #1

    assert x.shape == y.shape

    x = x.copy()                                               #2

    for i in range(x.shape[0]):

        for j in range(x.shape[1]):

            x[i, j] += y[i, j]

    return x
 

     #1 x and y are rank-2 NumPy tensors.

     
#2 Avoids overwriting the input tensor

     


    
 

   
 

  
 

   

   On the same principle, you can do element-wise multiplication, subtraction, and so on.
 

  
 

   

   In practice, when dealing with NumPy arrays, these operations are available as well-optimized built-in NumPy functions, which themselves delegate the heavy lifting to a Basic Linear Algebra Subprograms (BLAS) implementation. BLAS are low-level, highly parallel, efficient tensor-manipulation routines that are typically implemented in Fortran or C.
 

  
 

   

   So, in NumPy, you can do the following element-wise operation, and it will be blazing fast:
 

  
 

   

    

    import numpy as np



z = x + y                                                              #1

z = np.maximum(z, 0.0)                                                #2
 

    

     #1 Element-wise addition

     
#2 Element-wise relu

     


    
 

   
 

  
 

   

   Let’s actually time the difference:
 

  
 

   

    

    import time



x = np.random.random((20, 100))

y = np.random.random((20, 100))



t0 = time.time()

for _ in range(1000):

    z = x + y

    z = np.maximum(z, 0.0)

print("Took: {0:.2f} s".format(time.time() - t0))
  

   
 

  
 

   

   This takes 0.02 seconds. Meanwhile, the naive version takes a stunning 2.45 seconds:
 

  
 

   

    

    t0 = time.time()

for _ in range(1000):

    z = naive_add(x, y)

    z = naive_relu(z)

print("Took: {0:.2f} s".format(time.time() - t0))
  

   
 

  
 

   

   Likewise, when running JAX/TensorFlow/PyTorch code on a GPU, element-wise operations are executed via fully vectorized CUDA implementations that can best utilize the highly parallel GPU chip architecture.
 

  
 

   

   
2.3.2 Broadcasting
 

  
 

   

   Our earlier naive implementation of naive_add only supports the addition of rank-2 tensors with identical shapes. But in the Dense layer introduced earlier, we added a rank-2 tensor with a vector. What happens with addition when the shapes of the two tensors being added differ?
 

  
 

   

   When possible, and if there’s no ambiguity, the smaller tensor will be broadcast to match the shape of the larger tensor. Broadcasting consists of two steps:
 

  
 

   

   	Axes (called broadcast axes) are added to the smaller tensor to match the ndim of the larger tensor.
 

   	The smaller tensor is repeated alongside these new axes to match the full shape of the larger tensor.
 

  
 

   

   Let’s look at a concrete example. Consider X with shape (32, 10) and y with shape (10,): 
 

  
 

   

    

    import numpy as np



X = np.random.random((32, 10))                          #1

y = np.random.random((10,))                             #2
 

     #1 X is a random matrix with shape (32, 10).

     
#2 y is a random vector with shape (10,).

     


    
 

   
 

  
 

   

   First, we add an empty first axis to y, whose shape becomes (1, 10):
 

  
 

   

    

    y = np.expand_dims(y, axis=0)                            #1
 

    

     #1 The shape of y is now (1, 10).

     


    
 

   
 

  
 

   

   Then, we repeat y 32 times alongside this new axis, so that we end up with a tensor Y with shape (32, 10), where Y[i, :] == y for i in range(0, 32): 
 

  
 

   

    

    Y = np.tile(y, (32, 1))                                 #1
 

     #1 Repeat y 32 times along axis 0 to obtain Y with shape (32, 10).

     


    
 

   
 

  
 

   

   At this point, we can add X and Y because they have the same shape.
 

  
 

   

   In terms of implementation, no new rank-2 tensor is created because that would be terribly inefficient. The repetition operation is entirely virtual: it happens at the algorithmic level rather than at the memory level. But thinking of the vector being repeated 32 times alongside a new axis is a helpful mental model. Here’s what a naive implementation would look like:
 

  
 

   

    

    def naive_add_matrix_and_vector(x, y):

    assert len(x.shape) == 2                                #1

    assert len(y.shape) == 1                                #2

    assert x.shape[1] == y.shape[0]

    x = x.copy()                                            #3

    for i in range(x.shape[0]):

        for j in range(x.shape[1]):

            x[i, j] += y[j]

    return x
 

     #1 x is a rank-2 NumPy tensor.

     
#2 y is a NumPy vector.

     
#3 Avoids overwriting the input tensor

     


    
 

   
 

  
 

   

   With broadcasting, you can generally apply two-tensor element-wise operations if one tensor has shape (a, b, … n, n + 1, … m) and the other has shape (n, n + 1, … m). The broadcasting will then automatically happen for axes a through n - 1. 
 

  
 

   

   The following example applies the element-wise maximum operation to two tensors of different shapes via broadcasting:
 

  
 

   

    

    import numpy as np



x = np.random.random((64, 3, 32, 10))                     #1

y = np.random.random((32, 10))                            #2

z = np.maximum(x, y)                                       #3
 

     #1 x is a random tensor with shape (64, 3, 32, 10).

     
#2 y is a random tensor with shape (32, 10).

     
#3 The output z has shape (64, 3, 32, 10) like x.

     


    
 

   
 

  
 

   

   
2.3.3 Tensor product
 

  
 

   

   The tensor product, also called dot product or matmul (short for “matrix multiplication”) is one of the most common, most useful tensor operations.
 

  
 

   

   In NumPy, a tensor product is done using the np.matmul function, and in Keras, with the keras.ops.matmul function. Its shorthand is the @ operator in Python: 
 

  
 

   

    

    x = np.random.random((32,))

y = np.random.random((32,))



z = np.matmul(x, y)                                    #1

z = x @ y                                               #2
 

    

     #1 Takes the product between x and y

     
#2 This is equivalent.

     


    
 

   
 

  
 

   

   In mathematical notation, you’d note the operation with a dot (•) (hence the name “dot product”):
 

  
 

   

    

    z = x • y
  

   
 

  
 

   

   Mathematically, what does the matmul operation do? Let’s start with the product of two vectors x and y. It’s computed as follows: 
 

  
 

   

    

    def naive_vector_product(x, y):

    assert len(x.shape) == 1                           #1

    assert len(y.shape) == 1                            #1

    assert x.shape[0] == y.shape[0]

    z = 0.0

    for i in range(x.shape[0]):

        z += x[i] * y[i]

    return z
 

    

     #1 x and y are NumPy vectors.

     


    
 

   
 

  
 

   

   You’ll have noticed that the product between two vectors is a scalar and that only vectors with the same number of elements are compatible for this operation.
 

  
 

   

   You can also take the product between a matrix x and a vector y, which returns a vector where the coefficients are the products between y and the rows of x. You implement it as follows:
 

  
 

   

    

    def naive_matrix_vector_product(x, y):

    assert len(x.shape) == 2                                  #1

    assert len(y.shape) == 1                                  #2

    assert x.shape[1] == y.shape[0]                           #3

    z = np.zeros(x.shape[0])                                  #4

    for i in range(x.shape[0]):

        for j in range(x.shape[1]):

            z[i] += x[i, j] * y[j]

    return z
 

     #1 x is a NumPy matrix.

     
#2 y is a NumPy vector.

     
#3 The 1st dimension of x must equal the 0th dimension of y!

     
#4 This operation returns a vector of 0s with as many rows as x.

     


    
 

   
 

  
 

   

   You could also reuse the code we wrote previously, which highlights the relationship between a matrix-vector product and a vector product:
 

  
 

   

    

    def naive_matrix_vector_product(x, y):

    z = np.zeros(x.shape[0])

    for i in range(x.shape[0]):

        z[i] = naive_vector_product(x[i, :], y)

    return z
  

   
 

  
 

   

   Note that as soon as one of the two tensors has an ndim greater than 1, matmul is no longer symmetric, which is to say that matmul(x, y) isn’t the same as matmul(y, x). 
 

  
 

   

   Of course, a tensor product generalizes to tensors with an arbitrary number of axes. The most common applications may be the product between two matrices. You can take the product of two matrices x and y (matmul(x, y)) if and only if x.shape[1] == y.shape[0]. The result is a matrix with shape (x.shape[0], y.shape[1]), where the coefficients are the vector products between the rows of x and the columns of y. Here’s the naive implementation: 
 

  
 

   

    

    def naive_matrix_product(x, y):

    assert len(x.shape) == 2                                  #1

    assert len(y.shape) == 2                                   #1

    assert x.shape[1] == y.shape[0]                           #2

    z = np.zeros((x.shape[0], y.shape[1]))                   #3

    for i in range(x.shape[0]):                               #4

        for j in range(y.shape[1]):                           #5

            row_x = x[i, :]

            column_y = y[:, j]

            z[i, j] = naive_vector_product(row_x, column_y)

    return z
 

     #1 x and y are NumPy matrices.

     
#2 The 1st dimension of x must equal the 0th dimension of y!

     
#3 This operation returns a matrix of 0s with a specific shape.

     
#4 Iterates over the rows of x …

     
#5 … and over the columns of y.

     


    
 

   
 

  
 

   

   To understand vector product shape compatibility, it helps to visualize the input and output tensors by aligning them as shown in figure 2.5.
 

  
 

   

   x, y, and z are pictured as rectangles (literal boxes of coefficients). Because the rows of x and the columns of y must have the same size, it follows that the width of x must match the height of y. If you go on to develop new machine learning algorithms, you’ll likely be drawing such diagrams often.
 

  
 

   

   More generally, you can take the product between higher-dimensional tensors, following the same rules for shape compatibility as outlined earlier for the 2D case:
 

  
 

   

    

    (a, b, c, d) • (d,) -> (a, b, c)

(a, b, c, d) • (d, e) -> (a, b, c, e)
  

   
 

  
 

   

   And so on.
 

  
 

    

   [image: ch02 matrix dot box diagram] 

   Figure 2.5 Matrix product box diagram


  
 

   

   
2.3.4 Tensor reshaping
 

  
 

   

   A third type of tensor operation that’s essential to understand is tensor reshaping. Although it wasn’t used in the Dense layers in our first neural network example, we used it when we preprocessed the digits data before feeding it into our model:
 

  
 

   

    

    train_images = train_images.reshape((60000, 28 * 28))
  

   
 

  
 

   

   Reshaping a tensor means rearranging its rows and columns to match a target shape. Naturally, the reshaped tensor has the same total number of coefficients as the initial tensor. Reshaping is best understood via simple examples:
 

  
 

   

    

    >>> x = np.array([[0., 1.],

...               [2., 3.],

...               [4., 5.]])

>>> x.shape

(3, 2)

>>> x = x.reshape((6, 1))

>>> x

array([[ 0.],

       [ 1.],

       [ 2.],

       [ 3.],

       [ 4.],

       [ 5.]])

>>> x = x.reshape((2, 3))

>>> x

array([[ 0.,  1.,  2.],

       [ 3.,  4.,  5.]])
  

   
 

  
 

   

   A special case of reshaping that’s commonly encountered is transposition. Transposing a matrix means exchanging its rows and its columns, so that x[i, :] becomes x[:, i]:
 

  
 

   

    

    >>> x = np.zeros((300, 20))        #1

>>> x = np.transpose(x)

>>> x.shape

(20, 300)
 

    

     #1 Creates an all-zeros matrix of shape (300, 20)

     


    
 

   
 

  
 

   

   
2.3.5 Geometric interpretation of tensor operations
 

  
 

   

   Because the contents of the tensors manipulated by tensor operations can be interpreted as coordinates of points in some geometric space, all tensor operations have a geometric interpretation. For instance, let’s consider addition. We’ll start with the following vector:
 

  
 

   

    

    A = [0.5, 1]
  

   
 

  
 

   

   It’s a point in a 2D space (see figure 2.6). It’s common to picture a vector as an arrow linking the origin to the point, as shown in figure 2.7.
 

  
 

   

   Let’s consider a new point, B = [1, 0.25], which we’ll add to the previous one. This is done geometrically by chaining together the vector arrows, with the resulting location being the vector representing the sum of the previous two vectors (see figure 2.8). As you can see, adding a vector B to a vector A represents the action of copying point A in new location, whose distance and direction from the original point A is determined by the vector B. If you apply the same vector addition to a group of points in the plane (an “object”), you would be creating a copy of the entire object in a new location (see figure 2.9). Tensor addition thus represents the action of translating an object (moving the object without distorting it) by a certain amount in a certain direction.
 

  
 

    

   [image: ch02 geometric interpretation 1] 

   
Figure 2.6 A point in a 2D space



  
 

    

   [image: ch02 geometric interpretation 2] 

   
Figure 2.7 A point in a 2D space pictured as an arrow



  
 

    

   [image: ch02 geometric interpretation 3] 

   
Figure 2.8 Geometric interpretation of the sum of two vectors



  
 

   

   In general, elementary geometric operations, such as translation, rotation, scaling, skewing, and so on, can be expressed as tensor operations. Here are a few examples:
 

  
 

   

   	
Translation—As you just saw, adding a vector to a point will move this point by a fixed amount in a fixed direction. Applied to a set of points (such as a 2D object), this is called a “translation” (see figure 2.9).
 

  
 

    

   [image: translation] 

   
Figure 2.9 2D translation as a vector addition 


  
 

   

   	
Rotation—A counterclockwise rotation of a 2D vector by an angle theta (see figure 2.10) can be achieved via a product with a 2 × 2 matrix R = [[cos(theta), -sin(theta)], [sin(theta), cos(theta)]]. 
 

  
 

    

   [image: rotation] 

   Figure 2.10 2D rotation (counterclockwise) as a matrix product


  
 

   

   	
Scaling—A vertical and horizontal scaling of the image (see figure 2.11) can be achieved via a product with a 2 × 2 matrix S = (note that such a matrix is called a “diagonal matrix” because it only has non-zero coefficients in its “diagonal,” going from the top left to the bottom right).
 

  
 

    

   [image: scaling] 

   Figure 2.11 2D scaling as a matrix product


  
 

   

   	
Linear transform—A product with an arbitrary matrix implements a linear transform. Note that scaling and rotation, seen previously, are, by definition, linear transforms.
 

   	
Affine transform—An affine transform (see figure 2.12) is the combination of a linear transform (achieved via a matrix product) and a translation (achieved via a vector addition). As you have probably recognized, that’s exactly the y = W @ x + b computation implemented by the Dense layer! A Dense layer without an activation function is an affine layer.
 

  
 

    

   [image: affine transform] 

   Figure 2.12 Affine transform in the plane


  
 

   

   	
Dense layer with relu activation—An important observation about affine transforms is that if you apply many of them repeatedly, you still end up with an affine transform (so you could just have applied that one affine transform in the first place). Let’s try it with two: affine2(affine1(x)) = W2 @ (W1 @ x + b1) + b2 = (W2 @ W1) @ x + (W2 @ b1 + b2). That’s an affine transform where the linear part is the matrix W2 @ W1 and the translation part is the vector W2 @ b1 + b2. As a consequence, a multilayer neural network made entirely of Dense layers without activations would be equivalent to a single Dense layer. This “deep” neural network would just be a linear model in disguise! This is why we need activation functions, like relu (seen in action in figure 2.13). Thanks to activation functions, a chain of Dense layers can be made to implement very complex, nonlinear geometric transformation, resulting in very rich hypothesis spaces for your deep neural networks. We cover this idea in more detail in the next chapter. 
 

  
 

    

   [image: dense transform] 

   Figure 2.13 Affine transform followed by relu activation


  
 

   

   
2.3.6 A geometric interpretation of deep learning
 

  
 

   

   You just learned that neural networks consist entirely of chains of tensor operations and that all of these tensor operations are just simple geometric transformations of the input data. It follows that you can interpret a neural network as a very complex geometric transformation in a high-dimensional space, implemented via a series of simple steps.
 

  
 

   

   In 3D, the following mental image may prove useful. Imagine two sheets of colored paper: one red and one blue. Put one on top of the other. Now crumple them together into a small ball. That crumpled paper ball is your input data, and each sheet of paper is a class of data in a classification problem. What a neural network is meant to do is figure out a transformation of the paper ball that would uncrumple it to make the two classes cleanly separable again (see figure 2.14). With deep learning, this would be implemented as a series of simple transformations of the 3D space, such as those you could apply on the paper ball with your fingers, one movement at a time.
 

  
 

    

   [image: ch02 geometric interpretation 4] 

   Figure 2.14 Uncrumpling a complicated manifold of data


  
 

   

   Uncrumpling paper balls is what machine learning is about: finding neat representations for complex, highly folded data manifolds in high-dimensional spaces (a manifold is a continuous surface, like our crumpled sheet of paper). At this point, you should have a pretty good intuition as to why deep learning excels at this: it takes the approach of incrementally decomposing a complicated geometric transformation into a long chain of elementary ones, which is pretty much the strategy a human would follow to uncrumple a paper ball. Each layer in a deep network applies a transformation that disentangles the data a little—and a deep stack of layers makes tractable an extremely complicated disentanglement process.
 

  
 

   

   
2.4 The engine of neural networks: Gradient-based optimization
 

  
 

   

   As you saw in the previous section, each neural layer from our first model example transforms its input data as follows:
 

  
 

   

    

    output = relu(matmul(input, W) + b)
  

   
 

  
 

   

   In this expression, W and b are tensors that are attributes of the layer. They’re called the weights or trainable parameters of the layer (the kernel and bias attributes, respectively). These weights contain the information learned by the model from exposure to training data. 
 

  
 

   

   Initially, these weight matrices are filled with small random values (a step called random initialization). Of course, there’s no reason to expect that relu(matmul(input, W) + b), when W and b are random, will yield any useful representations. The resulting representations are meaningless—but they’re a starting point. What comes next is to gradually adjust these weights, based on a feedback signal. This gradual adjustment, also called training, is basically the learning that machine learning is all about.
 

  
 

   

   This happens within what’s called a training loop, which works as follows. Repeat these steps in a loop, until the loss seems sufficiently low:
 

  
 

   

   	Draw a batch of training samples x and corresponding targets y_true.
 

   	Run the model on x (a step called the forward pass) to obtain predictions y_pred.
 

   	Compute the loss of the model on the batch, a measure of the mismatch between y_pred and y_true.
 

   	Update all weights of the model in a way that slightly reduces the loss on this batch.
 

  
 

   

   You’ll eventually end up with a model that has a very low loss on its training data: a low mismatch between predictions y_pred and expected targets y_true. The model has “learned” to map its inputs to correct targets. From afar, it may look like magic, but when you reduce it to elementary steps, it turns out to be simple.
 

  
 

   

   Step 1 sounds easy enough—it’s just I/O code. Steps 2 and 3 are merely the application of a handful of tensor operations, so you could implement these steps purely from what you learned in the previous section. The difficult part is step 4: updating the model’s weights. Given an individual weight coefficient in the model, how can you compute whether the coefficient should be increased or decreased, and by how much?
 

  
 

   

   One naive solution would be to freeze all weights in the model except the one scalar coefficient being considered and try different values for this coefficient. Let’s say the initial value of the coefficient is 0.3. After the forward pass on a batch of data, the loss of the model on the batch is 0.5. If you change the coefficient’s value to 0.35 and rerun the forward pass, the loss increases to 0.6. But if you lower the coefficient to 0.25, the loss falls to 0.4. In this case, it seems that updating the coefficient by –0.05 would contribute to minimizing the loss. This would have to be repeated for all coefficients in the model.
 

  
 

   

   But such an approach would be horribly inefficient because you’d need to compute two forward passes (which are expensive) for every individual coefficient (of which there are many, usually at least a few thousands and potentially up to billions). Thankfully, there’s a much better approach: gradient descent.
 

  
 

   

   Gradient descent is the optimization technique that powers modern neural networks. Here’s the gist of it. All of the functions used in our models (such as matmul or +) transform their input in a smooth and continuous way: if you look at z = x + y, for instance, a small change in y only results in a small change in z, and if you know the direction of the change in y, you can infer the direction of the change in z. Mathematically, you’d say these functions are differentiable. If you chain together such functions, the bigger function you obtain is still differentiable. In particular, this applies to the function that maps the model’s coefficients to the loss of the model on a batch of data: a small change of the model’s coefficients results in a small, predictable change of the loss value. This enables you to use a mathematical operator called the gradient to describe how the loss varies as you move the model’s coefficients in different directions. If you compute this gradient, you can use it to move the coefficients (all at once in a single update, rather than one at a time) in a direction that decreases the loss. 
 

  
 

   

   If you already know what differentiable means and what a gradient is, you can skip the next two sections. Otherwise, the following will help you understand these concepts.
 

  
 

   

   
2.4.1 What’s a derivative?
 

  
 

   

   Consider a continuous, smooth function f(x) = y, mapping a number x to a new number y. We can use the function in figure 2.15 as an example. 
 

  
 

   

   Because the function is continuous, a small change in x can only result in a small change in y—that’s the intuition behind continuity. Let’s say you increase x by a small factor epsilon_x: this results in a small epsilon_y change to y, as shown in figure 2.16. 
 

  
 

    

   [image: function] 

   
Figure 2.15 A continuous, smooth function 


  
 

    

   [image: continuity] 

   
Figure 2.16 With a continuous function, a small change in x results in a small change in y.



  
 

   

   In addition, because the function is smooth (its curve doesn’t have any abrupt angles), when epsilon_x is small enough, around a certain point p, it’s possible to approximate f as a linear function of slope a, so that epsilon_y becomes a * epsilon_x: 
 

  
 

   

    

    f(x + epsilon_x) = y + a * epsilon_x
  

   
 

  
 

   

   Obviously, this linear approximation is valid only when x is close enough to p.
 

  
 

   

   The slope a is called the derivative of f in p. If a is negative, it means a small increase in x around p will result in a decrease of f(x), as shown in figure 2.17, and if a is positive, a small increase in x will result in an increase of f(x). Further, the absolute value of a (the magnitude of the derivative) tells you how quickly this increase or decrease will happen. 
 

  
 

    

   [image: derivation] 

   
Figure 2.17 Derivative of f in p



  
 

   

   For every differentiable function f(x) (differentiable means “can be derived”: for example, smooth, continuous functions can be derived), there exists a derivative function f'(x) that maps values of x to the slope of the local linear approximation of f in those points. For instance, the derivative of cos(x) is -sin(x), the derivative of f(x) = a * x is f'(x) = a, and so on. 
 

  
 

   

   Being able to derive functions is a very powerful tool when it comes to optimization, the task of finding values of x that minimize the value of f(x). If you’re trying to update x by a factor epsilon_x to minimize f(x) and you know the derivative of f, then your job is done: the derivative completely describes how f(x) evolves as you change x. If you want to reduce the value of f(x), you just need to move x a little in the opposite direction from the derivative. 
 

  
 

   

   
2.4.2 Derivative of a tensor operation: The gradient
 

  
 

   

   The function we were just looking at turned a scalar value x into another scalar value y: you could plot it as a curve in a 2D plane. Now, imagine a function that turns a tuple of scalars (x, y) into a scalar value z: that would be a vector operation. You could plot it as a 2D surface in a 3D space (indexed by coordinates x, y, z). Likewise, you can imagine functions that take as input matrices, functions that take as input rank-3 tensors, etc. 
 

  
 

   

   The concept of derivation can be applied to any such function, as long as the surfaces they describe are continuous and smooth. The derivative of a tensor operation (or tensor function) is called a gradient. Gradients are just the generalization of the concept of derivatives to functions that take tensors as inputs. Remember how, for a scalar function, the derivative represents the local slope of the curve of the function? In just the same way, the gradient of a tensor function represents the curvature of the multidimensional surface described by the function. It characterizes how the output of the function varies when its input parameters vary.
 

  
 

   

   Let’s look at an example grounded in machine learning. Consider
 

  
 

   

   	An input vector x (a sample in a dataset)
 

   	A matrix W (the weights of a model)
 

   	A target y_true (what the model should learn to associated to x)
 

   	A loss function loss (meant to measure the gap between the model’s current predictions and y_true).
 

  
 

   

   You can use W to compute a target candidate y_pred and then compute the loss, or mismatch, between the target candidate y_pred and the target y_true:
 

  
 

   

    

    y_pred = matmul(x, W)                                               #1

loss_value = loss(y_pred, y_true)                                   #2
 

     #1 We use the model weights W to make a prediction for x.

     
#2 We estimate how far off the prediction was.

     


    
 

   
 

  
 

   

   Now, we’d like to use gradients to figure out how to update W to make loss_value smaller. How do we do that?
 

  
 

   

   Given fixed inputs x and y_true, the previous operations can be interpreted as a function mapping values of W (the model’s weights) to loss values:
 

  
 

   

    

    loss_value = f(W)                                                     #1
 

     #1 f describes the curve (or high-dimensional surface) formed by loss values when W varies.

     


    
 

   
 

  
 

   

   Let’s say the current value of W is W0. Then the derivative of f in the point W0 is a tensor grad(loss_value, W0), with the same shape as W, where each coefficient grad(loss_value, W0)[i, j] indicates the direction and magnitude of the change in loss_value you observe when modifying W0[i, j]. That tensor grad(loss_value, W0) is the gradient of the function f(W) = loss_value in W0, also called “gradient of loss_value with respect to W around W0.” 
 

  
 

   

   NOTE The tensor operation grad(f(W), W) (which takes as input a matrix W) can be expressed as a combination of scalar functions grad_ij(f(W), w_ij), each of which would return the derivative of loss_value = f(W) with respect to the coefficient W[i, j] of W, assuming all other coefficients are constant. grad_ij is called the partial derivative of f with respect to W[i, j]. 
 

  
 

   

   Concretely, what does grad(loss_value, W0) represent? You saw earlier that the derivative of a function f(x) of a single coefficient can be interpreted as the slope of the curve of f. Likewise, grad(loss_value, W0) can be interpreted as the tensor describing the curvature of loss_value = f(W) around W0. Each partial derivative describes the curvature of f in a specific direction. 
 

  
 

   

   We just saw how for a function f(x), you can reduce the value of f(x) by moving x a little in the opposite direction from the derivative. In much the same way, with a function f(W) of a tensor, you can reduce loss_value = f(W) by moving W in the opposite direction from the gradient, such as an update of W1 = W0 - step * grad(f(W0), W0) where step is a small scaling factor. That means going against the curvature, which intuitively should put you lower on the curve. Note that the scaling factor step is needed because grad(loss_value, W0) only approximates the curvature when you’re close to W0, so you don’t want to get too far from W0. 
 

  
 

   

   
2.4.3 Stochastic gradient descent
 

  
 

   

   Given a differentiable function, it’s theoretically possible to find its minimum analytically: it’s known that a function’s minimum is a point where the derivative is 0, so all you have to do is find all the points where the derivative goes to 0 and check for which of these points the function has the lowest value.
 

  
 

   

   Applied to a neural network, that means finding analytically the combination of weight values that yields the smallest possible loss function. This can be done by solving the equation grad(f(W), W) = 0 for W. This is a polynomial equation of N variables, where N is the number of coefficients in the model. Although it would be possible to solve such an equation for N = 2 or N = 3, doing so is intractable for real neural networks, where the number of parameters is never less than a few thousand and can sometimes be in the billions. 
 

  
 

   

   Instead, you can use the four-step algorithm outlined at the beginning of this section: modify the parameters little by little based on the current loss value on a random batch of data. Because you’re dealing with a differentiable function, you can compute its gradient, which gives you an efficient way to implement step 4. If you update the weights in the opposite direction from the gradient, the loss will be a little less every time: 
 

  
 

   

   	Draw a batch of training samples x and corresponding targets y_true.
 

   	Run the model on x to obtain predictions y_pred (this is called the forward pass). 
 

   	Compute the loss of the model on the batch, a measure of the mismatch between y_pred and y_true.
 

   	Compute the gradient of the loss with regard to the model’s parameters (this is called the backward pass).
 

   	Move the parameters a little in the opposite direction from the gradient—for example, W -= learning_rate * gradient—thus re­ducing the loss on the batch a bit. The learning rate (learning_rate here) would be a scalar factor modulating the “speed” of the gradient descent process.
 

  
 

   

   Easy enough! What we just described is called mini-batch stochastic gradient descent (mini-batch SGD). The term stochastic refers to the fact that each batch of data is drawn at random (stochastic is a scientific synonym of random). Figure 2.18 illustrates what happens in 1D, when the model has only one parameter and you have only one training sample.
 

  
 

    

   [image: ch02 sgd explained 1] 

   
Figure 2.18 SGD down a 1D loss curve (one learnable parameter)



  
 

   

   We can see intuitively that it’s important to pick a reasonable value for the learning_rate factor. If it’s too small, the descent down the curve will take many iterations, and it could get stuck in a local minimum. If learning_rate is too large, your updates may end up taking you to completely random locations on the curve.
 

  
 

   

   Note that a variant of the mini-batch SGD algorithm would be to draw a single sample and target at each iteration, rather than drawing a batch of data. This would be true SGD (as opposed to mini-batch SGD). Alternatively, going to the opposite extreme, you could run every step on all data available, which is called batch gradient descent. Each update would then be more accurate, but far more expensive. The efficient compromise between these two extremes is to use mini-batches of reasonable size. 
 

  
 

   

   Although figure 2.18 illustrates gradient descent in a 1D parameter space, in practice, you’ll use gradient descent in highly dimensional spaces: every weight coefficient in a neural network is a free dimension in the space, and there may be tens of thousands or even millions of them. To help you build intuition about loss surfaces, you can also visualize gradient descent along a 2D loss surface, as shown in figure 2.19. But you can’t possibly visualize what the actual process of training a neural network looks like—you can’t represent a 1,000,000-dimensional space in a way that makes sense to humans. As such, it’s good to keep in mind that the intuitions you develop through these low-dimensional representations may not always be accurate in practice. This has historically been a source of issues in the world of deep learning research.
 

  
 

    

   [image: ch02 gradient descent 3d] 

   Figure 2.19 Gradient descent down a 2D loss surface (two learnable parameters)


  
 

   

   Additionally, there exist multiple variants of SGD that differ by taking into account previous weight updates when computing the next weight update, rather than just looking at the current value of the gradients. There is, for instance, SGD with momentum, as well as Adagrad, RMSprop, and several others. Such variants are known as optimization methods or optimizers. In particular, the concept of momentum, which is used in many of these variants, deserves your attention. Momentum addresses two issues with SGD: convergence speed and local minima. Consider figure 2.20, which shows the curve of a loss as a function of a model parameter. 
 

  
 

    

   [image: ch02 global minimum] 

   
Figure 2.20 A local minimum and a global minimum



  
 

   

   As you can see, around a certain parameter value, there is a local minimum: around that point, moving left would result in the loss increasing, but so would moving right. If the parameter under consideration were being optimized via SGD with a small learning rate, then the optimization process would get stuck at the local minimum instead of making its way to the global minimum.
 

  
 

   

   You can avoid such issues by using momentum, which draws inspiration from physics. A useful mental image here is to think of the optimization process as a small ball rolling down the loss curve. If it has enough momentum, the ball won’t get stuck in a ravine and will end up at the global minimum. Momentum is implemented by moving the ball at each step based not only on the current slope value (current acceleration) but also on the current velocity (resulting from past acceleration). In practice, this means updating the parameter w based not only on the current gradient value but also on the previous parameter update, such as in this naive implementation:
 

  
 

   

    

    past_velocity = 0.0

momentum = 0.1                                                       #1

while loss > 0.01:                                                   #2

    w, loss, gradient = get_current_parameters()

    velocity = past_velocity * momentum - learning_rate * gradient

    w = w + momentum * velocity - learning_rate * gradient

    past_velocity = velocity

    update_parameter(w)
 

    

     #1 Constant momentum factor

     
#2 Optimization loop

     


    
 

   
 

  
 

   

   
2.4.4 Chaining derivatives: The Backpropagation algorithm
 

  
 

   

   In the previously discussed algorithm, we casually assumed that because a function is differentiable, we can easily compute its gradient. But is that true? How can we compute the gradient of complex expressions in practice? In our two-layer network example, how can we get the gradient of the loss with regard to the weights? That’s where the Backpropagation algorithm comes in.
 

  
 

   

   The chain rule
 

  
 

   

   Backpropagation is a way to use the derivative of simple operations (such as addition, relu, or tensor product) to easily compute the gradient of arbitrarily complex combinations of these atomic operations. Crucially, a neural network consists of many tensor operations chained together, each of which has a simple, known derivative. For instance, the model from our first example can be expressed as a function parameterized by the variables W1, b1, W2, and b2 (belonging to the first and second Dense layers, respectively), involving the atomic operations matmul, relu, softmax, and +, as well as our loss function, loss, which are all easily differentiable: 
 

  
 

   

    

    loss_value = loss(

    y_true,

    softmax(matmul(relu(matmul(inputs, W1) + b1), W2) + b2),

)
  

   
 

  
 

   

   Calculus tells us that such a chain of functions can be derived using the following identity, called the chain rule. Consider two functions f and g, as well as the composed function fg such that y = fg(x) == f(g(x)): 
 

  
 

   

    

    def fg(x):

    x1 = g(x)

    y = f(x1)

    return y
  

   
 

  
 

   

   Then the chain rule states that grad(y, x) == grad(y, x1) * grad(x1, x). This enables you to compute the derivative of fg as long as you know the derivatives of f and g. The chain rule is named like this because when you add more intermediate functions, it starts looking like a chain: 
 

  
 

   

    

    def fghj(x):

    x1 = j(x)

    x2 = h(x1)

    x3 = g(x2)

    y = f(x3)

    return y



grad(y, x) == grad(y, x3) * grad(x3, x2) * grad(x2, x1) * grad(x1, x)
  

   
 

  
 

   

   Applying the chain rule to the computation of the gradient values of a neural network gives rise to an algorithm called backpropagation. Let’s see how that works, concretely.
 

  
 

   

   Automatic differentiation with computation graphs
 

  
 

   

   A useful way to think about backpropagation is in terms of computation graphs. A computation graph is the data structure at the heart of the deep learning revolution. It’s a directed acyclic graph of operations—in our case, tensor operations. For instance, figure 2.21 is the graph representation of our first model.
 

  
 

   

   Computation graphs have been an extremely successful abstraction in computer science because they enable us to treat computation as data: a computable expression is encoded as a machine-readable data structure that can be used as the input or output of another program. For instance, you could imagine a program that receives a computation graph and returns a new computation graph that implements a large-scale distributed version of the same computation—this would mean that you could distribute any computation without having to write the distribution logic yourself. Or imagine … a program that receives a computation graph and can automatically generate the derivative of the expression it represents. It’s much easier to do these things if your computation is expressed as an explicit graph data structure rather than, say, lines of ASCII characters in a .py file. 
 

  
 

   

   To explain backpropagation clearly, let’s look at a really basic example of a computation graph. We’ll consider a simplified version of the graph in figure 2.21, where we only have one linear layer and where all variables are scalar, shown in figure 2.22. We’ll take two scalar variables w, b, a scalar input x, and apply some operations to them to combine into an output y. Finally, we’ll apply an absolute value error loss function: loss_val = abs(y_true - y). Since we want to update w and b in a way that would minimize loss_val, we are interested in computing grad(loss_val, b) and grad(loss_val, w). 
 

  
 

    

   [image: a first computation graph] 

   
Figure 2.21 The computation graph representation of our two-layer model



  
 

    

   [image: basic computation graph] 

   
Figure 2.22 A basic example of a computation graph



  
 

   

   Let’s set concrete values for the “input nodes” in the graph—that is, the input x, the target y_true, w and b (figure 2.23). We propagate these values to all nodes in the graph, from top to bottom, until we reach loss_val. This is the forward pass. 
 

  
 

    

   [image: basic computation graph with values] 

   
Figure 2.23 Running a forward pass



  
 

   

   Now let’s “reverse” the graph: for each edge in the graph going from A to B, we will create an opposite edge from B to A, and ask, “How much does B vary when A varies?” That is, what is grad(B, A)? We’ll annotate each inverted edge with this value (figure 2.24). This backward graph represents the backward pass. 
 

  
 

    

   [image: basic computation graph backward] 

   
Figure 2.24 Running a backward pass



  
 

   

   We have
 

  
 

   

   	
grad(loss_val, x2) = 1 because as x2 varies by an amount epsilon, loss_val = abs(4 - x2) varies by the same amount. 
 

   	
grad(x2, x1) = 1 because as x1 varies by an amount epsilon, x2 = x1 + b = x1 + 1 varies by the same amount.
 

   	
grad(x2, b) = 1 because as b varies by an amount epsilon, x2 = x1 + b = 6 + b varies by the same amount. 
 

   	
grad(x1, w) = 2 because as w varies by an amount epsilon, x1 = x * w = 2 * w varies by 2 * epsilon.
 

  
 

   

   What the chain rule says about this backward graph is that you can obtain the derivative of a node with respect to another node by multiplying the derivatives for each edge along the path linking the two nodes. For instance, grad(loss_val, w) = grad(loss_val, x2) * grad(x2, x1) * grad(x1, w) (see figure 2.25). 
 

  
 

   

   By applying the chain rule to our graph, we obtain what we were looking for:
 

  
 

   

   	grad(loss_val, w) = 1 * 1 * 2 = 2
 

   	grad(loss_val, b) = 1 * 1 = 1
 

  
 

    

   [image: path in backward graph] 

   
Figure 2.25 Path from loss_val to w in the backward graph



  
 

   

   NOTE If there are multiple paths linking the two nodes of interest a, b in the backward graph, we would obtain grad(b, a) by summing the contributions of all the paths. 
 

  
 

   

   And with that, you just saw backpropagation in action! Backpropagation is simply the application of the chain rule to a computation graph. There’s nothing more to it. Backpropagation starts with the final loss value and works backward from the top layers to the bottom layers, computing the contribution that each parameter had in the loss value. That’s where the name “backpropagation” comes from: we “back propagate” the loss contributions of different nodes in a computation graph.
 

  
 

   

   Nowadays, people implement neural networks in modern frameworks that are capable of automatic differentiation, such as JAX, TensorFlow, and PyTorch. Automatic differentiation is implemented with the kind of computation graph previously presented. Automatic differentiation makes it possible to retrieve the gradients of arbitrary compositions of differentiable tensor operations without doing any extra work besides writing down the forward pass. When I wrote my first neural networks in C in the 2000s, I had to write my gradients by hand. Now, thanks to modern automatic differentiation tools, you’ll never have to implement backpropagation yourself. Consider yourself lucky!
 

  
 

   

   
2.5 Looking back at our first example
 

  
 

   

   You’re nearing the end of this chapter, and you should now have a general understanding of what’s going on behind the scenes in a neural network. What was a magical black box at the start of the chapter has turned into a clearer picture, as illustrated in figure 2.26: the model, composed of layers that are chained together, maps the input data to predictions. The loss function then compares these predictions to the targets, producing a loss value: a measure of how well the model’s predictions match what was expected. The optimizer uses this loss value to update the model’s weights.
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