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INTRODUCTION

Nora Joyce, to her husband James: “Why don’t you write books people can read?”





I hope this book will be useful to everyone who seeks ideas about how human minds might work, or who wants suggestions about better ways to think, or who aims toward building smarter machines. It should be useful to readers who want to learn about the field of Artificial Intelligence. It should also be of interest to psychologists, neurologists, computer scientists, and philosophers because it develops many new ideas about the subjects those specialists struggle with.

We all admire great accomplishments in the sciences, arts, and humanities—but we rarely acknowledge how much we achieve in the course of our everyday lives. We recognize the things we see, we understand the words we hear, and we remember things that we’ve experienced so that, later, we can apply what we’ve learned to other kinds of problems and opportunities.

We also do a remarkable thing that no other creatures seem able to do: whenever our usual ways to think fail, we can start to think about our thoughts themselves—and if this “reflective thinking” shows where we went wrong, that can help us to invent new and more powerful ways to think. However, we still know very little about how our brains manage to do such things. How does imagination work? What are the causes of consciousness? What are emotions, feelings, and thoughts? How do we manage to think at all?

Contrast this with the progress we’ve seen toward answering questions about physical things. What are solids, liquids, and gases? What are colors, sounds, and temperatures? What are forces, stresses, and strains? What is the nature of energy? Today, almost all such mysteries have been explained in terms of very small numbers of simple laws—for example, the equations discovered by such physicists as Newton, Maxwell, Einstein, and Schrödinger.

So naturally, psychologists tried to imitate physicists—by searching for compact sets of laws to explain what happens inside our brains. However, no such simple set of laws exists, because every brain has hundreds of parts, each of which evolved to do certain particular kinds of jobs; some of them recognize situations, others tell muscles to execute actions, others formulate goals and plans, and yet others accumulate and use enormous bodies of knowledge. And though we don’t yet know enough about how each of those brain-centers works, we do know their construction is based on information that is contained in tens of thousands of inherited genes, so that each part of the brain works in a way that depends on a somewhat different set of laws.

Once we recognize that our brains contain such complicated machinery, this suggests that we need to do the opposite of what those physicists did: instead of searching for simple explanations, we need to find more complicated ways to explain our most familiar mental events. The meanings of words like “feelings,” “emotions,” or “consciousness” seem so natural, clear, and direct to us that we cannot see how to start thinking about them. However, this book will argue that none of those popular psychology words refers to any single, definite process; instead each of those words attempts to describe the effects of large networks of processes inside our brains. For example, Chapter 4 will demonstrate that “consciousness” refers to more than twenty different such processes!

It might appear to make everything worse, to change some things that looked simple at first into problems that now seem more difficult. However, on a larger scale, this increase in complexity will actually make our job easier. For, once we split each old mystery into parts, we will have replaced each old, big problem with several new and smaller ones—each of which may still be hard but no longer will seem unsolvable. Furthermore, Chapter 9 will argue that regarding ourselves as complex machines need not diminish our feelings of self-respect, and should enhance our sense of responsibility.

To start dividing those old big questions into smaller ones, this book will begin by portraying a typical brain as containing a great many parts that we’ll call “resources.”
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We’ll use this image whenever we want to explain some mental activity (such as Anger, Love, or Embarrassment) by trying to show how that state of mind might result from the activities of a certain collection of mental resources. For example, the state called “Anger” appears to arouse resources that make us react with unusual speed and strength—while suppressing resources that we otherwise use to plan and act more prudently; thus, Anger replaces your cautiousness with aggressiveness and trades your sympathy for hostility. Similarly, the condition called “Fear” would engage resources in ways that cause you to retreat.

Citizen: I sometimes find myself in a state where everything seems cheerful and bright. Other times (although nothing has changed) all my surroundings seem dreary and dark, and my friends describe me as “down” or “depressed.” Why do I have such states of mind—or moods, or feelings, or dispositions—and what causes all of their strange effects?


Some popular answers to this are, “Those changes are caused by chemicals in the brain,” or “They result from an excess of stress,” or “They come from thinking depressing thoughts.” However, such statements say almost nothing about how those processes actually work—whereas the idea of selecting a set of resources can suggest more specific ways in which our thinking can change. For example, Chapter 1 will begin by thinking about this very familiar phenomenon:

When a person you know has fallen in love, it’s almost as though someone new has emerged—a person who thinks in other ways, with altered goals and priorities. It’s almost as though a switch has been thrown and a different program has started to run.


What could happen inside a brain to make such large changes in how it thinks? Here is the approach this book will take:

Each of our major “emotional states” results from turning certain resources on while turning certain others off—and thus changing some ways that our brains behave.


But what activates such sets of resources? Our later chapters will argue that our brains must also be equipped with resources that we shall call “Critics”—each of which is specialized to recognize some certain condition—and then to activate a specific collection of other resources. Some of our Critics are built in from birth, to provide us with certain “instinctive” reactions—such as Anger, Hunger, Fear, and Thirst—which evolved to help our ancestors survive. Thus, Anger and Fear evolved for defense and protection, while Hunger and Thirst evolved for nutrition.
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However, as we learn and grow, we also develop ways to activate other, new sets of resources to use—and this leads to types of mental states that we regard as more “intellectual” than “emotional.” For example, whenever a problem seems hard to you, then your mind will start to switch among different Ways to Think—by selecting different sets of resources that can help you to divide the problem into smaller parts, or find suggestive analogies, or retrieve solutions from memories—or even ask some other person for help.

The rest of this book will argue that this could be what provides our species with our uniquely human resourcefulness.

Each of our major Ways to Think results from turning certain resources on while turning certain others off—and thus changing some ways that our brains behave.


For example, our first few chapters will try to show how this could explain such states of mind as Love, Attachment, Grief, and Depression in terms of how they exploit our resources. Then the later chapters will do the same for more “intellectual” sorts of thought.

Citizen: It seems strange that you’ve given the same description both for emotions and for regular thinking. But thinking is basically rational—dry, detached, and logical—whereas emotions enliven our ways to think by adding irrational feelings and biases.


There is a traditional view in which emotions add extra features to plain, simple thoughts, much as artists use colors to augment the effects of black-and-white drawings. However, this book will argue, instead, that many of our emotional states result when certain particular Ways to Think start to suppress our use of certain resources! For example, Chapter 1 will portray “infatuation” as a condition in which we suppress some resources that we might otherwise use to recognize faults in somebody else. Besides, I think it’s a myth that there’s any such thing as purely logical, rational thinking—because our minds are always affected by our assumptions, values, and purposes.

Citizen: I still think your view of emotions ignores too much. For example, emotional states like fear and disgust involve the body as well as the brain, as when we feel discomfort in the chest or gut, or palpitations of the heart, or when we feel faint or tremble or sweat.


I agree that this view may seem too extreme—but sometimes, to explore new ideas, we need to set our old ones aside, at least temporarily. For example, in the most popular view, emotions are deeply involved with our bodies’ conditions. However, Chapter 7 will take the opposite view, by regarding our body parts as resources that our brains can use to change (or maintain) their mental states! For example, you sometimes can make yourself persist at a plan by maintaining a certain facial expression.

So, although this book is called The Emotion Machine, it will argue that emotional states are not especially different from the processes that we call “thinking”; instead, emotions are certain ways to think that we use to increase our resourcefulness—that is, when our passions don’t grow till they handicap us—and this variety of Ways to Think must be a substantial part of what we call “intelligence”—although this book will call it “resourcefulness.” And this applies not only to emotional states but to all of our mental activities:

If you “understand”’ something in only one way, then you scarcely understand it at all—because when you get stuck, you’ll have nowhere to go. But if you represent something in several ways, then when you get frustrated enough, you can switch among different points of view, until you find one that works for you!


Accordingly, when we design machines to mimic our minds—that is, to create Artificial Intelligences—we’ll need to make sure that those machines, too, are equipped with sufficient diversity:

If a program works in only one way, then it gets stuck when that method fails. But a program that has several ways to proceed could then switch to some other approach, or search for a suitable substitute.


This idea is a central theme of this book—and it is firmly opposed to the popular view that each person has a central core—some sort of invisible spirit or self—from which all their mental abilities originate. For that seems a demeaning idea—that all our virtues are secondhand—or that we deserve no credit for our accomplishments, because they come to us as gifts from some other source. Instead, I see our dignity as stemming from what we each have made of ourselves: a colossal collection of different ways to deal with different situations and predicaments. It is that diversity that distinguishes us from most of the other animals—and from all the machines that we’ve built in the past—and every chapter of this book will discuss some of the sources of our uniquely human resourcefulness.


Chapter 1. We are born with many mental resources.

Chapter 2. We learn more from interacting with others.

Chapter 3. Emotions are different Ways to Think.

Chapter 4. We learn to think about our recent thoughts.

Chapter 5. We learn to think on multiple levels.

Chapter 6. We accumulate huge stores of commonsense knowledge.

Chapter 7. We switch among different Ways to Think.

Chapter 8. We find multiple ways to represent things.

Chapter 9. We build multiple models of ourselves.



For centuries, psychologists searched for ways to explain our everyday mental processes—yet many thinkers still today regard the nature of mind as a mystery. Indeed, it still is widely believed that minds are made of ingredients that can only exist in living things, that no machine could feel or think, worry about what might happen to it, or even be conscious that it exists—or could ever develop the kinds of ideas that could lead to great paintings or symphonies.

This book will pursue all those goals at once: to suggest how human brains might work and to design machines that can feel and think. Then we can try to apply those ideas both to understand ourselves and to develop Artificial Intelligence.

How This Book Handles Quotations and References

Each statement in quotation marks is by an actual person; if it also has a date, the source will be in the bibliography.

Marcel Proust 1927: “Each reader reads only what is already inside himself. A book is only a sort of optical instrument which the writer offers to let the reader discover in himself what he would not have found without the aid of the book.”


A statement without quotation marks is a fictional comment a reader might make.

Citizen: If our everyday thinking is so complex, then why does it seem so straightforward to us?


Most references are conventional bibliographical citations, such as

Schank, 1975: Roger C. Schank, Conceptual Information Processing. New York: American Elsevier, 1975.


Some references are to pages on the World Wide Web.

Lenat 1998: Douglas B. Lenat. The Dimensions of Context Space. Available at http://www.cyc.com/doc/context-space.pdf.


Some other references are to “newsgroups” on the Web, such as

McDermott 1992: Drew McDermott, In comp.ai.philosophy. February 7, 1992.


To access such newsgroup documents (along with the context in which they were written) one can make a Google search for comp.ai.philosophy McDermott 1992. So I will try to maintain copies of these on my Web site at www.emotionmachine.net. Readers are also invited to use that site for sending questions and comments to me.

Note: This book uses the term “resource” where my earlier book, The Society of Mind, used “agent.” I made this change because too many readers assumed that an “agent” is a personlike thing (like a travel agent) that could operate independently, or cooperate with others in much the same ways that people do. On the contrary, most resources are specialized to certain kinds of jobs for certain other resources, and cannot directly communicate with most of the person’s other resources. For more details about how these two books relate, see the article by Push Singh 2003, who helped to develop many of the ideas in this book.








1

FALLING IN LOVE




1-1 Infatuation


“In faith, I do not love thee with mine eyes,

For they in thee a thousand errors note;

But ’tis my heart that loves what they despise.”

—Shakespeare



Many people find it absurd to think of a person as like a machine—so we often hear such statements as this:

Citizen: Of course machines can do useful things. We can make them add up huge columns of numbers or assemble cars in factories. But nothing made of mechanical stuff could ever have genuine feelings like love.


No one finds it surprising these days when we make machines that do logical things, because logic is based on clear, simple rules of the sorts that computers can easily use. But Love, by its nature, some people would say, cannot be explained in mechanical ways—nor could we ever make machines that possess any such human capacities as feelings, emotions, and consciousness.

What is Love, and how does it work? Is this something that we want to understand, or is it one of those subjects that we don’t really want to know more about? Hear our friend Charles attempt to describe his latest infatuation.

“I’ve just fallen in love with a wonderful person. I scarcely can think about anything else. My sweetheart is unbelievably perfect—of indescribable beauty, flawless character, and incredible intelligence. There is nothing I would not do for her.”


On the surface such statements seem positive; they’re all composed of superlatives. But note that there’s something strange about this: most of those phrases of positive praise use syllables like “un,” “less,” and “in”—which show that they really are negative statements describing the person who’s saying them!


Wonderful. Indescribable.

(I can’t figure out what attracts me to her.)

I scarcely can think of anything else.

(Most of my mind has stopped working.)

Unbelievably perfect. Incredible.

(No sensible person believes such things.)

She has a flawless character.

(I’ve abandoned my critical faculties.)

There is nothing I would not do for her.

(I’ve forsaken most of my usual goals.)



Our friend sees all this as positive. It makes him feel happy and more productive, and relieves his dejection and loneliness. But what if most of those pleasant effects result from his success at suppressing his thoughts about what his sweetheart actually says:

“Oh, Charles—a woman needs certain things. She needs to be loved, wanted, cherished, sought after, wooed, flattered, cosseted, pampered. She needs sympathy, affection, devotion, understanding, tenderness, infatuation, adulation, idolatry—that isn’t much to ask, is it, Charles?”1


Thus, Love can make us disregard most defects and deficiencies, and make us deal with blemishes as though they were embellishments—even when, as Shakespeare said, we still may be partly aware of them:


“When my love swears that she is made of truth,

I do believe her, though I know she lies.”



We are equally apt to deceive ourselves, not only in our personal lives but also when dealing with abstract ideas. There, too, we often close our eyes to conflicts and clashes between our beliefs. Listen to Richard Feynman’s words:


“That was the beginning and the idea seemed so obvious to me that I fell deeply in love with it. And, like falling in love with a woman, it is only possible if you don’t know too much about her, so you cannot see her faults. The faults will become apparent later, but after the love is strong enough to hold you to her. So, I was held to this theory, in spite of all the difficulties, by my youthful enthusiasm.”

—1966 Nobel Prize lecture



What does a lover actually love? That should be the person to whom you’re attached—but if your pleasure mainly results from suppressing your other questions and doubts, then you’re only in love with Love itself.

Citizen: So far, you have spoken only about what we call infatuation—sexual lust and extravagant passion. That leaves out most of the usual meanings of “love”—such as tenderness, trust, and companionship.


Indeed, once those short-lived attractions fade, they sometimes go on to be replaced by more enduring relationships, in which we exchange our own interests for those of the persons to whom we’re attached:


Love, n. That disposition or state of feeling with regard to a person which (arising from recognition of attractive qualities, from instincts of natural relationship, or from sympathy) manifests itself in solicitude for the welfare of the object, and usually also in delight in his or her presence and desire for his or her approval; warm affection, attachment.

—Oxford English Dictionary



Yet even this larger conception of Love is still too narrow to cover enough, because Love is a kind of suitcase-like word, which includes other kinds of attachments like these:


The love of a parent for a child.

A child’s affection for parents and friends.

The bonds that make lifelong companionships.

The connections of members to groups or their leaders.



We also apply that same word Love to our involvements with objects, feelings, ideas, and beliefs—and not only to ones that are sudden and brief, but also to bonds that increase through the years.


A convert’s adherence to doctrine or scripture.

A patriot’s allegiance to country or nation.

A scientist’s passion for finding new truths.

A mathematician’s devotion to proofs.



Why do we pack such dissimilar things into those single suitcase-words? As we’ll see in Section 1-3, each of our common “emotional” terms describes a variety of different processes. Thus we use the word Anger to abbreviate a diverse collection of mental states, some of which change our ways to perceive, so that innocent gestures get turned into threats—and thus make us more inclined to attack. Fear also affects the ways we react but makes us retreat from dangerous things (as well as from some that might please us too much).

Returning to the meanings of Love, one thing seems common to all those conditions: each leads us to think in different ways:

When a person you know has fallen in love, it’s almost as though someone new has emerged—a person who thinks in other ways, with altered goals and priorities. It’s almost as though a switch had been thrown and a different program has started to run.


This book is mainly filled with ideas about what could happen inside our brains to cause such great changes in how we think.

1-2 The Sea of Mental Mysteries

From time to time we think about how we try to manage our minds:


Why do I waste so much of my time?

What determines to whom I’m attracted?

Why do I have such strange fantasies?

Why do I find mathematics so hard?

Why am I afraid of heights and crowds?

What makes me addicted to exercise?



But we can’t hope to understand such things without adequate answers to questions like these:


What sorts of things are emotions and thoughts?

How do our minds build new ideas?

What are the bases for our beliefs?

How do we learn from experience?

How do we manage to reason and think?



In short, we all need better ideas about the ways in which we think. But whenever we start to think about that, we encounter yet more mysteries.


What is the nature of consciousness?

What are feelings and how do they work?

How do our brains imagine things?

How do our bodies relate to our minds?

What forms our values, goals, and ideals?



Now, everyone knows how Anger feels—or Pleasure, Sorrow, Joy, and Grief—yet we still know almost nothing about how those processes actually work. As Alexander Pope asks in his Essay on Man, are these things that we can hope to understand?


“Could he, whose rules the rapid comet bind,

Describe or fix one movement of his mind?

Who saw its fires here rise, and there descend,

Explain his own beginning, or his end?”



How did we manage to find out so much about atoms and oceans and planets and stars—yet so little about the mechanics of minds? Thus, Newton discovered just three simple laws that described the motions of all sorts of objects; Maxwell uncovered just four more laws that explained all electromagnetic events; then Einstein reduced all those and more into yet smaller formulas. All this came from the success of those physicists’ quest: to find simple explanations for things that seemed, at first, to be highly complex.

Then, why did the sciences of the mind make less progress in those same three centuries? I suspect that this was largely because most psychologists mimicked those physicists, by looking for equally compact solutions to questions about mental processes. However, that strategy never found small sets of laws that accounted for, in substantial detail, any large realms of human thought. So this book will embark on the opposite quest: to find more complex ways to depict mental events that seem simple at first!

This policy may seem absurd to scientists who have been trained to believe such statements as, “One should never adopt hypotheses that make more assumptions than one needs.” But it is worse to do the opposite—as when we use “psychology words” that mainly hide what they try to describe. Thus, every phrase in the sentence below conceals its subject’s complexities:

You look at an object and see what it is.


For, “look at” suppresses your questions about the systems that choose how you move your eyes. Then, “object” diverts you from asking how your visual systems partition a scene into various patches of color and texture—and then assign them to different “things.” Similarly, “see what it is” serves to keep you from asking how recognitions relate to other things that you’ve seen in the past.

It is the same for most of the commonsense words we use when we try to describe the events in minds—as when one makes a statement like, “I think I understood what you said.” Perhaps the most extreme examples of this are when we use words like you and me, because we all grow up with this fairy tale:

We each are constantly being controlled by powerful creatures inside our minds who do our feeling and thinking for us, and make our important decisions for us. We call these our “Selves” or “Identities”—and we believe that they always remain the same, no matter how we may otherwise change.


This “Single-Self” concept serves us well in our everyday social affairs. But it hinders our efforts to think about what minds are and how they work—because, when we ask about what Selves actually do, we get the same answer to every such question:

Your Self sees the world by using your senses. Then it stores what it learns in your memory. It originates all your desires and goals—and then solves all your problems for you, by exploiting your “intelligence.”
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A SELF CONTROLLING ITS PERSON’S MIND

What attracts us to this queer idea, that we don’t make any decisions ourselves but delegate them to some other entity? Here are a few kinds of reasons why a mind might entertain such a fiction:

Child psychologist: As a child, you learned to distinguish among some persons in your environment. Later, you somehow came to conclude that you are such a person, too—but at the same time, you may have assumed that there is a person inside of you.


Psychotherapist: The Single-Self legend helps makes life seem pleasant, by hiding from us how much we’re controlled by all sorts of conflicting, unconscious goals.


Practical person: That image makes us efficient, whereas better ideas might slow us down. It would take too long for our hardworking minds to understand everything all the time.


However, although the Single-Self concept has practical uses, it does not help us to understand ourselves—because it does not provide us with smaller parts we could use to build theories of what we are. When you think of yourself as a single thing, this gives you no clues about issues like these:


What determines the subjects I think about?

How do I choose what next to do?

How can I solve this difficult problem?



Instead, the Single-Self concept offers only useless answers like these:


My Self selects what to think about.

My Self decides what I should do next.

I should try to make my Self get to work.



Whenever we wonder about our minds, the simpler are the questions we ask, the harder it seems to find answers to them. When asked about a complex physical task like, “How could a person build a house,” you might answer almost instantly, “Make a foundation and then build walls and a roof.” However, we find it much harder to think of what to say about seemingly simpler questions like these:


How do you recognize things that you see?

How do you comprehend what a word means?

What makes you like pleasure more than pain?



Of course, those questions are not really simple at all. To “see” an object or “speak” a word involves hundreds of different parts of your brain, each of which does some quite difficult jobs. Then why don’t we sense that complexity? That’s because most such jobs are done inside parts of the brain whose internal processes are hidden from the rest of the brain.

At the end of this book, we’ll come back to examine the concepts of Self and Identity, and conclude that the structures that we call our Selves are elaborate structures that each of us builds to use for many purposes.

Whenever you think about your “Self,” you are switching among a huge network of models, each of which tries to represent some particular aspects of your mind—to answer some questions about yourself.


1-3 Moods and Emotions

William James 1890: “If one should seek to name each particular one of them of which the human heart is the seat, each race of men having found names for some shade of feeling which other races have left undiscriminated…all sorts of groupings would be possible, according as we chose this character or that as a basis. The only question would be, does this grouping or that suit our purpose best?”


Sometimes a person gets into a state where everything seems to be cheerful and bright—although nothing outside has actually changed. Other times everything pleases you less: the entire world seems dreary and dark, and your friends complain that you seem depressed. Why do we have such states of mind—or moods, or feelings, or dispositions—and what causes all their strange effects? Here are some of the phrases we find when dictionaries define emotion.


The subjective experience of a strong feeling.

A state of mental agitation or disturbance.

A mental reaction involving the state of one’s body.

A subjective rather than conscious affection.

The parts of consciousness that involve feeling.

A nonrational aspect of reasoning.



If you didn’t yet know what emotions were, you certainly wouldn’t learn much from this. What is subjective supposed to mean, and what could a conscious affection be? In what ways do those parts of consciousness become involved with what we call “feelings”? Must every emotion involve a disturbance? Why do so many such questions arise when we try to define what emotion means?

The reason for this is simply that emotion is one of those suitcaselike words that we use to conceal the complexity of very large ranges of different things whose relationships we don’t yet comprehend. Here are a few of the hundreds of terms that we use to refer to our mental conditions:

Admiration, Affection, Aggression, Agitation, Agony, Alarm, Ambition, Amusement, Anger, Anguish, Anxiety, Apathy, Assurance, Attraction, Aversion, Awe, Bliss, Boldness, Boredom, Confidence, Confusion, Craving, Credulity, Curiosity, Dejection, Delight, Depression, Derision, Desire, Detest, Disgust, Dismay, Distrust, Doubt, etc.


Whenever you change your mental state, you might try to use those emotion-words to try to describe your new condition—but usually each such word or phrase refers to too wide a range of states. Many researchers have spent their lives at classifying our states of mind, by arranging terms like feelings, dispositions, tempers, and moods into orderly charts or diagrams—but should we call Anguish a feeling or a mood? Is Sorrow a type of disposition? No one can settle the use of such terms because different traditions make different distinctions, and different people have different ideas about how to describe their various states of mind. How many readers can claim to know precisely how each of the following feelings feels?2


Grieving for a lost child

Fearing that nations will never live in peace

Rejoicing in an election victory

Excited anticipation of a loved one’s arrival

Terror as your car loses control at high speed

Joy at watching a child at play

Panic at being in an enclosed space



In everyday life, we expect our friends to know what we mean by Pleasure or Fear—but I suspect that attempting to make our old words more precise has hindered more than helped us to make theories about how human minds work. So this book will take a different approach, by thinking of each mental condition as based on the use of many small processes.

1-4 Infant Emotions

Charles Darwin 1872: “Infants, when suffering even slight pain, moderate hunger, or discomfort, utter violent and prolonged screams. Whilst thus screaming their eyes are firmly closed, so that the skin round them is wrinkled, and the forehead contracted into a frown. The mouth is widely opened with the lips retracted in a peculiar manner, which causes it to assume a squarish form; the gums or teeth being more or less exposed.”


One moment your baby seems perfectly well, but then come some restless motions of limbs. Next you see a few catches of breath, and then suddenly the air fills with screams. Is baby hungry, sleepy, or wet? Whatever the trouble may turn out to be, those cries compel you to find some way to help—and once you find the remedy, things quickly return to normal. In the meantime though, you, too, feel distressed. When a friend of yours cries, you can ask her what’s wrong—but when your baby abruptly changes his state, there may seem to be “no one home” to communicate with.

Of course, I do not mean to suggest that infants don’t have “personalities.” Soon after birth you can usually sense that a particular baby reacts more quickly than others, or seems more patient or irritable, or even more inquisitive. Some of those traits may change with time, but others persist throughout life. Nevertheless, we still need to ask, What could make an infant so suddenly switch, between one moment and the next, from contentment or calmness to anger or rage?

To answer that kind of question, you would need a theory about the machinery that underlies that infant’s behavior. So let’s imagine that someone has asked you to build an artificial animal. You could start by making a list of goals that your animal-robot needs to achieve. It may need to find parts with which to repair itself. It may need defenses against attacks. Perhaps it should regulate its temperature. It may even need ways to attract helpful friends. Then once you have assembled that list, you could tell your engineers to meet each of those needs by building a separate “instinct-machine”—and then to package them all into a single “body-box.”

[image: image]

What goes inside each instinct-machine? Each of them needs three kinds of resources: some ways to recognize situations, some knowledge about how to react to these, and some muscles or motors to execute actions.

[image: image]

What goes inside that knowledge box? Let’s begin with the simplest case: suppose that we already know, in advance, all the situations our robot will face. Then all we need is a catalog of simple, two-part “If [image: image] Do” rules—where each If describes one of those situations, and each Do describes an action to take. Let’s call this a “Rule-Based Reaction-Machine.”

[image: image]


If you are too hot, Move into the shade.

If you are hungry, Find something to eat.

If you’re facing a threat, Select some defense.



Every infant animal is born with many If [image: image] Do rules like these. For example, each human infant is born with ways to maintain its body temperature: when too hot, it can pant, sweat, stretch out, or vasodilate; when too cold, it can shiver, retract its limbs, or vasoconstrict—or metabolize to produce more heat. Then later in life, we learn to use actions that change the external world.


If you are too cold, Turn on a heater.

If your room is too hot, Open a window.

If there’s too much sunlight, Pull down the shade.



It would be naive to try to describe a mind as nothing more than bundles of If [image: image] Do rules. However, the great animal psychologist Nikolaas Tinbergen showed in his book The Study of Instinct 3 that when such rules are combined in certain ways, they can account for a remarkable range of different things that animals do. This sketch shows only a part of the structure that Tinbergen proposed to explain how a certain fish behaves.
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Of course, it would need much more than this to support the higher levels of human thought. The rest of this book will describe some ideas about the structures inside our human minds.

1-5 Seeing a Mind As a Cloud of Resources

We all know ways to describe our minds, as they appear to us when seen from outside:

Albert Einstein 1950: “We are all ruled in what we do by impulses; and these impulses are so organized that our actions in general serve for our self preservation and that of the race. Hunger, love, pain, fear are some of those inner forces which rule the individual’s instinct for self preservation. At the same time, as social beings, we are moved in the relations with our fellow beings by such feelings as sympathy, pride, hate, need for power, pity, and so on.”


This book will try to show how such states of mind could come from machines inside our brains. To be sure, many thinkers still insist that machines can never feel or think.

Citizen: A machine can do only what it is programmed to do, and does it without any thinking or feeling. No machine can get tired or bored or have any kind of emotion at all. It cannot care when something goes wrong, and, even when it gets things right, it feels no sense of pleasure, pride, or delight in those accomplishments.


Vitalist: That’s because machines have no spirits or souls, and no wishes, ambitions, desires, or goals. That’s why a machine will just stop when it’s stuck—whereas a person will struggle to get something done. Surely this must be because people are made of different stuff; we are alive and machines are not.


In earlier times, those views seemed plausible, because living things seemed so different from machines—and no one could even begin to conceive of how physical things could feel or think. But once we developed more scientific instruments (and better ideas about science itself), then “life” became less mysterious, because now we could see that each living cell consists of hundreds of kinds of machinery.

Holist: Yes, but many people still maintain that there will always remain a mystery about how a living thing could ever result from nothing more than mechanical stuff. Surely we’re more than the sum of our parts.


That once was a popular belief, but today it is widely recognized that behavior of a complex machine depends only on how its parts interact, but not on the “stuff” of which they are made (except for matters of speed and strength). In other words, all that matters is the manner in which each part reacts to the other parts to which it is connected. For example, we can build computers that behave in identical ways, no matter if they consist of electronic chips or of wood and paper clips—provided that their parts perform the same processes, so far as the other parts can see.

This suggests replacing old questions like, “What sorts of things are emotions and thoughts?” by more constructive ones like, “What processes does each emotion involve?” and “How could machines perform such processes?” To do this, we’ll start with the simple idea that every brain contains many parts, each of which does certain specialized jobs. Some can recognize various patterns, others can supervise various actions, yet others can formulate goals or plans, and some can contain large bodies of knowledge. This suggests that we could envision a mind (or a brain) as composed of a great many different “resources.”
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At first this image may seem hopelessly vague—yet it can help us start to understand how a mind could make a large change in its state. For example, the state we call “angry” could be what happens when you activate some resources that help you react with more speed and strength—while also suppressing some other resources that usually make you act prudently. This will replace your usual cautiousness with aggressiveness, change empathy into hostility, and cause you to plan less carefully. All of this could result from turning on the resource labeled Anger in this diagram:
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Similarly, we could explain such mental conditions as Hunger and Fear—and we could even account for what happened to Charles in his state of acute infatuation: perhaps such a process turned off the resources he normally used to recognize another person’s faults—and also supplanted some of his usual goals by ones that he thought Celia wants him to hold. So now, let’s make a generalization:

Each of our major “emotional states” results from turning certain resources on while turning certain others off—thus changing the way one’s brain behaves.


And although that may seem like an oversimplification, we’ll take it to a further extreme, because we see emotional states as particular types of Ways to Think.

Each of our various Ways to Think results from turning certain resources on while turning certain others off—thus changing the way one’s brain behaves.


In this way, we can regard our mental states as what happens when different sets of resources interact, and most of this book will be about how some of those mental resources might work. First, perhaps, we ought to ask how those resources originate. Clearly, some of them must have evolved to promote functions that keep our bodies alive; Anger and Fear evolved for protection, and Hunger evolved to serve nutrition—and many such “basic instincts” are already built into our brains at birth. Other resources appear in later years, such as the ones involved with reproduction (which often engages some risky behaviors); some of these also must be inborn, but others must be mainly learned.

What happens when several selections are turned on at once, so that some resources get both aroused and suppressed? This could lead to some of the mental states in which we say, “Our feelings are mixed.” For example, when one detects some sort of threat, this might arouse parts of both Anger and Fear.
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Then if one tried both to attack and retreat, that could lead to paralysis—and that sometimes occurs in some animals. However, human minds can escape from such traps, as we’ll see in some later chapters, by using “higher-level” resources to help to settle such conflicts.

Student: I could better grasp what you’re talking about if you could be a bit more precise about what you mean by the word resource. Do you imagine that each resource has a separate, definite place in the brain?


I’m using resource in a hazy way, to refer to all sorts of structures and processes that range from perception and action to Ways to Think about bodies of knowledge. Some such functions are performed in certain particular parts of the brain, while others use parts that are more widely spread over much larger portions of the brain. Other parts of this book discuss more ideas about the kinds of resources our brains seem to support, as well as how their functions might be organized. However, I won’t try to identify where these might lie in the brain because research on this is advancing so quickly that any conclusion one might make today could be outdated in just a few weeks.

As we said, this resource-cloud idea may at first seem too vague—but as we develop more detailed ideas about how our mental resources behave, we’ll gradually replace it with more elaborate theories about how our mental resources are organized.

Student: You speak of a person’s emotional states as nothing more than ways to think, but surely that’s too cold and abstract—too intellectual, dull, and mechanical. Besides, it doesn’t explain the pleasures and pains that come when we succeed or fail, or the thrills that we experience from works of artistic genius.


Rebecca West: “It overflows the confines of the mind and becomes an important physical event. The blood leaves the hands, the feet, the limbs, and flows back to the heart, which for the time seems to have become an immensely high temple whose pillars are several sorts of illumination, returning to the numb flesh diluted with some substance swifter and lighter and more electric than itself.”4


Many traditional views of emotions emphasize the extent to which events that occur in our body parts can affect our mental processes—as when we experience muscular tensions. However, our brains do not directly detect those tensions, but only react to signals that come through nerves that connect to those body parts. So while our bodies can play important roles, we can also regard our bodies, too, as composed of resources our brains can exploit.

The rest of this book will focus on what sort of mental resources we have, what kinds of things each resource might do, and how each affects those to which it is connected. We’ll begin by developing more ideas about what turns resources off and on.

Student: Why should one ever turn off a resource? Why not keep them all working all the time?


Indeed, certain resources are never switched off—such as those involved with vital functions like respiration, balance, and posture—or those that constantly keep watch for certain particular types of danger. However, if all our resources were active at once, they would too often get into conflicts. You can’t make your body both walk and run, or move in two different directions at once. So when one has several goals that are incompatible, because they compete for the same resources (or for time, space, or energy), then one needs to engage processes that have ways to manage such conflicts.

It is much the same in a human society: when different people have different goals, they may be able to pursue these separately. But when this leads to excessive conflict or waste, societies often then create multiple levels of management in which (at least in principle) each manager controls the activities of certain lower-level individuals.
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However, both in societies and in brains, few “higher-level executives” know enough of the system’s details to specify what must be done—hence, much of their “power” in fact consists in selecting among options proposed by their subordinates. Then, in effect, those low-level individuals will, at least transiently, be controlling or constraining what their superiors do.

For example, whenever some mental process gets stuck, it may need to split the problem into smaller parts, or to remember how a similar problem was solved in the past, or to make a series of different attempts and then to compare and evaluate these—or to try to learn some completely different way to deal with such situations. This means that a low-level process inside your mind may engage so many higher-level ones that you end up in some new mental state that amounts to a different Way to Think.
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What if a person were to attempt to use several such Ways to Think at once? Then these would have to compete for resources, and that would need high-level management—which would usually choose one alternative. This could be one reason why it seems to us that our thoughts flow in serial, step-by-step streams—despite the fact that every such step must still be based on many smaller processes that operate simultaneously. In any case, this book will suggest that this so-called “stream of consciousness” is an illusion that comes because each higher-level part of one’s mind has virtually no access to knowledge about what happens in most of one’s other processes.

Citizen: This idea of switching one’s set of resources might explain the behavior of an insect or fish—but Charles doesn’t switch, in the way you describe, to a totally different mental state. He just changes some aspects of how he behaves.


I completely agree. However, any theory has to begin with a highly simplified version of it—and even this trivial model could help to explain why human infants so frequently show such sudden changes in their states. But certainly, in later years, children develop more fluent techniques through which their resources can be aroused and suppressed to different extents—and this leads to more ability to combine both old instincts and new Ways to Think. Then, several of these can be active at once—and that’s when we speak of our feelings as mixed.

1-6 Adult Emotions


“Behold the child, by nature’s kindly law,

Pleas’d with a rattle, tickl’d with a straw:

Some livelier plaything gives his youth delight,

A little louder, but as empty quite:

Scarfs, garters, gold, amuse his riper stage,

And beads and pray’r books are the toys of age.”

—Alexander Pope, in Essay on Man



When an infant gets upset, that change seems as quick as the flip of a switch.

A certain infant could not bear frustration, and would react to each setback by throwing a tantrum. He’d hold his breath and his back would contract so that he’d fall rearward on his head.


Yet several weeks later, that behavior had changed.

No longer completely controlled by his rage, he could also add ways to protect himself, so that when he felt a tantrum coming on, he’d run to collapse on some soft, padded place.


This suggests that, in the infant brain, only one “Way to Think” can work at a time, so that not many conflicts will arise. However, those infantile systems cannot resolve the conflicts we face in our later lives. This led our ancestors to evolve higher-level systems in which some instincts that formerly were distinct could now become increasingly mixed. But as we gained more abilities, we also gained new ways to make mistakes, so we also had to evolve new ways to control ourselves, as we’ll see in Chapter 9-2.

We tend to regard a problem as “hard” when we’ve tried several methods without making progress. But it isn’t enough just to know that you’re stuck: you’ll do better if you can recognize that you’re facing some particular kind of obstacle. For if you can diagnose what Type of Problem you face, this can help you to select a more appropriate Way to Think. So this book will suggest that to deal with hard problems, our brains augmented their ancient Reaction-Machines with what we’ll call “Critic-Selector Machines.”
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The simplest versions of these would be the “If[image: image] Do” machines described in Section 1-4. There, when an “If” detects a certain real-world situation, its “Do” reacts with a certain real-world action. Of course, this means that simple If [image: image] Do machines are highly constrained and inflexible.

However, the “Critics” of Critic-Selector Machines will also detect situations or problems inside the mind such as serious conflicts between active resources. Similarly, the “Selectors” of Critic-Selector Machines don’t just perform actions in the external world, they can react to mental obstacles by turning other resources on or off—thus switching to different Ways to Think.

For example, one such Way to Think would be to consider several alternative ways to proceed before selecting which action to take. Thus, an adult who encounters what might be a threat need not just react instinctively, but first could proceed to deliberate on whether to retreat or attack—by using high-level strategies to choose among possible ways to react. This way, one could make a thoughtful choice between becoming angry or becoming afraid. Thus when it seems appropriate to intimidate an adversary, one can make oneself angry deliberately—although one may not be aware that one is doing this.

How and where do we develop our higher-level Ways to Think? We know that during our childhood years, our brains go through multiple stages of growth. To make room for these, Chapter 5 will conjecture that this results in at least six levels of mental procedures, and this diagram will summarize our main ideas about how human minds are organized.
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The lowest level of this diagram corresponds to the most common kinds of “instincts” with which our brains are equipped from birth. The highest levels support the sorts of ideas that we later acquire and call by names like ethics or values. In the middle are layers of methods we use to deal with all sorts of problems, conflicts, and goals; this includes much of our everyday commonsense thinking. For example, at the “deliberative” level, you might consider several different actions to take, then imagine the effects of each, and then compare those alternatives. Then, at the “reflective” levels, you might think about what you have done and wonder if the decisions you made were good—and finally, you might “self-reflect” about whether those actions were worthy of the ideals that you have set for yourself.

We all can observe the progression of our children’s values and abilities. Yet none of us can recollect the early steps of our own mental growth! One reason for this could be that, during those times, we kept developing ways to build memories—and each time we switched to new versions of these, that made it difficult to retrieve (or to understand) the records we made in previous times. Perhaps those old memories still exist, but in forms that we no longer can comprehend—so we cannot remember how we progressed from using our infantile reaction-sets to using our more advanced Ways to Think. We’ve rebuilt our minds too many times to remember how our infancies felt!

1-7 Emotion Cascades

Charles Darwin 1871: “Some habits are much more difficult to cure or change than others are. Hence a struggle may often be observed in animals between different instincts, or between an instinct and some habitual disposition; as when a dog rushes after a hare, is rebuked, pauses, hesitates, pursues again, or returns ashamed to his master; or as between the love of a female dog for her young puppies and for her master,—for she may be seen to slink away to them, as if half ashamed of not accompanying her master.”


This chapter has raised some questions about how people could change their states so much. Let’s look back to our first example of this: When someone you know has fallen in love, it’s almost as though a switch has been thrown, and a different program has started to run. Our Critic-Selector model of mind suggests that such a change could result when a certain Selector activates a certain particular set of resources. Thus Charles’s attraction to Celia becomes stronger because a certain Selector has suppressed most of his usual fault-finding Critics.

Psychologist: Indeed, infatuations sometimes strike suddenly. But other emotions may slowly flow and ebb—and usually, in our later years, our mood shifts tend to become less abrupt. Thus, an adult may be slow to take offense, but may then go on to brood for months about even a small or imagined affront.


Our twenty-year-old tabby cat shows few signs of human maturity. At one moment she’ll be affectionate, and seek out our companionship. But after a time, in the blink of an eye, she’ll rise to her feet and walk away, without any sign of saying good-bye. In contrast, our twelve-year-old canine pet will rarely depart without looking back—as though he’s expressing a certain regret. The cat’s moods seem to show one at a time, but the dog’s dispositions seem more mixed, and less as though controlled by a switch.

In either case, any large change in which resources are active will substantially alter one’s mental state. Such a process might begin when one Selector resource directly arouses several others.
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Then, some of those newly aroused resources may proceed to activating yet other ones—and if each such change leads to several more, this all could result in a large-scale “cascade.”
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The further these activities spread, the more they will change your mental state, but, of course, this won’t change everything. When Charles engages a new Way to Think, not all his resources will be replaced—so, in many respects he’ll still be the same. He will still be able to see, hear, and speak—but now he’ll perceive things in different ways, and may select different subjects to discuss. He may now have some different attitudes, but still will have access to most of his commonsense knowledge. He will still have some of the same plans and goals—but different ones will be pursued because they now have different priorities.

Yet despite all these changes, Charles will insist that he still has the same “identity.” To what extent will he be aware of how his mental condition has altered? He sometimes won’t notice those changes at all, but at other times, he may find himself asking questions like, “Why am I getting so angry now?” However, even to think of asking such questions, Charles’s brain must be equipped with ways to “self-reflect” on some of his recent activities—for example, by recognizing the spreading of certain cascades. Chapter 4 will discuss how this relates to the processes that we call “consciousness,” and Chapter 9, at the end of this book, will talk more about the concepts of Self and Identity.

1-8 Theories of Feelings, Meanings, and Machines

Citizen: What are emotions, and why do we have them? What is the relation between one’s emotions and one’s intellect?


When we talk about a person’s mind, we usually use the plural, emotions, but we always use the singular noun to speak about someone’s intellect. However, this book will take the view that each person has multiple Ways to Think, and what we call “emotional” states are merely different examples of these. To be sure, we all grow up with the popular view that we have only a single Way to Think—called “logical” or “rational”—but that our thinking can be colored, or otherwise influenced by so-called emotional factors.

However, the concept of Rational Thinking is incomplete—because logic can only help us to draw conclusions from the assumptions that we happen to make—but logic, alone, says nothing about which assumptions we ought to make, so Chapter 7-4 will talk about more than a dozen other Ways to Think, in which logic plays only minor roles, while more of our mental power comes from finding useful analogies.

In any case, our Citizen’s question illustrates our all-too-common tendency to try to divide any complex thing into two separate, complementary parts—such as emotion vs. intellect. However, Chapter 9-2 will argue that few such two-part distinctions really describe two genuinely different ideas. Instead, those “dumbbell” theories merely suggest a single idea and then contrast it with everything else. To avoid that, this book will take the view that, whenever you think about something complex, you should try to depict it with more than two parts, or else switch to some different Way to Think!

Citizen: Why would one want to think of oneself as though one were nothing more than a machine?


Saying that someone is like a machine has come to have two opposite meanings: (1) “to have no intentions, goals, or emotions,” and (2) “to be relentlessly committed to a single purpose or policy.” Each meaning suggests inhumanity, as well as a kind of stupidity, because excessive commitment results in rigidity, while lack of purpose leads to aimlessness. However, if the ideas in this book are right, both of those views will be obsolete, because we’ll show ways to make machines that not only will have persistence, aim, and resourcefulness, but also will have hosts of checks and balances—as well as abilities to grow by further extending their abilities.

Citizen: But machines can’t feel or imagine things. So even if we could make them think, would they not still be missing the sense of experience that gives meaning to our human lives?


We have many words that we can use to try to describe how we feel—but our culture has not encouraged us much to make theories of how those feelings work. We know that anger makes us more belligerent, and that contented people less often get into fights—but those emotions-words don’t point to ideas about how those conditions affect our mental states.

We recognize this when we deal with machines: Suppose that one morning your car won’t start, but when you ask your mechanic for help, you receive only this kind of reply: “It appears that your car doesn’t want to run. Perhaps it has become angry at you because you haven’t been treating it well.” Clearly a “mentalistic” description like this won’t help to explain how your car behaves. Yet we don’t get annoyed when people use those kinds of words to describe events in our social lives.

However, if one wants to understand any complex thing—be it a brain or an automobile—one needs to develop good sets of ideas about the relationships among the parts inside. To know what might be wrong with that car, one must have enough knowledge to ask if there’s something wrong with its starter switch, or whether the fuel tank has been completely drained, or whether some excessive strain has broken some shaft, or if some electrical circuit fault has completely discharged the battery. In the same way, one cannot get much from seeing a mind as a Single Self: one must study the parts to know the whole. So the rest of this book will argue that, for example, to understand why “being angry” feels the way it does, you will need much more detailed theories about the relationships among the parts of your mind.

Citizen: If my mental resources keep changing so much, what gives me the sense that I’m still the same Self, no matter how happy or angry I get?


Why do all of us come to believe that somewhere, deep in the heart of each mind, there exists some permanent entity that experiences all our feelings and thoughts? Here is a very brief sketch of how I will try to answer this in Chapter 9:

In our early stages of development, our low-level processes solve many small problems without any sense of how this happens. However, as we develop more levels of thought, those higher levels start to find ways to represent some aspects of our recent thoughts. Eventually these develop into collections of “models” of ourselves.


A simple model of a person’s Self might consist of just a few parts connected as shown in the figure below. However, each person eventually builds more complex Self-models that represent ideas about, for example, one’s social relationships, physical skills, and economic attitudes. So Chapter 9 will argue that when you say “Self,” you are referring not to a single representation but to an extensive network of different models that represent different aspects of yourself.
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In the usual view of how human minds grow, each child begins with instinctive reactions, but then goes through stages of mental growth that give us additional layers and levels of processes. Those older instincts may still remain, but these new resources gain increasing control—until we can think about our own motives and goals and perhaps try to change or reformulate them.

But how could we learn which new goals to adopt? No infant could ever be wise enough to make good such choices by itself. So Chapter 2 will argue that our brains must come equipped with special kinds of machinery that help us, somehow, to absorb the goals and ideals of our parents and friends!








2

ATTACHMENTS AND GOALS




2-1 Playing with Mud


“It’s not just learning things that’s important. It’s learning what to do with what you learn and learning why you learn things at all that matters.”

—Norton Juster, in The Phantom Tollbooth



A child named Carol is playing with mud. Equipped with a fork, a spoon, and a cup, her goal is to bake a make-believe cake. Let’s assume that at first she is playing alone.

Playing alone. Carol wants to fill her cup with mud, and first tries to do this with her fork, but this fails because the mud slips through. She feels frustrated and disappointed. But when she succeeds by using her spoon, Carol feels satisfied and pleased.


What could Carol learn from this? She learns from her “trial and error” experience that forks are not good for carrying mud. Then later she learns from success with a spoon that spoons are good tools for moving a fluid, so she is likely to use this method the next time she wants to fill a cup. Note that here Carol was working alone—and acquired new knowledge, all by herself. In the course of learning by trial and error, a person requires no teacher to help her.

A stranger scolds. Now a stranger appears and reproaches her: “That is a naughty thing to do.” Carol feels anxious, alarmed, and afraid. Overcome by fear and the urge to escape, she interrupts her present goal—and runs to find her parent’s protection.


What should Carol learn from this? This may have little or no effect on what she will learn about mud or about filling a cup—but she’s likely to conclude that she has placed herself in an unsafe location. Next time she’ll play in some safer place. Also, a sequence of scary encounters like this could make her become less adventurous.

Her mother scolds. Carol returns to her mother for help, but instead of defense or encouragement, all she gets is a reproof: “What a disgusting mess you’ve made! See all the mud on your clothes and your face. I scarcely can bear to look at you!” Carol, ashamed, begins to cry.


What might Carol learn from this? She’ll become less inclined toward playing with mud, whereas if her parent had chosen to praise her instead, she would have felt pride instead of shame—and in future times would be more inclined toward the same kind of play. In the face of a parent’s blame or reproach, she learns that her goal was not a good one to pursue.

Think of how many emotional states our children engage in the thousand minutes of each waking day! In this very brief story we’ve touched upon Satisfaction, Affection, and Pride—feelings we think of as positive—and we also encountered Shame, Fear, Disgust, and Anxiety—conditions we think of as negative. What are the functions of all those mental conditions, and why do we so often classify them as positive and negative?

In most popular views of how learning works, the “positive” feelings that come with success are somehow involved with making us learn new ways to behave—whereas the “negative” feelings that failures bring make us learn ways to not behave. However, while this may apply to some animals, this idea of “learning by positive reinforcement” does not account for so much of how people learn because, frequently, failures help more than successes do, when we try to acquire deeper ideas.

We’ll return to learning in Chapter 8, but this chapter will be more concerned with how we acquire new kinds of goals than with how we learn ways to achieve them. And because adult minds are so intricate, we’ll begin by discussing what children do.

2-2 Attachments and Goals

Some of our strongest emotions come when we are near the persons to whom we’ve become attached. When we’re praised or rejected by people we love, we don’t just feel Pleasure or Dissatisfaction; instead, we tend to feel Pride or Shame. Of course, some functions of early attachments are clear: they help young animals to survive by providing nourishment, comfort, and defense. However, this section will argue that those particular feelings of Pride and Shame may play unique and peculiar roles in how humans develop new values and goals.

Most mammals, shortly after birth, can move and follow their mothers about—but humans are exceptions to that. Why did human infants evolve their much slower pace of development? Surely this was partly because their larger brains needed more time to mature. But also, as those more powerful brains led to more complex societies, our children no longer had time enough to learn from individual experience. Instead, we evolved ways to learn more efficiently by passing, directly from parent to child, enormous bodies of cultural knowledge. In short, we then became able to learn by “being told”! However, this did not become feasible until our big new brains evolved more powerful ways to represent knowledge—and then to “express” that knowledge in ways that eventually led to our languages.

To transmit that knowledge from parent to child, each party needed effective ways to engage and maintain each other’s attention. Of course, our ancestors already had traits that helped to accomplish this; for instance, the infants of most animal species are born equipped with squeaks or squeals that arouse their parents from deepest sleep—and the brains of those parents contain machinery to force them to react to those cries. For example, those parents feel intense distress when they lose track of their infants’ locations, while the infants have instincts that make them shriek whenever their parents become unavailable.

Also, as the length of their infancies grew, our children evolved increasing concern with how their parents reacted to them—and parents started to focus more on the growth of their children’s values and goals. Thus, in the scene where Carol’s mother reproached her, the child was likely to think thoughts like, “I should not have wanted to play with mud, because that turned out to be an unsuitable goal.” In other words, Carol’s shame caused her to change her goals instead of just learning ways to achieve them! Similarly, if her mother had praised her for her play, that praise could have led Carol to deepen her interest in material science and engineering.

It is one thing to learn how to get what you want—and another to learn what you ought to want. In our usual learning by trial and error, we improve our ways to achieve the goals that we already hold. However, when we “self-consciously” reflect on our goals (see Chapter 5-6), we’re likely to change our priorities—and what I am suggesting is that self-conscious emotions like Pride and Shame play special roles; they help us learn ends instead of means. Thus, where trial and error teach us new ways to achieve the goals we already maintain—attachment-related blame and praise teach us which goals we should discard or retain. Listen to Michael Lewis depict some of the potent effects of shame:

Michael Lewis 1995b: “Shame results when an individual judges his or her actions as a failure in regard to his or her standards, rules and goals and then makes a global attribution. The person experiencing shame wishes to hide, disappear or die. It is a highly negative and painful state that also disrupts ongoing behavior and causes confusion in thought and an inability to speak. The body of the shamed person seems to shrink, as if to disappear from the eye of the self or others. Because of the intensity of this emotional state, and the global attack on the self-system, all that individuals can do when presented with such a state is to attempt to rid themselves of it.”


But when do people experience such intense and painful self-conscious sensations? Such feelings frequently come to us when we’re in the presence of those we respect, or those by whom we wish to be respected. Long ago this concept was recognized by another outstanding psychologist:

Aristotle b: “Now since shame is a mental picture of disgrace, in which we shrink from the disgrace itself and not from its consequences, and we only care what opinion is held of us because of the people who form that opinion, it follows that the people before whom we feel shame are those whose opinion of us matters to us. Such persons are: those who admire us, those whom we admire, those by whom we wish to be admired, those with whom we are competing, and whose opinion of us we respect.”


This suggests that our values and goals are greatly influenced by the people to whom we become “attached”—at least in our earliest “formative” years. So the following sections will ask about how that type of learning might work, by discussing such questions as these:


What are the spans of those “formative” years?

To whom do our children become attached?

When and how do we outgrow attachments?

How do attachments help us establish our values?



You’re almost always pursuing goals. Whenever you’re hungry, you try to find food. When you sense danger, you strive to escape. When you’ve been wronged, you may wish for revenge. Sometimes your goal is to finish some work—or perhaps to seek ways to escape from it. We have a host of different words for such activities—such as to try, wish, want, aim, strive, and seek—but we rarely ask ourselves questions like these:


What are goals and how do they work?

What are the feelings that accompany them?

What makes some goals strong and others weak?

What could make an impulse “too strong to resist”?

What makes certain goals “active” now?

What determines how long our goals persist?



Here is one useful theory about when we use words like want and goal: You say that you want a certain thing when you have an active mental process that works to reduce the difference between your present situation and one in which you possess that thing. Here is a sketch of how a machine could do this:

[image: image]

For example, every baby is born with two such systems for maintaining “normal” body temperature. One such “goal” is aroused when the child is too hot—and causes it to sweat, pant, stretch out, or vasodilate. However, when the baby is too cold, it will curl up, shiver, vasoconstrict, and/or raise its metabolic rate.

[image: image]

WAYS TO REACT TO BEING TOO HOT

[image: image]

WAYS TO REACT TO BEING TOO COLD

Chapter 6-3 will show some more details of these kinds of goal-seeking machines.

When such processes work at low cognitive levels, at first we may not recognize them—for example, when you get too hot and start to sweat. However, when perspiration drips, you may notice this and deliberate: “I must find some way to escape from this heat.” Then your higher-level knowledge suggests other actions that you could take—such as moving to a cooler place. Similarly, when you recognize that you feel cold, you might put on a sweater, turn on a stove, or begin to exercise (which can make your body produce ten times as much heat).

When you need to remove several differences, then this may require several steps. For example, suppose that you’re hungry and want to eat, but you have only a can of soup. Then you’ll need a tool to open that can, you’ll need to find a bowl and a spoon, and you’ll need a place where you can sit down to eat. So, each such need is a “subgoal” that comes from some difference between what you have now and what you desire.

[image: image]

A SIMPLE “SUBGOAL TREE”

Of course, to achieve several goals efficiently, you will need a plan, or else you might waste a good deal of time. It would be foolish to first sit down to eat before you have prepared your food, because then you would have to get up to start over again. Chapter 5 will talk about how one could envision which sequence of steps to take. As for what goals are, how they work, and what makes some goals seem more urgent than others, we’ll postpone such questions till Chapter 6, where we’ll also discuss how goals are stored and later retrieved, as well as how we learn new ways to achieve them. For now, we’ll focus only on how we learn new goals and ideals.

2-3 Imprimers


“Never let your sense of morals prevent you from doing the right thing.”

—Isaac Asimov



While Carol was learning to fill her cup, she was annoyed when she failed with a fork, but she was pleased by success when using a spoon—so the next time she wants to fill a cup, she’ll be more likely to know what to do. This is the most common conception of how people learn—that our reactions are “reinforced by success.” This may seem commonsensical—but we need a theory of how that might work.

Student: I suppose that her brain formed connections from her goal to the actions that helped her to achieve it.


Okay, but that is rather vague. Could you say more about how that might work?

Student: Perhaps Carol starts with some goals just floating around—but when she succeeds by using her spoon, then she somehow connects “Fill Cup” to her “Use Spoon” goal. Also, when she fails with the fork, she makes a “do not” connection for “Use Fork,” to keep from doing that again. So next time she wants to fill a cup, she’ll first try the subgoal of using a spoon.


[image: image]

CONNECTING A SUBGOAL

That could be a good explanation of how Carol could connect a new subgoal to her original goal. And I approve of your mentioning “do not” connections because we must not only learn to do things that work, but we must also learn ways to avoid the most common mistakes. This suggests our mental connections should get “reinforced” by success, but should be suppressed whenever our actions don’t work.

However, although this kind of “learning by trial and error” can connect new subgoals to existing goals, it does not explain how a person could learn completely new goals—or what we call “values” or “ideals”—that don’t yet connect to existing ones. More generally, it does not cover the subject of how one could learn what one “ought” to want. I don’t recall much discussion of this in academic psychology books, so here I’ll conjecture that children do this in a special way that depends on how they interpret the reactions of the persons to whom they are “attached.”

Our language uses a great many words for referring to our emotional states. When we described Carol’s playing with mud, we used more than a dozen of them—Affection, Alarm, Anxiety, Assurance, Disappointment, Disgrace, Disturbance, Frustration, Fear, Inclination, Pleasure, Pride, Satisfaction, Shame, and Sorrow. This raises many questions about why we have such mental states at all—and why do we have so many of them? In particular, we need to ask: What makes Carol feel grateful and proud when her mother praises her? How might that “attachment bond” make her so much more concerned about her mother’s regard for her? And how could this manage to “elevate” goals to make them seem more respectable?

Student: My theory also fails to explain why praise from a stranger won’t elevate goals. Why does this require the presence of—I can’t think of the proper word for this—“a person to whom one is attached?”


I think it is remarkable that we do not have a special word for such a significant type of relationship! Psychologists cannot say “parent,” or “mother,” or “father” because a child can also become attached to another relative, nurse, or family friend. Psychologists often use the word caregiver for this—but as we’ll see in Section 2-7, such attachments can form without physical care, so caregiver does not quite hit the target. So this book will introduce a new term derived from the old word imprinting, which has long been used by psychologists to refer to the processes that keep young animals close to their parents.

Imprimer: An Imprimer is one of those persons to whom a child has become attached.


In most other species of animals, the function of infant attachment seems clear: remaining close to parents helps to keep their offspring safe. However, in humans it seems to have other effects; when Carol’s Imprimer praises her, she feels a special thrill of pride that elevates her present goal to a status that is more “respectable.” Thus, Carol’s goal to work with mud may have begun as nothing more than a casual urge to play with materials in her environment. But—according to my conjecture here—her Imprimer’s praise (or blame) appears to change the status of that goal into something more like an ethical value (or into one she regards as dishonorable).

Why might our brains use machinery that causes an Imprimer’s praise to have an effect so different from that of praise that comes from a stranger? It is easy to see why this would have evolved: if strangers could change your high-level goals, they could get you to do whatever they want, simply by changing what you, yourself, want to do! Children with no defense against this would be less likely to survive, so evolution would tend to select those who have ways to resist that effect.

2-4 Attachment-Learning “Elevates” Goals

Michael Lewis 1995b: “Each of us has beliefs about what constitutes acceptable actions, thoughts and feelings. We acquire our standards, rules and goals through acculturation…and each of us has acquired a set appropriate to our particular circumstances. To become a member of any group, we are required to learn them. Living up to one’s own internalized set of standards—or failing to live up to them—forms the basis of some very complex emotions.”


When Carol’s loved ones censure her, she feels that her goals are unworthy of her or that she is unworthy of her goals. And even in her later years, when her Imprimers are far from the scene, she still may wonder about how they might feel about her: Would they approve of what I am doing? Would they praise the way I’m thinking now? What kinds of machinery might we engage that makes us experience such concerns? Let’s listen to Michael Lewis again:

Michael Lewis 1995b: “The so-called self-conscious emotions, such as guilt, pride, shame and hubris, require a fairly sophisticated level of intellectual development. To feel them, individuals must have a sense of self as well as a set of standards. They must also have notions of what constitutes success or failure, and the capacity to evaluate their own behavior.”


Why would the growth of such personal values depend upon a child’s attachments? Again we can see how this might have evolved: a child who lost her parents’ esteem would be less likely to survive. Also, if those parents themselves want to earn the respect of their friends, they will want their children to “behave” in socially acceptable ways. So now we’ve seen several different ways in which our children might change themselves:



Positive Experience: When a method succeeds, learn to use that subgoal.

Negative Experience: When a method fails, learn to not use that subgoal.

Aversion Learning: When a stranger scolds, learn to avoid such situations.

Attachment Praise: When an imprimer praises, elevate your goal.

Attachment Censure: When an imprimer scolds, devalue your goal.

Internal Impriming: When an imprimer scolds, devalue your goal.



In Section 2-2 we saw a way to make a new goal depend upon an existing one, so that it could serve as a subgoal for it—the way we attached “Use Spoon” to “Fill Cup.” But how could we “elevate” a goal above the ones we already hold? We can’t leave it floating in empty space, because it would be useless for one to learn anything new unless one also connects it to ways to retrieve it when it is relevant. This means that we need some answers to questions about what each new goal should be connected to, when and how it should be aroused, and how long to pursue it before giving up. We’ll also need more ideas about how a mind (or brain) could decide, when several goals are engaged at once, which of them should get higher priority. We’ll talk about that in Chapter 5. And, of course, we’ll need to clarify what kind of thing a goal might be—but we’ll postpone that until Chapter 6.

However, here we’ll start by focusing on how our goals might be organized. We already suggested in Chapter 1-6 that our mental resources might be located at various levels in what we described as an organizational layer cake.

[image: image]

A SIX-LEVEL MODEL OF MENTAL ACTIVITIES

This six-level image is intended to be vague, because our brains are not so neatly arranged. However, this gives us a way to begin: imagine that the kinds of goals called “values” or “ideals” are attached to resources near the top, while our more infantile aims come from resources near the base of that cake. Then the arrow in this diagram suggests a possible meaning for “elevate.”

To “elevate” a goal could mean to copy, move, or link it to some higher location in that tower.


Then, our attachment-based learning scheme could be summarized in the form of this more general rule:

If you detect Praise and an Imprimer is present, Then “elevate” your present goal.


But why should we need Imprimers at all—and why should we choose them so selectively, rather than simply elevate goals in response to anyone’s censure or praise? Presumably, that rule evolved to include Imprimers because, as we noted before in Section 2-3, we all would be in danger if any stranger could reprogram our goals.

Student: But surely that is not always true; I am not immune to compliments—even from persons I don’t respect.


If attachment-based learning exists, it would be only one part of the story. Many other kinds of events can make us learn in other ways. The resourcefulness of the human mind comes from having multiple ways to deal with things—no matter that, from time to time, this causes bad things to happen to us.

2-5 Learning, Pleasure, and Credit Assignment

When Carol succeeded at filling her cup, she felt satisfaction and a sense of reward—but what functions did those feelings serve? It would seem that this process involved at least these three steps:


Carol recognized that her goal was achieved.

She felt some pleasure about her success.

Then, somehow, that helped her to learn and remember.



Now we’re happy that Carol felt gratified, but why can’t she just “simply remember” which methods worked and which ones failed? What kinds of roles does pleasure play in establishing new memories?

The answer is that “remembering” is not simple at all. On the surface, it might seem easy enough—like dropping a note into a box and then taking it out when you need it. But when we look more closely, we see that this must involve many processes: you first must decide what items your note should contain, and find suitable ways to represent them—and then you must make some connections to them so that after you store those parts away, you’ll be able to reassemble them.

Student: Can’t we explain all this with the old idea that, for each of our accomplishments, we just “reinforce” our successful reactions? In other words, we simply “associate” the problem we faced with the action or actions that solved it, by making one more If [image: image] Then rule.


That might help to describe what learning does—when seen from outside—but it doesn’t explain how learning works. For neither “the problem we faced” nor “the actions we took” are simple objects that we can connect—so first your brain will need to construct descriptions for both that If and that Then. Of course, the quality of what you learn will depend on the content of those two descriptions:



The If must describe some relevant features and relationships of the situation you faced.

The Then must describe some relevant aspects of the successful actions you took.



For Carol to learn effectively, her brain will need to identify which of her tactics turned out to help, and which of them only wasted her time. For example, after her struggle to fill the cup, should Carol attribute her final success to the shoes or the dress she was wearing then, or whether the weather was cloudy or clear, or to the location in which those events occurred? Let’s suppose that she smiled while using that fork, but happened to frown when using that spoon; then what keeps her from learning irrelevant rules like, “To fill a cup, it helps to frown”?

In other words, when a person learns, it is not just a matter of “making connections” but is also a matter of making the structures that then get connected—which means that we need to find some ways to represent not only those external events, but also the relevant mental events. Thus, Carol will need some reflective resources to choose which of the Ways to Think that she used should be among the things that she remembers. No theory of learning can be complete unless it includes ideas about how we make these “credit assignments.”

Student: You still haven’t explained where feelings come in, such as the pleasure that comes from Carol’s success.


In everyday life, we routinely use terms like Suffering, Pleasure, Enjoyment, and Grief—but get stuck when we try to explain what these mean. The trouble comes, I think, because we think of such “feelings” as simple or basic, whereas each one involves intricate processes. For example, I suspect that what we call “Pleasure” is involved with the methods we use to identify which of our recent activities should get credit for our recent successes. Chapter 8-5 will talk about why human brains need powerful ways to make these kinds of “credit assignments,” and Chapter 9-4 will argue that this may engage machinery that prevents us from thinking about other things. If so, we may have to recognize that many effects of Pleasure are negative!

2-6 Conscience, Values, and Self-Ideals


“I did not, however, commit suicide, because I wished to know more of mathematics.”

—Bertrand Russell



One way people differ from animals (except, perhaps, the elephants) is in the great lengths of our childhoods. This surely must be one reason why no other species accumulates anything close to our human traditions and values.

What kind of person would you like to be? Are you careful and cautious or brave and audacious? Do you follow the crowd, or prefer to lead? Would you rather be tranquil or driven by passion? Such personal traits depend, in part, upon each person’s inheritance. But also they are partly shaped by our networks of social attachments.

Once our human attachment bonds form, they begin to serve multiple functions. First, they keep children close to their parents—and this provides such services as nutrition, defense, and companionship. But also (if my theory is right) our attachments provide each child with new ways to rearrange his priorities. Also, the self-conscious emotions that come with attachment have other, very specific effects; Pride tends to make you more confident, more optimistic, and more adventurous, while Shame makes you want to change yourself so that you will never get into that state again.

What happens when a young child’s Imprimers go absent? Shortly, we’ll see some evidence that this usually leads to severe distress. However, older children better tolerate this, presumably because each child makes “internal models” that help them to predict their Imprimers’ reactions. Then each such model would serve its child as an “internalized” system of values—and this could be how people develop what we call ethics, conscience, or moral sense. Perhaps Sigmund Freud had such a process in mind when he suggested that children can “introject” some of their parents’ attitudes.
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