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preface


  I’ve been coding in one form or another since I was 11 years old, so by the time I landed my first job as a software engineer, I’d written quite a lot of code. Despite this, I quickly discovered that coding and software engineering are not the same thing. Coding as a software engineer meant that my code had to make sense to other people and not break when they changed things. It also meant that there were real people (sometimes lots of them) using and relying on my code, so the consequences of things going wrong were a lot more serious.


  As a software engineer gets more experienced, they learn how the decisions they make in their everyday coding can have big consequences on whether software will work properly, keep working properly, and be maintainable by others. Learning how to write good code (from a software engineering point of view) can take many years. These skills are often picked up slowly and in an ad hoc way as engineers learn from their own mistakes or get piecemeal advice from more senior engineers that they work with.


  This book aims to give new software engineers a jump-start in acquiring these skills. It teaches some of the most important lessons and theoretical underpinnings of writing code that will be reliable, maintainable, and adaptable to changing requirements. I hope that you find it useful.
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about this book


  Good Code, Bad Code introduces key concepts and techniques that professional software engineers regularly use to produce reliable and maintainable code. Rather than just enumerating do’s and don’ts, the book aims to explain the core reasoning behind each concept and technique, as well as any trade-offs. This should help readers develop a fundamental understanding of how to think and code like a seasoned software engineer.


  
Who should read this book


  This book is aimed at people who can already code but who want to improve their skills at coding as a software engineer in a professional environment. This book will be most useful to anyone with zero to three years’ experience as a software engineer. More experienced engineers will probably find that they already know many of the things in the book, but I hope that they will still find it a useful resource for mentoring others.


  
How this book is organized: A roadmap


  The book is organized into 11 chapters, spread across three parts. The first part introduces some more theoretical, high-level concepts that shape the way we think about code. The second part moves onto more practical lessons. Each chapter in part 2 is split into a series of topics that cover a particular consideration or technique. The third and final part of the book covers principles and practices that go into creating effective and maintainable unit tests.


  The general pattern in individual sections of the book is to demonstrate a scenario (and some code) that can be problematic and to then show an alternative approach that eliminates some or all of the problems. In this sense, sections tend to progress from showing “bad” code to showing “good” code, with the caveat that the terms bad and good are subjective and context dependent. And as the book aims to emphasize, there are often nuances and trade-offs to consider, meaning this distinction is not always clear-cut.


  Part 1, “In theory,” sets the foundations for some overarching and slightly more theoretical considerations that shape our approach to writing code as software engineers.


  
    	
      Chapter 1 introduces the concept of code quality, and in particular a practical set of goals for what we aim to achieve with high-quality code. It then expands these into six “pillars of code quality,” which provide high-level strategies that can be employed in our everyday coding.

    


    	
      Chapter 2 discusses layers of abstraction, a fundamental consideration that guides how we structure and split code into distinct parts.

    


    	
      Chapter 3 highlights the importance of thinking about other engineers who will have to work with our code. It goes on to discuss code contracts and how thinking carefully about these can prevent bugs.

    


    	
      Chapter 4 discusses errors and why thinking carefully about how to signal and handle them is a vital part of writing good code.

    

  


  Part 2, “In practice,” covers the first five pillars of code quality (established in chapter 1) in a more practical way with specific techniques and examples.


  
    	
      Chapter 5 covers making code readable, which ensures that other engineers will be able to make sense of it.

    


    	
      Chapter 6 covers avoiding surprises, which minimizes the chance of bugs by ensuring that other engineers will not misinterpret what a piece of code does.

    


    	
      Chapter 7 covers making code hard to misuse, which minimizes the chance of bugs by making it difficult for engineers to accidentally produce code that is logically wrong or that violates assumptions.

    


    	
      Chapter 8 covers making code modular, a key technique that helps ensure code exhibits clean layers of abstraction, and that it will be adaptable to changing requirements.

    


    	
      Chapter 9 covers making code reusable and generalization. This makes adding new functionality or building new features easier and safer by preventing the need to reinvent the wheel.

    

  


  Part 3, “Unit testing,” introduces key principles and practices that go into writing effective unit tests.


  
    	
      Chapter 10 introduces a number of principles and higher level considerations that influence how we unit test code.

    


    	
      Chapter 11 builds on the principles in chapter 10 to provide a number of specific and practical suggestions for writing unit tests.

    

  


  The ideal way to read this book is cover to cover, because the ideas in earlier parts of the book lay the foundations for subsequent parts. But despite this, the topics in part 2 (and chapter 11) are typically quite self-contained, and each span only a few pages, so most will be useful even if read in isolation. This is deliberate, with the aim of providing an effective way to quickly explain an established best practice to another engineer. This is intended to be useful for any engineers wishing to explain a specific concept in a code review or while mentoring another engineer.


  
About the code


  The book is aimed at engineers who code in a statically typed, object-oriented programming language, such as one of the following: Java, C#, TypeScript, JavaScript (ECMAScript 2015 or later with a static type checker), C++, Swift, Kotlin, Dart 2, or similar. The concepts covered in this book are widely applicable whenever coding in a language like one of these.


  Different programming languages have different syntaxes and paradigms for expressing logic and code structure. But in order to provide code examples in this book, it’s necessary to standardize on some kind of syntax and set of paradigms. For this, the book uses a pseudocode that borrows ideas from a number of different languages. The aim with the pseudocode is to be explicit, clear, and easily recognizable to the greatest number of engineers. Please bear this utilitarian intent in mind; the book does not aim to suggest that any one language is better or worse than any other.


  Similarly, where there is a trade-off between being unambiguous and being succinct, the pseudocode examples tend to err on the side of being unambiguous. One example of this is the use of explicit variable types, as opposed to inferred types with a keyword like var. Another example is the use of if-statements to handle nulls, rather than the more succinct (but perhaps less familiar) null coalescing and null conditional operators (see appendix B). In real codebases (and outside of the context of a book) engineers may wish to place a greater emphasis on succinctness.


  
liveBook discussion forum


  Purchase of Good Code, Bad Code: Think Like a Software Engineer includes free access to a private web forum run by Manning Publications where you can make comments about the book, ask technical questions, and receive help from the author and from other users. To access the forum, go to https://livebook.manning.com/#!/book/good-code-bad-code/discussion. You can also learn more about Manning's forums and the rules of conduct at https://livebook.manning.com/#!/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.


  
How to use the advice in this book


  While reading any book or article about software engineering, it’s always worth remembering that it’s a subjective topic and that the solutions to real-world problems are rarely clear-cut. In my experience, the best engineers approach everything they read with a healthy amount of skepticism and a desire to understand the fundamental thinking behind it. Opinions differ and evolve, and the tools and programming languages available are constantly improving. Understanding the reasons behind a particular piece of advice, its context, and its limits are essential for knowing when to apply it and when to ignore it.


  This book aims to collect a number of useful topics and techniques to help guide engineers toward writing better code. Even though it’s probably wise to consider these things, nothing in this book should be considered infallible or applied as a hard-and-fast rule that can never be broken. Good judgment is an essential ingredient of good engineering.


  
Further reading


  This book aims to be a stepping stone into the world of coding as a software engineer. It should give the reader a broad idea of ways to think about code, things that can be problematic, and techniques for avoiding these problems. But the journey shouldn’t end here; software engineering is a huge and ever evolving subject area, and it’s highly advisable to read broadly and to keep up-to date with things. In addition to reading articles and blogs, some books on the subject that readers may find useful are as follows:


  
    	
      Refactoring: Improving the Design of Existing Code, second edition, Martin Fowler (Addison-Wesley, 2019)

    


    	
      Clean Code: A Handbook of Agile Software Craftsmanship, Robert C. Martin (Prentice Hall, 2008)

    


    	
      Code Complete: A Practical Handbook of Software Construction, second edition, Steve McConnell (Microsoft Press, 2004)

    


    	
      The Pragmatic Programmer: Your Journey to Mastery, 20th anniversary, second edition, David Thomas and Andrew Hunt (Addison-Wesley 2019)

    


    	
      Design Patterns: Elements of Reusable Object-Oriented Software, Erich Gamma, Richard Helm, Ralph Johnson, and John Vlissides (Addison-Wesley, 1994)

    


    	
      Effective Java, third edition, Joshua Bloch (Addison-Wesley, 2017)

    


    	
      Unit Testing: Principles, Practices and Patterns, Vladimir Khorikov (Manning Publications, 2020)

    

  


  
about the author


  Tom Long is a software engineer at Google. He works as a tech lead, and among other tasks, regularly mentors new software engineers in professional coding best practices.


  


  
about the cover illustration


  The figure on the cover of Good Code, Bad Code is captioned “Homme Zantiote,” or a man from the island of Zakynthos in Greece. The illustration is taken from a collection of dress costumes from various countries by Jacques Grasset de Saint-Sauveur (1757-1810), titled Costumes de Différents Pays, published in France in 1797. Each illustration is finely drawn and colored by hand. The rich variety of Grasset de Saint-Sauveur’s collection reminds us vividly of how culturally apart the world’s towns and regions were just 200 years ago. Isolated from each other, people spoke different dialects and languages. In the streets or in the countryside, it was easy to identify where they lived and what their trade or station in life was just by their dress.


  The way we dress has changed since then and the diversity by region, so rich at the time, has faded away. It is now hard to tell apart the inhabitants of different continents, let alone different towns, regions, or countries. Perhaps we have traded cultural diversity for a more varied personal life—certainly for a more varied and fast-paced technological life.


  At a time when it is hard to tell one computer book from another, Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional life of two centuries ago, brought back to life by Grasset de Saint-Sauveur’s pictures.


  
    
Part 1 In theory

  


  The world of software engineering is full of advice and opinions on how best to write code. But life is rarely as simple as just absorbing as many of these as possible and then following them religiously. For a start, different pieces of advice from different sources can often contradict one another, so how do we know which one to follow? But more to the point: software engineering is not an exact science, and it can’t be distilled down to a set of infallible rules (however hard we might try). Every project is different, and there are nearly always trade-offs to consider.


  In order to write good code, we need to apply a sound sense of judgment to the scenario at hand and be able to think through the consequences (good and bad) of a particular way of doing something. For this, we need to understand the fundamentals: What are we actually trying to achieve when we write code? And what are the high-level considerations that help us get there? Part 1 aims to provide a solid grounding in these more theoretical aspects of writing good code.


  
    
1 Code quality

  


  This chapter covers


  
    	
The reason code quality matters


    	
The four goals that high-quality code aims to achieve


    	
The six high-level strategies we can use to ensure code is of a high-quality


    	
How writing high-quality code actually saves time and effort in the medium to long term

  


  You’ve probably used hundreds, maybe even thousands of different pieces of software in the past year. Every program installed on your computer, every app on your phone, and every self-service checkout you’ve had the pleasure of contending with—we interact with software a lot.


  There are also many pieces of software that we depend on without even necessarily realizing it. We trust our bank, for example, to have a well-behaved backend system that isn’t going to unexpectedly transfer the contents of our bank account to someone else, or suddenly decide that we’re in millions of dollars of debt.


  Sometimes we encounter pieces of software that are an absolute delight to use; they do exactly what we want, contain very few bugs, and are easy to use. But other times we encounter pieces of software that are absolutely horrible to use. They are full of bugs, crash all the time, and are unintuitive.


  Some pieces of software are obviously less critical than others; an app on our phone containing a bug is probably annoying but not the end of the world. A bug in a bank’s backend system, on the other hand, has the potential to ruin lives. Even issues in pieces of software that don’t seem critical can ruin businesses. If users find a piece of software annoying or difficult to use, then there’s a good chance that they will switch to an alternative.


  Higher quality code tends to produce software that is more reliable, easier to maintain, and less buggy. Many of the principles around increasing code quality are concerned not just with ensuring that software is initially this way, but that it stays this way throughout its lifetime as requirements evolve and new scenarios emerge. Figure 1.1 illustrates some of the ways in which code quality can affect the quality of the software.
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  Figure 1.1 High-quality code maximizes the chance that the software will be reliable, maintainable, and meet its requirements. Low-quality code tends to do the opposite.


  Good code is obviously not the only ingredient that goes into making good software, but it is one of the main ones. We can have the best product and marketing teams in the world, deploy on the best platforms, and build with the best frameworks, but at the end of the day everything a piece of software does happens because someone wrote a piece of code to make it happen.


  The everyday decisions engineers make when writing code can seem small in isolation and sometimes insignificant, but they collectively determine whether a piece of software will be good or bad. If code contains bugs, is misconfigured, or doesn’t handle error cases properly, then software built from it will likely be buggy and unstable and probably not do its job properly.


  This chapter identifies four goals that high-quality code should aim to achieve. This is then expanded into six high-level strategies we can employ in our everyday work to ensure the code we write is of high quality. Later chapters in this book explore these strategies in increasing levels of detail, with many worked examples using pseudocode.


  
1.1 How code becomes software


  Before we delve into talking about code quality, it’s worth briefly discussing how code becomes software. If you already have familiarity with the software development and deployment process, then feel free to skip to section 1.2. If you’re someone who knows how to code but you’ve never worked in a software engineering role before, then this section should give you a good high-level overview.


  Software is made from code; that much is obvious and doesn’t really need stating. What can be less obvious (unless you already have experience as a software engineer) is the process by which code becomes software running in the wild (in the hands of users, or performing business-related tasks).


  Code generally doesn’t become software running in the wild the moment an engineer writes it. There are usually various processes and checks in place to try and ensure that the code does what it’s meant to and doesn’t break anything. These are often referred to as the software development and deployment process.


  We don’t need detailed knowledge of this process for this book to make sense, but it’ll help to at least know the high-level outline of it. To start, it’s useful to introduce a few pieces of terminology:


  
    	
      Codebase —The repository of code from which pieces of software can be built. This will typically be managed by a version control system such as git, subversion, perforce, etc.

    


    	
      Submitting code —Sometimes called “committing code” or “merging a pull request,” a programmer will typically make changes to the code in a local copy of the codebase. Once they are happy with the change they will submit it to the main codebase. Note: in some setups, a designated maintainer has to pull the changes into the codebase rather than the author submitting them.

    


    	
      Code review —Many organizations require code to be reviewed by another engineer before it can be submitted to the codebase. This is a bit like having code proofread; a second pair of eyes will often spot issues the author of the code missed.

    


    	
      Pre-submit checks —Sometimes called “pre-merge hooks,” “pre-merge checks,” or “pre-commit checks,” these will block a change from being submitted to the codebase if tests fail or if the code does not compile.

    


    	
      A release —A piece of software is built from a snapshot of the codebase. After various quality assurance checks, this is then released into the wild. You will often hear the phrase “cutting a release” to refer to the process of taking a certain revision of the codebase and making a release from it.

    


    	
      Production —This is the proper term for in the wild when software is deployed to a server or a system (rather than shipped to customers). Once software is released and performing business-related tasks it is said to be running in production.

    

  


  There are many variations on the process of how code becomes software running in the wild, but the key steps in the processes are usually the following:


  
    	
      An engineer will work on a local copy of the codebase to make changes.

    


    	
      Once they are happy, they will send these changes for a code review.

    


    	
      Another engineer will review the code and possibly suggest alterations.

    


    	
      Once both the author and the reviewer are happy, the code will be submitted to the codebase.

    


    	
      Releases will be periodically cut from the codebase. The frequency of this can vary between different organizations and teams (from the order of every few minutes to the order of every few months).

    


    	
      Any tests failing or the code not compiling will either block code from being submitted to the codebase or block the code from being released.

    

  


  Figure 1.2 provides an outline of a typical software development and deployment process. Different companies and teams all have their own variations on this process, and the level to which parts of the process are automated can vary enormously.


  It’s worth noting that software development and deployment processes are enormous topics in their own right; many entire books have been written about them. There are also many different frameworks and ideologies around them, and it’s well worth reading more about it if you’re interested. This book is not primarily about these topics, so we won’t cover them in any more detail than we just did. All you need to know for this book is the rough idea of how code becomes software.
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  Figure 1.2 A simplified diagram of a typical software development and deployment process. The exact steps and the level of automation can vary greatly between different organizations and teams.


  
1.2 The goals of code quality


  If we’re buying a car, quality would probably be one of our primary considerations. We want a car that


  
    	
      is safe,

    


    	
      actually works,

    


    	
      doesn’t break down, and

    


    	
      behaves predictably: when we hit the brake pedal, the car should slow down.

    

  


  If we ask someone what makes a car high quality, one of the most likely answers we’ll get is that it’s well built. This means that the car was well designed, that it was tested for safety and reliability before being put into production, and that it was assembled correctly. Making software is much the same: to create high-quality software, we need to ensure that it’s well built. This is what code quality is all about.


  The words “code quality” can sometimes stir up connotations of nit-picky advice about trivial and unimportant things. You’ll no doubt come across this from time to time, but it’s not actually what code quality is about. Code quality is very much grounded in practical concerns. It can sometimes be concerned with small details and sometimes big details, but the aim is the same: creating better software.


  Despite this, code quality can still be a bit of a hard concept to put our finger on. Sometimes we might see particular code and think, “Yuck” or “Wow, that looks hacky,” and other times we might stumble across code and think, “This is excellent.” It’s not always obvious why code invokes these kinds of reactions, and it can sometimes just be a gut reaction with no real justification.


  Defining code as being high quality or low quality is an inherently subjective and somewhat judgmental thing. To try to be a bit more objective about it; I personally find it useful to step back and think about what I’m really trying to achieve when I write code. Code that helps me achieve these things is high quality in my mind, and code that hinders these things is low quality.


  There are four high-level goals that I aim to achieve when writing code:


  
    	
      It should work.

    


    	
      It should keep working.

    


    	
      It should be adaptable to changing requirements.

    


    	
      It should not reinvent the wheel.

    

  


  The next few subsections explain these four goals in more detail.


  
1.2.1 Code should work


  This one is so obvious it probably doesn’t need stating, but I’ll go ahead and say it anyway. When we write code, we are trying to solve a problem, such as implementing a feature, fixing a bug, or performing a task. The primary aim of our code is that it should work; it should solve the problem that we intend it to solve. This also implies that the code is bug free, because the presence of bugs will likely prevent it from working properly and fully solving the problem.


  When defining what code “working” means, we need to capture all the requirements. For example, if the problem we are solving is particularly sensitive to performance (such as latency or CPU usage), then ensuring that our code is adequately performant comes under “code should work,” because it’s part of the requirements. The same applies to other important considerations such as user privacy and security.


  
1.2.2 Code should keep working


  Code working can be a very transient thing; it might work today, but how do we make sure that it will still work tomorrow, or in a year’s time? This might seem like an odd thing to worry about; why would code suddenly stop working? The point is that code does not live in isolation, and if we’re not careful it can easily break as things around it change.


  
    	
      Code likely depends on other code that will get modified, updated, and changed.

    


    	
      Any new functionality required may mean that modifications are required to the code.

    


    	
      The problem we’re trying to solve might evolve over time: consumer preferences, business needs, and technology considerations can all change.

    

  


  Code that works today but breaks tomorrow when one of these things changes is not very useful. It’s often easy to create code that works but a lot harder to create code that keeps working. Ensuring that code keeps working is one of the biggest considerations that software engineers face and is something that needs to be considered at all stages of coding. Considering it as an afterthought or assuming that just adding some tests later on will achieve this are often not effective approaches.


  
1.2.3 Code should be adaptable to changing requirements


  It’s quite rare that a piece of code is written once and then never modified again. Continued development on a piece of software can span several months, usually several years, and sometimes even decades. Throughout this process requirements change:


  
    	
      Business realities shift.

    


    	
      Consumer preferences change.

    


    	
      Assumptions get invalidated.

    


    	
      New features are continually added.

    

  


  Deciding how much effort to put into making code adaptable can be a tricky balancing act. On the one hand, we pretty much know that the requirements for a piece of software will evolve over time (it’s extremely rare that they don’t). But on the other hand, we often have no certainty about exactly how they will evolve. It’s impossible to make perfectly accurate predictions about how a piece of code or software will change over time. But just because we don’t know exactly how something will evolve doesn’t mean that we should completely ignore the fact that it will evolve. To illustrate this, let’s consider two extreme scenarios:


  
    	
      Scenario A —We try to predict exactly how the requirements might evolve in the future and engineer our code to support all these potential changes. We will likely spend days or weeks mapping out all the ways that we think the code and software might evolve. We’ll then have to carefully deliberate every minutiae of the code we write to ensure that it supports all these potential future requirements. This will slow us down enormously; a piece of software that might have taken three months to complete could now take a year or more. And at the end, it will probably have been a waste of time because a competitor will have beat us to market by several months, and our predictions about the future will probably turn out to be wrong anyway.

    


    	
      Scenario B —We completely ignore the fact that the requirements might evolve. We write code to exactly meet the requirements as they are now and put no effort into making any of the code adaptable. Brittle assumptions get baked in all over the place, and solutions to subproblems are all bundled together into large inseparable chunks of code. We get the first version of the software launched within three months, but the feedback from the initial set of users makes it clear that we need to modify some of the features and add new ones if we want the software to be successful. The changes to the requirements are not massive, but because we didn’t consider adaptability when writing the code, our only option is to throw everything away and start again. We then have to spend another three months rewriting the software, and if the requirements change again, we’ll have to spend another three months rewriting it again after that. By the time we’ve created a piece of software that meets the users’ needs, a competitor has once again beaten us to it.

    

  


  Scenario A and scenario B represent two opposing extremes. The outcome in both scenarios is quite bad, and neither is an effective way to create software. Instead, we need to find an approach somewhere in the middle of these two extremes. There’s no single answer for which point on the spectrum between scenario A and scenario B is optimal. It will depend on the kind of project we’re working on and on the culture of the organization we work for.


  Luckily, there are some generally applicable techniques we can adopt to ensure that code is adaptable without having to know exactly how it might be adapted in the future. We’ll cover many of these techniques in this book.


  
1.2.4 Code should not reinvent the wheel


  When we write code to solve a problem, we generally take a big problem and break it down into multiple smaller subproblems. For example, if we were writing code to load an image file, turn it into a grayscale image, and then save it again, the subproblems we need to solve are as follows:


  
    	
      Load some bytes of data from a file.

    


    	
      Parse the bytes of data into an image format.

    


    	
      Transform the image to grayscale.

    


    	
      Convert the image back into bytes.

    


    	
      Save those bytes back to the file.

    

  


  Many of these problems have already been solved by others; for example, loading some bytes from a file is likely something that the programming language has built-in support for. We wouldn’t write our own code to do low-level communication with the file system. Similarly there is probably an existing library we can pull in to parse the bytes into an image.


  If we do write our own code to do low-level communication with the file system or to parse some bytes into an image, then we are effectively reinventing the wheel. There are several reasons it’s best to make use of an existing solution over reinventing it:


  
    	
      It saves time and effort —If we made use of the built-in support for loading a file, it’d probably take only a few lines of code and a few minutes of our time. In contrast, writing our own code to do this would likely require reading numerous standards documents about file systems and writing many thousands of lines of code. It would probably take us many days if not weeks.

    


    	
      It decreases the chance of bugs —If there is existing code somewhere to solve a given problem, then it should already have been thoroughly tested. It’s also likely that it’s already being used in the wild, so the chance of the code containing bugs is lowered, because if there were any, they’ve likely been discovered and fixed already.

    


    	
      It utilizes existing expertise —The team maintaining the code that parses some bytes into an image are likely experts on image encoding. If a new version of JPEG-encoding comes out, then they’ll likely know about it and update their code. By reusing their code we benefit from their expertise and future updates.

    


    	
      It makes code easier to understand —If there is a standardized way of doing something, then there’s a reasonable chance that another engineer will have seen it before. Most engineers have probably had to read a file at some point and will instantly recognize the built-in way of doing that and understand how it functions. If we write our own custom logic for doing this, then other engineers will not be familiar with it and won’t instantly know how it functions.

    

  


  The concept of not reinventing the wheel applies in both directions. If another engineer has already written code to solve a subproblem, then we should call their code rather than writing our own to solve it. But similarly, if we write code to solve a subproblem, then we should structure our code in a way that makes it easy for other engineers to reuse so that they don’t need to reinvent the wheel.


  The same classes of subproblems often crop up again and again, so the benefits of sharing code between different engineers and teams are often realized very quickly.


  
1.3 The pillars of code quality


  The four goals we just looked at help us focus on what we’re fundamentally trying to achieve, but they don’t provide particularly specific advice about what to do in our everyday coding. It’s useful to try to identify more specific strategies that will help us write code that meets these goals. This book will be centered around six such strategies, which I’ll refer to (in an overly grand way) as “the six pillars of code quality.” We’ll start with a high-level description of each pillar, but later chapters will provide specific examples that show how to apply these in our everyday coding.


  The six pillars of code quality:


  
    	
      Make code readable.

    


    	
      Avoid surprises.

    


    	
      Make code hard to misuse.

    


    	
      Make code modular.

    


    	
      Make code reusable and generalizable.

    


    	
      Make code testable and test it properly.

    

  


  
1.3.1 Make code readable


  Consider the following passage of text. It’s deliberately hard to read, so don’t waste too much time deciphering it. Skim read and absorb what you can:


  Take a bowl; we’ll now refer to this as A. Take a saucepan; we’ll now refer to this as B. Fill B with water and place on the hob. Take A and place butter and chocolate into it, 100 grams of the former, 185 grams of the latter. It should be 70% dark chocolate. Place A on top of B; leave it there until the contents of A have melted, then take A off of B. Take another bowl; we’ll now refer to this as C. Take C and place eggs, sugar, and vanilla essence in it, 2 of the first, and 185 grams of the second, and half a teaspoon of the third. Mix the contents of C. Once the contents of A have cooled, add the contents of A to C and mix. Take a bowl; we’ll refer to this as D. Take D and place flour, cocoa powder, and salt in it, 50 grams of the first, 35 grams of the second, and half a teaspoon of the third. Mix the contents of D thoroughly and then sieve into C. Mix contents of D just enough to fully combine them. We’re making chocolate brownies by the way; did I forget to mention that? Take D and add 70 grams of chocolate chips, mix contents of D just enough to combine. Take a baking tin; we will refer to this as E. Grease and line E with baking paper. Place the contents of D into E. We will refer to your oven as F. You should have preheated F to 160°C by the way. Place E into F for 20 minutes, then remove E from F. Allow E to cool for several hours.


  Now some questions:


  
    	
      What is the passage of text about?

    


    	
      What will we end up with after following all the instructions?

    


    	
      What ingredients, and how much of them, do we need?

    

  


  We can find the answer to all these questions in the passage of text, but it’s not easy; the text has poor readability. There are several issues that make the text less readable, including the following:


  
    	
      There is no title, so we have to read the whole passage just to figure out what it is about.

    


    	
      The passage is not nicely presented as a series of steps (or subproblems); it is instead presented as one big wall of text.

    


    	
      Things are referred to with unhelpfully vague names, like “A” instead of “the bowl with melted butter and chocolate.”

    


    	
      Pieces of information are placed far away from where they’re needed: ingredients and their quantities are separated, and the important instruction that the oven needs preheating is only mentioned at the end.

    

  


  (In case you got fed up and stopped reading the passage of text, it’s a recipe for chocolate brownies. There is a more readable version in appendix A in case you actually want to make them.)


  Reading a piece of badly written code and trying to figure things out is not dissimilar from the experience we just had of reading the brownie recipe. In particular, we might struggle to understand the following things about the code:


  
    	
      What it does

    


    	
      How it does it

    


    	
      What ingredients it needs (inputs or state)

    


    	
      What we’ll get after running that piece of code

    

  


  At some point, another engineer will most likely need to read our code and understand it. If our code has to undergo a code review before being submitted, then this will happen almost immediately. But even ignoring the code review, at some point someone will find themselves looking at our code and trying to figure out what it does. This can happen when requirements change or the code needs debugging.


  If our code has poor readability, other engineers will have to spend a lot of time trying to decipher it. There is also a high chance that they might misinterpret what it does or miss some important details. If this happens, then it’s less likely that bugs will be spotted during code review, and it’s more likely that new bugs will be introduced when someone else has to modify our code to add new functionality. Everything a piece of software does happens because of some code that makes it happen. If engineers can’t understand what that code does, then it becomes almost impossible to make sure the software as a whole will do its job properly. Just like with a recipe, code needs to be readable.


  In chapter 2, we’ll see how defining the right layers of abstraction can help with this. And in chapter 5 we’ll cover a number of specific techniques for making code more readable.


  
1.3.2 Avoid surprises


  Being given a gift on your birthday or winning the lottery are both examples of nice surprises. When we’re trying to get a specific task done, however, surprises are usually a bad thing.


  Imagine you’re hungry, so you decide to order some pizza. You get your phone out, find the number for the pizza restaurant, and hit dial. The line is silent for a weirdly long period of time but eventually connects and the voice on the other end asks you what you want.


  “One large margherita for delivery please.”


  “Uh okay, what’s your address?”


  Half an hour later your order is delivered, you open the bag to find the following (figure 1.3).
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  Figure 1.3 If you think you’re talking to a pizza restaurant, when you’re in fact talking to a Mexican restaurant, your order may still make sense, but you’ll get a surprise when it’s delivered.


  Wow, that’s surprising. Obviously someone has mistaken “margherita” (a type of pizza) for “margarita” (a type of cocktail), but that’s kind of weird because the pizza restaurant doesn’t serve cocktails.


  It turns out that the custom dialer app you use on your phone has added a new “clever” feature. The developers of it observed that when users call a restaurant and find the line busy, 80% of them will immediately call a different restaurant, so they created a handy, time-saving feature: when you call a number that the dialer recognizes as a restaurant and the line is busy, it seamlessly dials the next restaurant number in your phone instead.


  In this case that happened to be your favorite Mexican restaurant rather than the pizza restaurant you thought you were calling. The Mexican restaurant most definitely does serve margarita cocktails but not pizzas. The developers of the app had good intentions and thought they were making users’ lives easier, but they created a system that does something surprising. We rely on our mental model of a phone call to determine what is happening based on what we hear. Importantly, if we hear a voice answer, then our mental model tells us we’ve been connected to the number we dialed.


  The new feature in the dialer app modifies the behavior outside of what we would expect; it breaks our mental model’s assumption that if a voice answers we have been connected to the number we dialed. It could well be a useful feature, but because its behavior is outside of a normal person’s mental model, it needs to make explicit what is happening, like having an audio message that tells us that the number we called is busy and asking us if we’d like to be connected to another restaurant instead.


  The dialer app is analogous to a piece of code. Another engineer using our code will use cues such as names, data types, and common conventions to build a mental model about what they expect our code to take as input, what it will do, and what it will return. If our code does something outside of this mental model, then it can very often lead to bugs creeping into a piece of software.


  In the example of calling the pizza restaurant, it seemed like everything was working even after the unexpected happened: you ordered a margherita and the restaurant was happy to oblige. It was only much later, after it was too late to rectify, that you discovered you had inadvertently ordered a cocktail instead of food. This is analogous to what often happens in software systems when some code does something surprising: because the caller of the code doesn’t know to expect it, they carry on unaware. It will often look like things are fine for a bit, but then later things will go horribly wrong when the program finds itself in an invalid state or a weird value is returned to a user.


  Even with the best of intentions, writing code that does something helpful or clever can run the risk of causing surprises. If code does something surprising, then the engineer using that code will not know or think to handle that scenario. Often this will cause a system to limp on until some weird behavior manifests far away from the code in question. This might cause a mildly annoying bug, but it might also cause a catastrophic problem that corrupts some important data. We should be wary of causing surprises in our code and try to avoid them if we can.


  In chapter 3, we’ll see how thinking about code contracts is a fundamental technique that can help with this. Chapter 4 covers errors, which can be a cause of surprises if not signaled or handled appropriately. And chapter 6 looks at a number of more specific techniques for avoiding surprises.


  
1.3.3 Make code hard to misuse


  If we look at the back of a TV, it will probably look something like figure 1.4. It will have a bunch of different sockets that we can plug cables into. Importantly, the sockets will have different shapes; the manufacturer of the TV has made it impossible to plug the power cord into the HDMI socket.
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  Figure 1.4 The sockets on the back of a TV are deliberately different shapes to make it hard to plug the wrong cables into the wrong holes.


  Imagine if the manufacturer had not done this and had instead made every socket the same shape. How many people do you think might accidentally end up plugging cables into the wrong sockets as they are fumbling around at the back of their TV? If someone plugged the HDMI cable into the power socket, then stuff would probably not work. That would be annoying but not too catastrophic. If someone plugged the power cable into the HDMI socket though, that might literally cause things to blow up.


  Code we write is often called by other code and is a bit like the back of a TV. We expect that other code to “plug” certain things in, like input arguments or placing the system in a certain state before calling. If the wrong things get plugged into our code, then things might blow up; the system crashes, a database gets permanently corrupted, or some important data gets lost. Even if things don’t blow up there’s a good chance that the code is not going to work. There was a reason our code got called, and the incorrect stuff being plugged in might mean that an important task doesn’t get performed or some weird behavior happens but goes unnoticed.


  We can maximize the chance that code works and stays working by making things hard or impossible to misuse. There are numerous practical ways of doing this. Chapter 3 covers code contracts, which (similarly to avoiding surprises) is a fundamental technique that can help make code hard to misuse. Chapter 7 covers a number of more specific techniques for making code hard to misuse.


  
1.3.4 Make code modular


  Modularity means that an object or system is composed of smaller components that can be independently exchanged or replaced. To demonstrate this, as well as the benefits of modularity, consider the two toys in figure 1.5.


  The toy on the left is highly modular. The head, arms, hands, and legs can all be easily and independently exchanged or replaced without affecting other parts of the toy. The toy on the right, conversely, is highly non-modular. There is no easy way to exchange or replace the head, arms, hands, or legs.
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  Figure 1.5 A modular toy can be easily reconfigured. A toy that has been stitched together is extremely hard to reconfigure.


  One of the key features of a modular system (such as the toy on the left) is that the different components have well-defined interfaces, with as few points of interaction as possible. If we consider a hand as a component, then with the toy on the left there is a single point of interaction with a simple interface: a single peg and a single hole that it fits into. The toy on the right has an incredibly complex interface between a hand and the rest of the toy: 20-plus loops of thread on the hand and the arm interwoven into one another.


  Now imagine that our job is maintaining these toys, and one day our manager tells us that there is a new requirement that the hands now need to have fingers. Which toy/system would we rather be working with?


  With the toy on the left, we could manufacture a new design of the hand and then very easily exchange it with the existing ones. If our manager then changed their mind two weeks later, we’d have no trouble returning the toy to its previous configuration.


  With the toy on the right, we’d probably have to get the scissors out, cut 20-plus strands of thread, and then stitch new hands directly onto the toy. We’d likely damage the toy in the process, and if our manager did change their mind two weeks later, we’d have a similarly laborious process to return the toy to the previous configuration.


  Software systems and codebases are very much analogous to these toys. It’s often beneficial to break a piece of code down into self-contained modules, where interactions between two adjacent modules happen in a single place and use a well-defined interface. This helps ensure that the code will be easier to adapt to changing requirements, because changes to one piece of functionality don’t require lots of changes all over the place.


  Modular systems are also generally easier to comprehend and reason about, because functionality is broken into manageable chunks and the interactions between the chunks of functionality are well defined and documented. This increases the chance that code will work in the first place and keep working in the future, because it’s less likely that engineers will misunderstand what the code does.


  In chapter 2, we’ll see how creating clean layers of abstraction is a fundamental technique that can guide us toward more modular code. And in chapter 8, we’ll look at a number of specific techniques for making code more modular.


  
1.3.5 Make code reusable and generalizable


  Reusability and generalizability are two similar but slightly different concepts:


  
    	
      Reusability means that something can be used to solve the same problem but in multiple scenarios. A hand drill is reusable because it can be used to drill holes in walls, in floor boards, and in ceilings. The problem is the same (a hole needs drilling), but the scenario is different (drilling into a wall versus into the floor versus into the ceiling).

    


    	
      Generalizability means something can be used to solve multiple conceptually similar problems that are subtly different. A hand drill is also generalizable, because as well as being used to drill holes, it can also be used to drive screws into things. The drill manufacturer recognized that rotating something is a general problem that applies to both drilling holes and driving screws, so they created a tool that generalizes to solve both problems.

    

  


  In the case of the drill, we can immediately recognize the benefits of this. Imagine if we needed four different tools:


  
    	
      A drill that only worked while being held level, meaning it was only useful for drilling into walls.

    


    	
      A drill that only worked while being pointed down at a 90° angle, meaning it was only useful for drilling into the floor.

    


    	
      A drill that only worked while being pointed up at a 90° angle, meaning it was only useful for drilling into the ceiling.

    


    	
      An electric screwdriver for driving screws into things.

    

  


  We’d have spent a lot more money acquiring this collection of four tools, we’d have to carry more stuff around with us, and we’d have to charge four times as many batteries—it’s just wasteful. Thankfully someone created a drill that is both reusable and generalizable, and we only need one to do all these different jobs. There are no prizes for guessing that the hand drill here is yet another analogy for code.


  Code takes time and effort to create, and once it’s created it also takes ongoing time and effort to maintain. Creating code is also not without risks: however careful we are, some amount of the code we write will contain bugs, and the more of it we write, the more bugs we’re likely to have. The point here is that the fewer lines of code we have in a codebase, the better. It might seem weird to say this when our job seems to involve being paid to write code, but really we’re being paid to solve a problem, and code is just a means to that end. If we can solve that problem while exerting less effort and also reduce the chance that we’re inadvertently creating other problems by introducing bugs, then great.


  Making code reusable and generalizable allows us (and others) to use it in multiple places throughout a codebase, in more than one scenario, and to solve more than one problem. It saves time and effort and makes our code more reliable because we’ll often be reusing logic that has already been tried and tested in the wild, meaning any bugs have likely already been discovered and fixed.


  Code that is more modular also tends to be more reusable and generalizable. The chapters relating to modularity go hand-in-hand with the topic of reusability and generalizability. In addition, chapter 9 covers a number of techniques and considerations specific to making code more reusable and generalizable.


  
1.3.6 Make code testable and test it properly


  As we saw earlier in the software development and deployment diagram (figure 1.2), tests are a vital part of the process of ensuring that bugs and broken functionality do not end up running in the wild. They’re often the main defense at two of the key points in the process (figure 1.6):


  
    	
      Preventing buggy or broken functionality from being submitted to the code- base

    


    	
      Ensuring that a release with bugs or broken functionality is blocked and doesn’t end up in the wild

    

  


  Tests are therefore an essential part of ensuring that code works and that it keeps working.
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  Figure 1.6 Tests are vital for minimizing the chance that bugs and broken functionality enter the codebase and for ensuring they are not released into the wild if they do.


  It’s hard to overstate just how important testing is in software development. You’ve no doubt heard this multiple times before, and it becomes easy to start dismissing it as just another platitude, but it really is important. As we’ll see at multiple points throughout the book,


  
    	
      software systems and codebases tend to be too big and complicated for a single person to know every minute detail about them, and

    


    	
      people (even exceptionally clever engineers) make mistakes.

    

  


  These are more or less facts of life, and unless we lock the functionality of our code in with tests, then these have a habit of ganging up on us (and our code).


  The title of this pillar of code quality contains two important concepts: “make code testable” and “test it properly.” Testing and testability are related, but have different considerations:


  
    	
      Testing—As the name suggests, this relates to testing our code or the software as a whole. Testing can be manual or automated. As engineers, we will usually strive to make our testing automated by writing test code that exercises the “real” code and checks that everything behaves as it should. There are different levels of testing. Three of the most common you will probably work with are as follows. (Please note that this is not an exhaustive list; there are many ways of categorizing tests, and different organizations often use different nomenclatures.)

    


    	
      
        	
          Unit tests—These usually test small units of code such as individual functions or classes. Unit testing is the level of testing engineers tend to work with most often in their everyday coding. This is the only level of testing this book will cover in any detail.

        


        	
          Integration tests—A system is usually built up of multiple components, modules, or subsystems. The process of linking these components and subsystems together is known as integration. Integration tests try to ensure that these integrations work and stay working.

        


        	
          End-to-end (E2E) tests—These test typical journeys (or workflows) through a whole software system from start to finish. If the software in question were an online shopping store, then an example of an E2E test might be one that automatically drives a web browser to ensure that a user can go through the workflow of completing a purchase.

        

      

    


    	
      Testability—This refers to the “real” code (as opposed to the test code) and describes how well that code lends itself to being tested. The concept of something being testable can also apply at the subsystem or system level. Testability is often highly related to modularity, with more modular code (or systems) being more testable. Imagine a car manufacturer is developing an emergency pedestrian braking system. If the system is not very modular, then the only way to test it might be to install it in a real car, drive the car at a real pedestrian, and check that the car automatically comes to a stop. If this is the case, then the number of scenarios that the system can be tested in is limited, because the cost of each test is so high: building an entire car, renting a test track, and putting a real person at risk as they pretend to be a pedestrian in the road. The emergency braking system becomes a lot more testable if it’s a distinct module that can be run outside of a real car. It can now be tested by feeding it a prerecorded video of a pedestrian stepping out and then checking that the system outputs the correct signal intended for the braking system. It’s now very easy, cheap, and safe to test many thousands of different pedestrian scenarios.

    

  


  If code is not testable, then it can become impossible to test it properly. To ensure that the code we write is testable, it’s good to continually ask ourselves “How will we test this?” as we are writing the code. Therefore, testing should not be considered an afterthought: it’s an integral and fundamental part of writing code at all stages. Chapters 10 and 11 are all about testing, but because testing is so integral to writing code, we will find that it crops up in numerous places throughout this book.


  NOTE: Test-driven development Because testing is so integral to writing code, some engineers advocate that the tests should be written before the code. This is one of the practices championed by the test-driven development (TDD) process. We’ll discuss this more in chapter 10 (section 10.5).


  Software testing is a huge topic, and to be upfront about it, this book will not come close to doing it justice. In this book, we’ll cover some of the most important, and often overlooked, aspects of unit testing code because these are usually most useful in the course of everyday coding. But please be aware that by the end of this book we will only have scratched the surface of what there is to know about software testing.


  
1.4 Does writing high-quality code slow us down?


  The answer to this question is that in the very short term it might seem like writing high-quality code slows us down. Writing code that is high quality usually requires a little more thought and effort than just coding the first thing that comes into our heads. But if we’re writing anything more substantive than a small, run-once-then-throw-away utility, then writing high-quality code will usually speed up development times over the mid to long term.


  Imagine we are putting a shelf up at home. There is the “proper” way of doing this, and then there is the quick, “hacky” way of doing this:


  
    	
      The proper way —We attach brackets to the wall by drilling and screwing into something solid like the wall studs or masonry. We then mount the shelf on these brackets. Time taken: 30 minutes.

    


    	
      The hacky way —We buy some glue and glue the shelf to the wall. Time taken: 10 minutes.

    

  


  It seems like the hacky way of putting the shelf up can save us 20 minutes and also saves us the effort of getting the drill and screwdriver out. We chose the quick approach; now let’s consider what happens next.


  We glued the shelf to whatever the wall is surfaced with; this is most likely a layer of plaster. Plaster is not strong and can easily crack and come off in large chunks. As soon as we start using the shelf, the weight of items on it will likely cause the plaster to crack, and the shelf will fall and bring a large chunk of plaster with it. We now don’t have a working shelf and also need to replaster and redecorate the wall (a job that will take several hours, if not days). Even if by some miracle the shelf doesn’t fall down, we’ve created future problems for ourselves by putting it up the quick way. Imagine a couple of scenarios:


  
    	
      We realize that we haven’t put the shelf up quite level (a bug):

    


    	
      
        	
          For the bracketed shelf, we can just add a smaller spacer between the bracket and the shelf. Time taken: 5 minutes.

        


        	
          For the glued shelf, we need to rip it off the wall; this will then take a big chunk of plaster with it. We now need to replaster the wall and then put the shelf back up. Time taken: several hours, if not days.

        

      

    


    	
      We decide to redecorate the room (a new requirement):

    


    	
      
        	
          We can take the bracketed shelf down by taking the screws out. We redecorate the room and then put the shelf back up afterward. Time taken for shelf-related work: 15 minutes.

        


        	
          For the glued shelf, we either leave the shelf up and then run the risk of dripping paint on it and having untidy edges where we have to paint or wallpaper around it. Or we need to rip the shelf off the wall and deal with the fact that we’ll need to replaster. Our choice is between doing a shoddy redecorating job or spending several hours or days replastering the wall.
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ing, other engineers might slip up on it. This
can lead to bugs.
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detect when the code is broken, but there
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Unit testing practices
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robust, useful, and maintainable unit tests.
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