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Preface
      

      Seven years ago, in the midst of a global IT boom, programming shops of all shapes and sizes were racing like mad toward the
         next IPO, and the job market was hotter than ever. I had been pulled into the booming new media industry and was just starting
         my programming career, spending long days and nights hacking away at random pieces of code, configuring servers, uploading
         PHP scripts to a live production system, and generally acting like I knew my stuff.
      

      On a rainy September evening, working late again, my heart suddenly skipped a beat: What did I just do? Did I drop all the
         data from the production database? That’s what it looked like, and I was going to get canned. How could I get the data back?
         I had thought it was the test database. This couldn’t be happening to me! But it was.
      

      I didn’t get fired the next morning, largely because it turned out the customer didn’t care about the data I’d squashed. And
         it seemed everyone else was doing the same thing—it could have been any one of us, they said. I had learned a lesson, however,
         and that evening marked the beginning of my journey toward a more responsible, reliable way of developing software.
      

      A couple of years later, I was working for a large multinational consulting company, developing applications and backend systems
         for other large corporations. I’d learned a lot during my short career, thanks to all those late nights at the computer, and
         working on these kinds of systems was a good chance to sharpen my skills in practice. Again, I thought I knew my stuff well
         when I joined the ranks. And again, it turned out I didn’t know as much as I thought. I continued to learn something important
         almost every day.
      

      The most important discovery I made changed the way I thought about software development: Extreme Programming (XP) gave me
         a new perspective on the right way to develop software. What I saw in XP was a combination of the high productivity of my
         past hack-a-thons and a systematic, disciplined way to work. In addition to the fact that XP projects bring the development
         team closer to the customer, the single biggest idea that struck a chord with me was test-driven development (TDD). The simple
         idea of writing tests before the code demolished my concept of programming and unit-testing as separate activities.
      

      TDD wasn’t a walk in the park. Every now and then, I’d decide to write tests first. For a while, it would work; but after
         half an hour I’d find myself editing production code without a failing test. Over time, my ability to stick with the test-first
         programming improved, and I was able to go a whole day without falling back on my old habits. But then I stumbled across a
         piece of code that didn’t bend enough to my skills. I was coming to grips with how it should be done but didn’t yet have all
         the tricks up my sleeve. I didn’t know how to do it the smart way, and frequently I wasn’t determined enough to do it the
         hard way. It took several years to master all the tricks, learn all the tools, and get where I am now.
      

      I wrote this book so you don’t have to crawl over the same obstacles I did; you can use the book to guide your way more easily
         through these lessons. For me, catching the test-first bug has been the single most important influence on how I approach
         my work and see programming—just as getting into agile methods changed the way I think about software development.
      

      I hope you’ll catch the bug, too.
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About this Book
      

      Test-driven development was born in the hands and minds of software developers looking for a way to develop software better
         and faster. This book was written by one such software developer who wishes to make learning TDD easier. Because most of the
         problems encountered by developers new to TDD relate to overcoming technical hindrances, we’ve taken an extremely hands-on
         approach. Not only do we explain TDD through an extended hands-on example, but we also devote several chapters to showing
         you how to write unit tests for technology that’s generally considered difficult to test. First-hand experiences will be the
         biggest learning opportunities you’ll encounter, but this book can act as the catalyst that gets you past the steepest learning
         curve.
      

      
Audience
      

      This book is aimed at Java programmers of all experience levels who are looking to improve their productivity and the quality
         of the code they develop. Test-driven development lets you unleash your potential by offering a solid framework for building
         software reliably in small increments. Regardless of whether you’re creating a missile-control system or putting together
         the next YouTube, you can benefit from adopting TDD.
      

      Our second intended audience includes Java programmers who aren’t necessarily interested in TDD but who are looking for help
         in putting their code under test. Test-driven development is primarily a design and development technique; but writing unit
         tests is such an essential activity in TDD that this book will lend you a hand during pure test-writing, too—we cover a lot
         of (so-called) difficult-to-test technologies such as data-access code, concurrent programs, and user-interface code.
      

      Whether you’re simply looking to get the job done or have a larger goal of personal improvement in mind, we hope you’ll find
         this book helpful.
      

      
Roadmap
      

      You’re reading a book that covers a lot of ground. In order to structure the material, we’ve divided the book into three parts
         with distinct focuses. Part 1 introduces the book’s main topics—test-driven development and acceptance test-driven development—starting with the very basics.
      

      Chapter 1 begins with a problem statement—the challenges we need to overcome—and explains how TDD and acceptance TDD provide an effective
         solution in the form of test-first programming, evolutionary design, test automation, and merciless refactoring.
      

      Chapter 2 gets our hands dirty, extending our understanding of TDD through an in-depth example: a homegrown template engine we test-drive
         from scratch. Along the way, we discuss how to manage the tests we want to write in a test list and how to select the next
         test from that list.
      

      Chapter 3 finishes what chapter 2 started, continuing the development of the template engine through an extensive design change, starting with a spike—a learning
         experiment—and then proceeding to make the change to the template engine in a controlled, disciplined manner.
      

      Chapter 4 brings our perspective back to a higher level to explain the strategies in our toolkit, from selecting tests to making them
         pass. We also talk about essential testing concepts such as fixtures, test doubles, and the differences between state- and
         interaction-based testing. After giving some guidelines for creating testable designs, chapter 4 ends with an overview of a number of key test patterns and a section on working in a test-first manner with legacy code.
      

      Part 2 is about getting dirty again, demonstrating through working examples how we can apply TDD when working with a variety of
         technologies that are sometimes referred to as being “difficult to test-drive.” After part 2, you’ll know that folks who say that don’t know what they’re talking about!
      

      Chapter 5 starts our journey through the trenches of web development. We learn to test-drive request/response-style web layers using
         plain old Java Servlets and Spring Controllers, and we learn to test-drive the presentation layer built with JavaServer Pages
         and Apache Velocity templates. The chapter also contrasts these request/response examples with test-driving web applications
         using a component-based framework, Apache Wicket.
      

      Chapter 6 explains how to test-drive the data-access layer behind our web components. We’ll see examples of test-driving data-access
         objects based on raw JDBC code, the Spring Framework’s JdbcTemplate API, and the de facto object-relational mapping (ORM)
         tool, Hibernate. We’ll also discuss how to deal with the database in our unit tests and how to fill in the gaps with integration
         tests. Finally, we share a few tricks for dealing with the file system.
      

      Chapter 7 takes us to the land of the unknown: nondeterministic behavior. After first examining our options for faking time, we turn
         our attention to multithreading. We begin with a discussion of what we can and should test for, exploring topics such as thread
         safety, blocking operations, starting and stopping threads, and asynchronous execution. Our trip to the world of the unpredictable
         ends with a tour of the new synchronization objects from java.util.concurrent that were introduced in Java 5.
      

      Chapter 8 is about face—the face of Java Swing applications, that is. Again, we begin by figuring out what we should test for when
         test-driving UI code. Then, we look at three design patterns that make our test-driven lives easier, and we briefly introduce
         two open source tools—Jemmy and Abbot—for unit-testing Swing components. We finish chapter 8 (and part 2) with an extended example, test-driving the face and behavior for a custom Swing component.
      

      Part 3 is a change of tempo. We move from the concrete world of test-driving objects and classes into the fuzzier world of building
         whole systems in a test-first manner with acceptance TDD.
      

      Chapter 9 gets us going with an introduction to user stories for managing requirements, and to the essence of acceptance tests. Once
         we’re up to speed with the what, we focus on the how—the process of acceptance TDD and what it requires from the team. We also crystallize the benefits of and the reasons for
         developing software with acceptance TDD. The chapter ends with a discussion of what kinds of aspects our acceptance tests
         should specify about the system we’re building and an overview of some of the tools in our disposal.
      

      Chapter 10 makes acceptance TDD more concrete by taking a closer look at Fit, a popular acceptance-testing tool. Our Fit tutorial begins
         with a description of how the developer can use Fit to collaborate with the customer, first sketching acceptance tests in
         a tabular format and then touching them up into syntax recognized by Fit. We then see how to implement the backing code that
         glues our tabular tests into interaction with the system, first going through the three standard fixtures built into Fit and
         then looking at additional utilities provided by the FitLibrary, an extension to Fit. Finally, we learn to run our precious
         Fit tests from the command line and as part of an Apache Ant build.
      

      Chapter 11 expands our perspective by looking at a number of strategies for implementing our acceptance tests independent of the tools
         in use. After going through our options for connecting tests to the system we’re developing, we discuss the kinds of limitations
         and opportunities that technology puts in our way. We also share some tips for speeding up acceptance tests and keeping complexity
         in check.
      

      Chapter 12 ends part 3 as a black sheep of sorts—a chapter on ensuring the success of TDD adoption. We begin by exploring what ingredients should
         be in place for us to achieve lasting change, both for ourselves and for our peers. We then focus on resistance: how to recognize
         it and how to deal with it. Finally, we go through a long list of things in our toolbox that can facilitate the successful
         adoption we’re seeking.
      

      Because writing unit tests is so central to test-driven development, we’ve also provided three brief tutorials on some of
         the essential tools; you can use them as cheat sheets. Appendices A and B are for the JUnit unit-testing framework, illustrating
         the syntax for versions 4.3 and 3.8, respectively. Appendix C does the same for EasyMock, a dynamic mock-object framework we can use to generate smart test doubles.
      

      Test-driving code in the comfort of our favorite IDE is cool, but we need to make those tests part of our automated build.
         That’s why we’ve included appendix D: a brief tutorial for running JUnit tests with Apache Ant, the standard build tool for Java developers.
      

      
Code conventions
      

      The code examples presented in this book consist of Java source code as well as a host of markup languages and output listings.
         We present the longer pieces of code as listings with their own headers. Smaller bits of code are run inline with the text.
         In all cases, we present the code using a monospaced font, to differentiate it from the rest of the text. In part 2, we frequently refer from the text to elements in code listings. Such references are also presented using a monospaced font, to make them stand out from plain English. Many longer listings also have numbered annotations that we refer to in
         the text.
      

      
Code downloads
      

      The complete example code for the book can be downloaded from the Manning website page for this book, at http://www.manning.com/koskela. This includes the source code shown in the book as well as the omitted parts-everything you need to play and tinker with
         the code, taking it further from where we left off, or tearing it into pieces for a closer autopsy.
      

      The download includes a Maven 2 POM file and instructions for installing and using Maven (http://maven.apache.org) to compile and run the examples. Note that the download doesn’t include the various dependencies, and you need to have an
         Internet connection when running the Maven build for the first time—Maven will then download all the required dependencies
         from the Internet. After that, you’re free to disconnect and play with the examples offline.
      

      The code examples were written against Java 5, so you’ll need to have that installed in order to compile and run the examples.
         You can download a suitable Java environment from http://java.sun.com/javase. (To compile the code, you’ll need to download the JDK, not the JRE.)
      

      We seriously recommend installing a proper IDE as well. The example code comes in the form of an Eclipse project, so you may
         want to download and install the latest and greatest version of Eclipse (http://www.eclipse.org). Other mainstream tools such as IntelliJ IDEA (http://www.jetbrains.com/idea) and NetBeans (http://www.netbeans.org) should work fine, too—you’ll just need to configure the project yourself.
      

      
Online chapter
      

      There’s one hot topic that we don’t cover in the 12 chapters that made their way into the final manuscript: test-driving Enterprise
         JavaBeans. Instead, we’ve provided more than 40 pages of detailed advice for developers working with this technology in the
         form of an extra chapter that’s only available online.
      

      This bonus chapter covers Enterprise JavaBeans, ranging from regular session beans we use to encapsulate our applications’
         business logic to the persistence-oriented entity beans to the asynchronous-message-driven beans and the Timer API.
      

      Although we focus on covering the latest and greatest EJB 3.0 specification, we show some key tips and tricks for both 3.0
         and the older 2.x API. We do this because many legacy systems continue to use the 2.x version of the EJB specification, regardless
         of the massive testability and design improvements introduced in the EJB 3.0 specification.
      

      You can download the bonus chapter from http://www.manning.com/koskela.
      

      
What’s next?
      

      This book should give you enough ammunition to get going with test-driven development, but there’s bound to be a question
         or two that we haven’t managed to answer in full. Fortunately, Manning provides an online forum where you can talk to the
         authors of Manning titles, including the one you’re reading right now. You can reach Lasse at the Author Online forum for
         Test Driven at http://www.manning-sandbox.com/forum.jspa?forumID=306.
      

      Test-driven development is a technique and a methodology that can’t be described perfectly in a single written document, be
         it a short article or a series of books. This is partly because TDD is a technique that evolves together with the practitioner
         and partly because writing tests—a central activity in TDD—varies so much from one technology domain to the next. There are
         always new twists or tricks that we could’ve included but didn’t. Thus, it’s good to know where to go for further assistance.
         The testdrivendevelopment Yahoo! group is an excellent resource and frequently features interesting discussions about TDD and related issues. If you
         have a burning question and aren’t sure who to ask, ask the mailing list!
      

      If tapping into the Yahoo! group isn’t enough to satisfy your need for passive information-gathering about what’s happening
         in the community, I also suggest subscribing your feed reader to http://www.testdriven.com, a web portal focused on TDD. This portal gives you a heads-up about any relevant new article, blog entry, or development
         tool that appears on the scene. And, of course, many of the industry conferences on agile methods feature content about or
         related to TDD, so why not start attending those if you haven’t already?
      

      I’m looking forward to seeing you join the TDD community!

      
Author Online
      

      Purchase of Test Driven includes free access to a private web forum run by Manning Publications, where you can make comments about the book, ask
         technical questions, and receive help from the author and from other users. To access the forum and subscribe to it, point
         your web browser to http://www.manning.com/koskela. This page provides information on how to get on the forum once you are registered, what kind of help is available, and the
         rules of conduct on the forum.
      

      Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between
         readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author,
         whose contribution to the book’s forum remains voluntary (and unpaid). We suggest you try asking the author some challenging
         questions, lest his interest stray!
      

      The Author Online forum and the archives of previous discussions will be accessible from the publisher’s website as long as
         the book is in print.
      

      



About the Cover Illustration
      

      The figure on the cover of Test Driven is a Franc Comtois, an inhabitant of the Free County of Burgundy in northeastern France. This territory of Burgundy was an independent state
         for a large part of its history, becoming permanently ceded to France only in the seventeenth century. The region has its
         own traditions and language, called Franc-Comtois, which is still spoken today.
      

      The illustration is taken from a French travel book, Encyclopedie des Voyages by J. G. St. Saveur, published in 1796. Travel for pleasure was a relatively new phenomenon at the time and travel guides
         such as this one were popular, introducing both the tourist as well as the armchair traveler to the inhabitants of other regions
         of France and abroad.
      

      The diversity of the drawings in the Encyclopedie des Voyages speaks vividly of the uniqueness and individuality of the world’s towns and provinces just 200 years ago. This was a time
         when the dress codes of two regions separated by a few dozen miles identified people uniquely as belonging to one or the other.
         The travel guide brings to life a sense of isolation and distance of that period and of every other historic period except
         our own hyperkinetic present. Dress codes have changed since then and the diversity by region, so rich at the time, has faded
         away. It is now often hard to tell the inhabitant of one continent from another. Perhaps, trying to view it optimistically,
         we have traded a cultural and visual diversity for a more varied personal life. Or a more varied and interesting intellectual
         and technical life.
      

      We at Manning celebrate the inventiveness, the initiative, and the fun of the computer business with book covers based on
         the rich diversity of regional life two centuries ago brought back to life by the pictures from this travel guide.
      

      


Part 1. A TDD primer
      

      Part 1 is a test-driven development (TDD) primer, giving you a kick start in the art of test driving. In chapter 1, you’ll learn about both TDD and its big brother, acceptance TDD, from the very basics, getting an overview of both techniques.
         Chapter 2 takes you deeper into the test-first realm through a hands-on tutorial that you can follow on your computer, editing and
         running actual code as we go along. Chapter 3 continues on this path, developing the hands-on example further by throwing in a larger-scale refactoring that introduces
         significant changes to our design.
      

      While teaching TDD to dozens and dozens of programmers over the years, I’ve learned that practice is a better teacher than
         I am. By the time you’ve implemented a fully capable template engine through chapters 2 and 3, you’ll be ready to add some heavily guarded trade secrets to your toolbox. Chapter 4 expands our idea of TDD with a number of tips and tricks, from selecting the next test to different ways of making it pass.
         Design guidelines and testing tools will get the coverage they deserve, too.
      

      


Chapter 1. The big picture
      

      
         I can stand brute force, but brute reason is quite unbearable.

         Oscar Wilde

      

      “Only ever write code to fix a failing test.” That’s test-driven development, or TDD,[1] in one sentence. First we write a test, then we write code to make the test pass. Then we find the best possible design for
         what we have, relying on the existing tests to keep us from breaking things while we’re at it. This approach to building software
         encourages good design, produces testable code, and keeps us away from over-engineering our systems because of flawed assumptions.
         And all of this is accomplished by the simple act of driving our design each step of the way with executable tests that move
         us toward the final implementation.
      

      
         1 The acronym TDD is sometimes expanded to Test-Driven Design. Another commonly used term for what we refer to as TDD is Test-First
            Programming. They’re just different names for the same thing.
         

      

      This book is about learning to take those small steps. Throughout the chapters, we’ll learn the principles and intricacies
         of TDD, we’ll learn to develop Java and Enterprise Java applications with TDD, and we’ll learn to drive our overall development
         process with an extension to the core idea of TDD with what we call acceptance test-driven development (acceptance TDD or
         ATDD). We will drive development on the feature level by writing functional or acceptance tests for a feature before implementing
         the feature with TDD.
      

      As a way of applying tests for more than just verification of the correctness of software, TDD is not exactly a new invention.
         Many old-timers have stories to tell about how they used to write the tests before the code, back in the day. Today, this
         way of developing software has a name—TDD. The majority of this book is dedicated to the “what” and “how” of test-driven development,
         applied to the various tasks involved in developing software.
      

      In terms of mainstream adoption, however, TDD is still new. Much like today’s commodities are yesterday’s luxury items, a
         programming and design technique often starts as the luxury of a few experienced practitioners and then is adopted by the
         masses some years later when the pioneers have proven and shaped the technique. The technique becomes business as usual rather
         than a niche for the adventurous.
      

      I believe that mainstream adoption of TDD is getting closer every day. In fact, I believe it has already started, and I hope
         that this book will make the landing a bit less bumpy.
      

      We’ll start by laying out the challenge to deliver software using the current state of the practice in software development.
         Once we’re on the same page about what we’d like to accomplish and what’s standing in our way, we’ll create a roadmap for
         exploring how TDD and acceptance TDD can help resolve those problems, and we’ll look at the kinds of tools we might want to employ during our journey becoming to master craftspeople.
      

      
1.1. The challenge: solving the right problem right
      

      The function of software development is to support the operations and business of an organization. Our focus as professional
         software developers should be on delivering systems that help our organizations improve their effectiveness and throughput,
         that lower the operational costs, and so forth.
      

      Looking back at my years as a professional software developer and at the decades of experience documented in printed literature
         and as evidenced by craftsmen’s war stories around the world, we can only conclude that most organizations could do a lot
         better in the task of delivering systems that support their business. In short, we’re building systems that don’t work quite
         right; even if they would work without a hitch, they tend to solve the wrong problems. In essence, we’re writing code that
         fails to meet actual needs.
      

      Next, let’s look at how creating poorly written code and missing the moving target of the customer’s actual needs are parts
         of the challenge of being able to deliver a working solution to the right problem.
      

      1.1.1. Creating poorly written code
      

      Even after several decades of advancements in the software industry, the quality of the software produced remains a problem.
         Considering the recent years’ focus on time to market, the growth in the sheer volume of software being developed, and the
         stream of new technologies to absorb, it is no surprise that software development organizations have continued to face quality
         problems.
      

      There are two sides to these quality problems: high defect rates and lack of maintainability.

      
Riddled with defects
      

      Defects create unwanted costs by making the system unstable, unpredictable, or potentially completely unusable. They reduce
         the value of the software we deliver—sometimes to the point of creating more damage than value.
      

      The way we try to get rid of defects is through testing—we see if the software works, and then we try to break it somehow.
         Testing has been established as a critical ingredient in software development, but the way testing is traditionally performed—a
         lengthy testing phase after the code is “frozen”—leaves much room for improvement. For instance, the cost of fixing defects
         that get caught during testing is typically a magnitude or two higher than if we’d caught them as they were introduced into the code base. Having defects
         means we’re not able to deliver. The slower and the more costly it is to find and fix defects, the less able we become.
      

      Defects might be the most obvious problem with poorly written code, but such code is also a nightmare to maintain and slow
         and costly to develop further.
      

      
Nightmare to maintain, slow to develop
      

      Well-written code exhibits good design and a balanced division of responsibilities without duplication—all the good stuff.
         Poorly written code doesn’t, and working with it is a nightmare in many aspects. One of them is that the code is difficult
         to understand and, thus, difficult to change. As if that wasn’t enough of a speed bump, changing problematic code tends to
         break functionality elsewhere in the system, and duplication wreaks havoc in the form of bugs that were supposed to be fixed
         already. The list goes on.
      

      “I don’t want to touch that. It’ll take forever, and I don’t know what will break if I do.” This is a very real problem because
         software needs to change. Rather than rewrite every time we need to change existing code or add new code, we need to be able
         to build on what we have. That’s what maintainability is all about, and that’s what enables us to meet a business’s changing
         needs. With unmaintainable code we’re moving slower than we’d like, which often leads to the ever-increasing pressure to deliver,
         which ends up making us deliver still more poorly written code. That’s a vicious cycle that must end if we want to be able
         to consistently deliver.
      

      As if these problems weren’t enough, there’s still the matter of failing to meet actual needs. Let’s talk about that.

      1.1.2. Failing to meet actual needs
      

      Nobody likes buying a pig in a poke.[2] Yet the customers of software development groups have been constantly forced to do just that. In exchange for a specification,
         the software developers have set off to build what the specification describes—only to find out 12 months later that the specification
         didn’t quite match what the customer intended back then. Not to mention that, especially in the modern day’s hectic world
         of business, the customer’s current needs are significantly different from what they were last year.
      

      
         2 A sack. Don’t buy a pig in a sack.
         

      

      As a result of this repeated failure to deliver what the customer needs, we as an industry have devised new ways of running
         software projects. We’ve tried working harder (and longer) to create the specification, which has often made things even worse, considering that the extended period of time to a delivered system leaves even more time for the world to change around
         the system. Plus, nailing down even more details early on has a connection to building a house of cards. Errors in the specification
         can easily bring down the whole project as assumptions are built on assumptions.
      

      Our industry’s track record makes for gloomy reading. There’s no need to fall into total depression, however, because there
         are known cures to these problems. Agile software development,[3] including methods such as Extreme Programming (XP) and Scrum, represents the most effective antidote I am aware of. The rest of this book will give us a thorough understanding
         of a key ingredient of the agility provided by these methods—being test-driven.
      

      
         3 Refer to Agile & Iterative Development: A Manager’s Guide (Addison-Wesley, 2003) by Craig Larman for a good introduction to agile methods.
         

      

      
1.2. Solution: being test-driven
      

      Just like the problem we’re facing has two parts to it—poorly written code and failure to meet actual needs—the solution we’re
         going to explore in the coming chapters is two-pronged as well. On one hand, we need to learn how to build the thing right.
         On the other, we need to learn how to build the right thing. The solution I’m describing in this book—being test-driven—is
         largely the same for both hands. The slight difference between the two parts to the solution is in how we take advantage of tests in helping us to create maintainable, working software that meets the customer’s actual, present
         needs.
      

      On a lower level, we test-drive code using the technique we call TDD. On a higher level—that of features and functionality—we
         test-drive the system using a similar technique we call acceptance TDD. Figure 1.1 describes this combination from the perspective of improving both external and internal quality.
      

      Figure 1.1. TDD is a technique for improving the software’s internal quality, whereas acceptance TDD helps us keep our product’s external
         quality on track by giving it the correct features and functionality.
      

      [image: ]

      As we can see from figure 1.1, these two distinct levels on which we test-drive the software collectively improve both the product’s internal quality and
         the external, or perceived, quality. In the following sections, we’ll discover how TDD and acceptance TDD accomplish these
         improvements. Before we dig deeper into the techniques, let’s first concentrate on how these techniques help us overcome the
         challenge of being able to deliver.
      

      1.2.1. High quality with TDD
      

      TDD is a way of programming that encourages good design and is a disciplined process that helps us avoid programming errors.
         TDD does so by making us write small, automated tests, which eventually build up a very effective alarm system for protecting
         our code from regression. You cannot add quality into software after the fact, and the short development cycle that TDD promotes
         is well geared toward writing high-quality code from the start.
      

      The short cycle is different from the way we’re used to programming. We’ve always designed first, then implemented the design,
         and then tested the implementation somehow—usually not too thoroughly. (After all, we’re good programmers and don’t make mistakes,
         right?) TDD turns this thinking around and says we should write the test first and only then write code to reach that clear
         goal. Design is what we do last. We look at the code we have and find the simplest design possible.
      

      The last step in the cycle is called refactoring. Refactoring is a disciplined way of transforming code from one state or structure to another, removing duplication, and
         gradually moving the code toward the best design we can imagine. By constantly refactoring, we can grow our code base and
         evolve our design incrementally.
      

      If you’re not quite sure what we’re talking about with the TDD cycle, don’t worry. We’ll take a closer look at this cycle
         in section 1.3.
      

      To recap what we’ve learned about TDD so far, it is a programming technique that helps us write thoroughly tested code and
         evolve our code with the best design possible at each stage. TDD simply helps us avoid the vicious circle of poorly written
         code. Prong number one of the test-driven solution!
      

      Speaking of quality, let’s talk a bit about that rather abstract concept and what it means for us.

      
Quality comes in many flavors
      

      Evidenced by the quality assurance departments of the corporate world of today, people tend to associate the word quality with the number of defects found after using the software. Some consider quality to be other things such as the degree to
         which the software fulfills its users’ needs and expectations. Some consider not just the externally visible quality but also
         the internal qualities of the software in question (which translate to external qualities like the cost of development, maintenance,
         and so forth). TDD contributes to improved quality in all of these aspects with its design-guiding and quality-oriented nature.
      

      Quite possibly the number one reason for a defect to slip through to production is that there was no test verifying that that
         particular execution path through our code indeed works as it should. (Another candidate for that unwanted title is our laziness:
         not running all of the tests or running them a bit sloppily, thereby letting a bug crawl through.)
      

      TDD remedies this situation by making sure that there’s practically no code in the system that is not required—and therefore
         executed—by the tests. Through extensive test coverage and having all of those tests automated, TDD effectively guarantees
         that whatever you have written a test for works, and the quality (in terms of defects) becomes more of a function of how well
         we succeed in coming up with the right test cases.
      

      One significant part of that task is a matter of testing skills—our ability to derive test cases for the normal cases, the
         corner cases, the foreseeable user errors, and so forth. The way TDD can help in this regard is by letting us focus on the
         public interfaces for our modules, classes, and what have you. By not knowing what the implementation looks like, we are better
         positioned to think out of the box and focus on how the code should behave and how the developer of the client code would—or
         could—use it, either on purpose or by mistake.
      

      TDD’s attention to quality of both code and design also has a significant effect on how much of our precious development time
         is spent fixing defects rather than, say, implementing new functionality or improving the existing code base’s design.
      

      
Less time spent fixing defects
      

      TDD helps us speed up by reducing the time it takes to fix defects. It is common sense that fixing a defect two months after
         its introduction into the system takes time and money—much more than fixing it on the same day it was introduced. Whatever
         we can do to reduce the number of defects introduced in the first place, and to help us find those defects as soon as they’re
         in, is bound to pay back.
      

      Proceeding test-first in tiny steps makes sure that we will hardly ever need to touch the debugger. We know exactly which
         couple of lines we added that made the test break and are able to drill down into the source of the problem in no time, avoiding
         those long debugging sessions we often hear about in fellow programmers’ war stories. We’re able to fix our defects sooner,
         reducing the business’s cost to the project. With each missed defect costing anywhere from several hundred to several thousand dollars,[4] it’s big bucks we’re talking here. Not having to spend hours and hours looking at the debugger allows for more time to be
         spent on other useful activities.
      

      
         4http://www.jrothman.com/Papers/Costtofixdefect.html.
         

      

      The fact that we are delivering the required functionality faster means that we have more time available for cleaning up our
         code base, getting up to speed on the latest developments in tools and technologies, catching up with our coworkers, and so
         forth—more time available to improve quality, confidence, and speed. These are all things that feed back into our ability
         to test-drive effectively. It’s a virtuous cycle, and once you’re on it, there seems to be no end to the improvements!
      

      We’ll soon talk about further benefits of adopting and practicing TDD—the benefits for you and me as programmers—but before
         we go there, let’s talk a bit about the second prong of our solution to the aforementioned challenge of being able to deliver:
         acceptance TDD.
      

      1.2.2. Meeting needs with acceptance TDD
      

      TDD helps us build code with high technical quality—code that does what we expect it to do and code that’s easy to understand
         and work with. The correctness of the code we develop with TDD, however, is tested for isolated blocks of logic rather than
         for features and system capabilities. Furthermore, even the best code written test-first can implement the wrong thing, something
         the customer doesn’t really need. That’s where acceptance test-driven development comes into the picture. The traditional
         way of adding features into a system is to first write a requirements document of some kind, proceed with implementation,
         have the development team test the feature, and then have the customer acceptance-test the feature. Acceptance TDD differs
         from this method by moving the testing function before the implementation, as shown in figure 1.2. In other words, we translate a requirement into a set of executable tests and then do the implementation against the tests
         rather than against the developer’s interpretation of a verbal requirement.
      

      Acceptance TDD provides the missing ingredient to delivering a good product by bridging the gap between the programmer and
         the customer. Rather than working off of arbitrary requirements documents, in acceptance TDD we strive for close collaboration
         and defining explicit, unambiguous tests that tell us exactly what it means when we say a feature is “done.” By defining the
         desired functionality in very concrete terms—via executable tests—we are effectively ensuring that we’re delivering what the customer needs.
      

      Figure 1.2. Acceptance test-driven development drives implementation of a requirement through a set of automated, executable acceptance
         tests.
      

      [image: ]

      The process is much like the TDD cycle on the code level. With acceptance TDD, we’re just talking about tests for the behavior
         of a system rather than tests for the behavior of objects. This difference also means that we need to speak a language that
         both the programmer and the customer understand.
      

      TDD and acceptance TDD often go hand in hand. On the system level, we run our development process with acceptance TDD; and
         inside the implementation step of each feature; we employ TDD. They are by no means tightly coupled, but they are powerful
         in combination and they do fit together seamlessly.
      

      We should now have an idea of how TDD and acceptance TDD team together for a solution to the challenge of being able to deliver
         high-quality software that targets the right need. We’ll soon study in more detail what TDD is, how it helps us create high-quality
         code, and how to build it right. In section 1.4, we’ll talk more about how we can let tests drive our development on a higher level to help us meet our customers’ needs—to
         build the right thing—with acceptance TDD. Before going farther, though, let’s talk a bit about how we, as programmers, benefit
         from working test-first.
      

      1.2.3. What’s in it for me?
      

      We don’t buy a new car for no reason, and we definitely shouldn’t adopt a new development technique just because it exists.
         There has to be something valuable—something that improves our productivity—in order for it to make sense for us to take on
         learning a new way of doing our job. We already know that TDD and acceptance TDD help us produce higher-quality software that
         meets our customers’ needs. Let’s spell out to ourselves how these techniques make our personal work experience more enjoyable.
      

      I can easily identify at least three clear benefits I have personally gained from having adopted TDD back in the day:

      

      
	
I rarely get a support call or end up in a long debugging session.
         

         	I feel confident in the quality of my work.
         

         	I have more time to develop as a professional.
         

      

Let me explain what I mean by these benefits.

      
No more long debugging sessions
      

      I still remember a particular programming task a few years back. I got the task of fixing a defect in a homegrown parser for
         a proprietary file format. I read hundreds and hundreds of lines of code, going back and forth as I was trying to come to
         grips with the design; eventually figured I knew what needed to be done.
      

      Not yet having adopted TDD at that time, I started molding the parser toward the new design I had envisioned that would get
         rid of the defect and make the parser easier to understand as a nice bonus. It took a couple of hours to get the new design
         in place and the code base compiling. Full of excitement about my ultra-smart design, I tabbed to a terminal window to install
         the parser to a test server. And? The darn parser didn’t work. It just did not work, and I had no idea why. I ran the code
         in a debugger, but I still couldn’t figure out the problem. I’m pretty sure it took more than a couple of hours of stepping
         through the code again and again with the debugger before I found and fixed the problem. And it turned out to be a rather
         trivial one. Tired, hungry, and slightly pissed off, I left the office cursing my blindness for the error.
      

      It was much later that I realized the problem was not with my blindness but the way I approached the task—the process, if
         you will—by taking way too big a step, effectively losing sight of the tree from the woods. If I had written small, focused
         tests along the way as we do with TDD, I would’ve spotted the error immediately after writing the flawed branching construct.
      

      As if the deadly debugging session wasn’t enough, Murphy’s Law[5] proved itself yet again. I soon got a rather angry call due to the parser crashing in a customer’s production environment.
         It turns out that I had introduced at least one major defect into the parser as I changed its design. It’s one thing to know
         that your code could exhibit a better design. It’s another thing to be awakened at 3:00 a.m. from sleep by an angry account
         manager who was just awakened by an even angrier customer.
      

      
         5 Murphy’s Law: If something bad can happen, it will happen.
         

      

      I would’ve slept at least two hours more that night—and better—if only I had used a technique like TDD or, at the very least,
         written proper tests for the parser. That particular incident raised my interest in testing my changes significantly because I was suddenly painfully aware of
         having had false confidence in my work. And I like to feel confident with my work.
      

      
Feeling confident with my work
      

      Deep down, we want to write code that works. Our job might be at stake if we deliver code that’s too buggy. On the other hand,
         we want to write code as fast as possible. Our livelihood might also be at stake if we take too long writing the code. As
         a result, we often have to decide when we are confident enough about the code we’re writing to release it and move on to our
         next task.
      

      For a moment, let’s take a trip down memory lane. Think about a programming session you’ve experienced, writing some piece—any
         piece—of code that needed to work or bad things would happen. Take a minute to reminisce about that moment.
      

      How did you go about writing that code? Did you design it first on a notepad? Did you write the code in one burst, getting
         it right the first time, or did you go back and start over? Did you spot an obvious error in your loop? Did it compile at
         first try?
      

      How did you verify that the particular piece of code worked? Did you write a main method just for testing? Did you click through the user interface to see that the functionality was there? Did you spot errors
         in your tests? Did you step through the code in a debugger? Did you have to go back multiple times to fix some small issues?
         Overall, how long did it take to test it compared to writing the code itself?
      

      Whatever your answers were for these questions, I hope you’ve got some idea right now of the kind of things and activities
         you have done in order to crank out code that you trust—code that you’re confident works. With this in mind, I have a question
         for you.
      

      What if you could be confident that any code you release contains exactly zero defects? If you could know that your code works exactly how the specification says it should, would your stress level come falling down? Mine has. What if you could speed up the
         slow parts of that programming session you were thinking about—while increasing your confidence in the code’s correctness?
         Could you envision working that way all the time?
      

      I cannot promise that adopting TDD would make your software defect-free. In the end it’s you who’s writing the code, and it’s
         up to you to avoid injecting bugs into your code base. What I can promise, though, is that practicing TDD will make you more confident about your software by letting you know exactly what your code does in which situations.
      

      This added confidence does wonders to the internal quality of our software as well. You might say it’s a virtuous cycle. The
         better your test suite is, the better the quality of your code and the more confident you can be about any changes you make.
         The more confident you are about the changes you make, the more changes you dare to make. The more changes you make, the better
         your internal quality becomes, the easier it is to write tests for your code, and so on. Clearly a good thing!
      

      
More time for other stuff
      

      TDD and acceptance TDD don’t make us type any faster, but they help us cut time from less productive activities such as debugging
         and cursing at unreadable code, or rework due to misunderstandings regarding requirements. As we proceed in small steps, accumulating
         tests and becoming more confident about our code, we no longer feel the need to repeat the same tests over and over again
         “just in case the computer would do something different this time,” or feel unsure whether we’ve checked that odd combination
         of data that could break things.
      

      The more confidence we have, the faster we can move on to other tasks. Sure, our confidence can sometimes be false, but the
         occasion when that happens is, in my experience, outweighed by the diminished time we spend pondering whether we have tested
         the code enough to pass it on or check it in and whether the feature is implemented correctly or not.
      

      TDD and acceptance TDD aren’t silver bullets, but they are one of the closest things to that legendary shiny projectile we’ve
         seen since the invention of timesharing machines. In the next section, we’ll talk about TDD in more detail. After that, we’ll
         do the same for acceptance TDD.
      

      Let’s go.

      
1.3. Build it right: TDD
      

      So test-driven development is a development and design technique that helps us build up the system incrementally, knowing
         that we’re never far from a working baseline. And a test is our way of taking that next small step.
      

      In this section, we’ll learn what makes TDD tick, and we’ll elaborate on why it works and what kind of benefits we get from
         using the technique. It all begins with the TDD cycle, which is the heartbeat of our work. After exploring the TDD cycle,
         we’ll talk about the meaning of having working software all the time, starting from day one. An essential part of building the system incrementally is to design for the present, rather than try to go for a
         design of the whole system up front. We’ll also talk through how TDD helps us do just that. Then, we’ll continue with a discussion
         of what makes this approach feasible—how to keep our software in good health and working, all day, every day.
      

      Let’s get going. Next stop, the TDD cycle of test-code-refactor.
      

      1.3.1. Test-code-refactor: the heartbeat
      

      As we learned in the first paragraph of this chapter, test-driven development, or TDD, is a programming technique based on
         a very simple rule:
      

      
         Only ever write code to fix a failing test.

      

      In other words, write the test first, and only then write the code that makes it pass. This rule is controversial to many
         of us who have been schooled to first produce a thorough design, then implement the design, and finally test our software
         in order to find all those bugs we’ve injected during implementation. TDD turns this cycle around, as illustrated in figure 1.3.
      

      Figure 1.3. TDD turns around the traditional design-code-test sequence. Instead, we test first, then write code, and design afterward.
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      Test first, then code, and design afterward. Does the thought of “designing afterward” feels awkward? That’s only natural.
         It’s not the same kind of design we’re used to in the traditional design-code-test process. In fact, it’s such a different
         beast that we’ve given it a different name, too. We call it refactoring to better communicate that the last step is about transforming the current design toward a better design. With this little
         renaming operation, our TDD cycle really looks like that in figure 1.4: test-code-refactor.
      

      

      Figure 1.4. Test-code-refactor is the mantra we test-driven developers like to chant. It describes succinctly what we do, it’s easy to
         spell, and it sounds cool.
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      In its deceptive simplicity, this little cycle, test-code-refactor, encompasses a significant power to improve the overall
         quality of our personal software process and, subsequently, that of the whole team, project, and organization.
      

       




	
            




         Red-green-refactor
         Red-green-refactor is an alternative mnemonic for the TDD cycle of writing a test, making it pass, and making it pretty. What’s with the colors, you ask?
         

         When we begin the TDD cycle by writing a test, it fails. It fails because our system is broken right now; it doesn’t have
            all the functionality we want it to have. In some development environments, it fails by displaying a red bar—thus the red in the mnemonic.
         

         In the second step, making it pass, we implement the missing functionality so that all tests pass—both the one we just added
            and all the ones we had already. At this time, the red bar turns to green, which takes us to green in the mnemonic.
         

         The last part of the cycle, refactor, is just that—refactoring. As we improve the design of the code without altering its external behavior, all tests should
            pass and, thus, we should remain green.
         

         Red, green, green. Red, green, refactor. Quite catchy, isn’t it?

      

      


	
            



 

We’ll take a closer look at this cycle in chapter 2, but let’s do a quick overview of what we do in each of these three steps and why we do them. Then we’ll explore further
         the rationale and dynamics behind the technique.
      

      
First we write a test
      

      When we write a test in the first step of the TDD cycle, we’re really doing more than just writing a test. We’re making design
         decisions. We’re designing the API—the interface for accessing the functionality we’re testing. By writing the test before
         the code it’s testing, we are forcing ourselves to think hard about how we want the code to be used. It’s a bit like putting
         together a jigsaw puzzle. As illustrated by figure 1.5, it’s difficult to get the piece you need if you don’t know the pieces with which it should connect.
      

      

      Figure 1.5. How do we know what our interface should be like if we don’t try to use it? We don’t. Writing the test before the code makes
         us think about our design from the code user’s (the developer’s) perspective, leading to a usable API.
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      That’s not something to be taken lightly. You may have heard user-interface specialists talk about how important it is to
         design user interfaces for the user. Why should things be any different for the internals of our software? Aren’t we—the programmers—users
         of our code just like end users are users of our software?
      

      This way of thinking about code can sometimes make a huge difference. I’ve often looked at the API of some third-party library
         and wondered how the heck I’m supposed to use it. I’m pretty confident that many of those APIs haven’t been designed with
         the user in mind, but rather on the terms of the programmers developing the library. One of the fundamental lessons in designing
         an interface is that we only evaluate a design effectively and objectively when we try to use it. By writing the test first,
         we are ensuring that we will not miss that feedback.
      

       




	
            



Note

      Granularity of the tests we write is also something to pay attention to. We strive to write just enough test code to have
         a failing test rather than write an epic-sized test for a piece of functionality that’ll take an hour to implement. Depending
         on the domain, tools, and technologies in question, writing the test might be a matter of a few seconds or it might take a
         couple of minutes. The implementation for a test should generally be within that time range, too. Using complex technologies
         might push our granularity and rhythm toward the longer end of the range, but, as we will see in part 2, most of the time all the talk about the complexity associated with stuff like Java Servlets or data access code is really
         just that: talk.
      

      


	
            



 

It’s not easy to create simple-to-use APIs. That’s why we need all the help we can get. As it turns out, driving our design
         with tests is extremely effective and produces modular, testable code. Because we’re writing the test first, we have no choice
         but to make the code testable. By definition, the code we write is testable—otherwise it wouldn’t exist!
      

      The design of software is not just about structure. It’s also about the suitability of the software for the current needs.
         Software that knows how to boil water, cook rice, deep-fry vegetables, and marinate a chicken is not the perfect match for
         someone who’s only interested in getting a cup of tea. While it probably doesn’t bother you that your car’s engine has two extra valves on stand-by for those occasions when extra acceleration is needed,
         it certainly would bother you if you needed to change all the valves from your engine. That’s the cost of over-engineering
         software.
      

      You’re spending money on developing stuff that’s not really needed, and you’re spending money on having to deal with the added
         complexity while working on that over-engineered piece of code. You aren’t going to need it yet, so why put it in? Instead,
         put those extras on a list somewhere so you don’t forget them. It might be that many of them never end up in the software—and
         for a good reason.
      

      One way tests drive the design in TDD is that they tell you exactly what your software needs to be able to do now. Not tomorrow, not yesterday—now. Proceeding in these small steps, implementing just enough functionality to get that next
         test passing, we are in control of our software and its design. We have the safety net of automated tests to make sure we
         don’t stumble in the dark, we have the clear sight of where we need to go, and we have the confidence that we’re implementing
         stuff that matters and stuff that we need right now.
      

      This theme of focusing on the present is central to TDD. Indeed, the theme repeats itself in the second step of the TDD cycle,
         writing just enough code.
      

      
Then we write just enough code
      

      The second step of the TDD cycle is to write just enough code to make the test pass. Why just enough code? The test we’ve
         written is a test that’s failing. It’s pointing out a gap between what the code does and what we expect it to do. It’s a small
         gap, which we should be able to close in a few minutes, which, in turn, means that the code is never broken for long.
      

      One of the fundamental ideas behind the concept of test-first development is to let the tests show you what to implement in
         order to make progress on developing the software. You’re not just coding away, oblivious to the requirements of the piece
         of code you’re writing. You’re satisfying an explicit, unambiguous requirement expressed by a test. You’re making progress,
         and you’ve got a passing test to show for it.
      

      It’s worth noting that when we write just enough code, our main goal is to make the test pass as quickly as possible. That
         often means an implementation that’s not optimal. And that’s OK. We’ll take care of all that after we have the desired behavior
         in place—and tests to prove it. With the tests as our safety net, we can then proceed to improving the design in the last
         step of the TDD cycle: refactoring.
      

      
And then we refactor
      

      The final step of the TDD cycle of test-code-refactor is when we take a step back, look at our design, and figure out ways
         of making it better. The refactoring step is what makes TDD sustainable. We could consider TDD without refactoring to be a
         good way of producing ugly code. Thoroughly tested ugly code, but still. The ugliness is directly proportionate to our productivity
         in working with and further developing the code, which makes it pretty darn important to not forget to refactor. In fact,
         it’s so important that we’ll dedicate a whole section to talking about refactoring in more detail.
      

      Before we go there, though, let’s explore the big picture of developing software in small increments.

      1.3.2. Developing in small increments
      

      A common tenet of agile methods is that they all suggest producing a potentially deployable product as soon as possible—regardless
         of how little functionality it has—and to keep on cranking out those deployable versions every day (some projects have reported
         building a release package of their software several times a day) until the project is finished. This practice makes sure
         that when the deadline comes, you have something you can deliver and that works. It might not have all the features the customer
         asked for, and it might not have everything your iteration plan said it would, but at least you’ve got something—and something
         that works.
      

      Figure 1.6 shows an incremental progression of working, tested functionality where the inventory of non-integrated, unfinished work
         is very small at any given point in time.
      

      Figure 1.6. With incremental development—building the whole system in small increments—we are never far from an integrated, working code
         base. This reduces risk, because the inventory of unfinished work remains small. As we’ll learn later on, incremental development
         also enables effective learning through early feedback based on the customer and developers constantly seeing actual, working
         software.
      

      [image: ]

      Too many projects have pushed back their deadline again and again, eventually getting canceled, without delivering a single
         line of working code. By building your product in small increments, iteration by iteration, you don’t have to worry about
         not making the deadline because you have a working (albeit not feature-complete) system starting from the first iteration.
         Similarly, too many projects have delivered buggy code as a result of a last-minute rush of getting it together for the deadline.
      

      TDD removes this problem by proceeding in small steps, each of which results in a working product that’s one small step closer
         to the desired behavior. Because these steps are so small (calculated in minutes rather than hours or days), we don’t end
         up with a pile of random code we need to quickly stitch together. We keep the software working by never letting it go too
         far away from that state. Likewise, we keep the software lean and mean by designing for the present moment rather than looking
         too far ahead.
      

      Building software in increments and, especially, in increments dictated by the perceived cost and benefit of business functionality,
         is not something you can do with the traditional “design everything up front, considering every possible twist, so that the
         architecture is rock solid and supports all the features the product will have” approach to design. We can’t build the complete,
         perfect architecture for the envisioned end product in a single run. Only the simplest or most thoroughly understood project
         makes it possible to get the architecture right early on. We need to iterate, adding to our design a small step at a time.
      

      Figure 1.7 shows how this iterative, incremental process moves back and forth between the small step of adding functionality and adjusting
         our design—and architecture—to properly accommodate that added functionality.
      

      Figure 1.7. Incremental design is about adjusting the code’s structure in small increments as more behavior is added. At any stage during
         the lifetime of the code base, the code exhibits the best design the developers could conceive for supporting the present
         functionality. This way, we evolve an empirically proven architecture.
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      This is incremental and evolutionary design. Instead of designing as much as we possibly can up front, we design as much as
         we deem necessary in order to make progress. Instead of thoroughly analyzing all the possible scenarios imaginable before
         finalizing the design, we opt for making our design decisions based on knowledge—not assumptions—acquired during implementation.
      

      The degree of up-front design necessary before diving into the implementation of the specific feature or capability varies
         from situation to situation, between teams, between individuals, and between technologies. The key is to keep an eye on whether you’re going in the right direction.
         Big part of your design didn’t work out? Cut back on up-front design. Ended up with a design that doesn’t scale enough? Turn
         the up-front design lever up a notch.
      

      You’ve probably noticed that we keep talking about taking small steps. Let’s take a closer look at why small is good for us.
      

      
Small enough to fit our heads
      

      The rationale behind slicing a bigger goal into small tests is two-fold. First of all, many tasks we face out there in the
         field are far too big, ambiguous, or outright complex to be manageable. Thus, we need to split them into smaller pieces so
         they fit our heads better. I don’t know about yours, but my mind doesn’t handle those big monsters well, and I’ve heard others
         say the same thing (I’m hoping they weren’t just being polite). Figure 1.8 shows how a complex problem can be simplified into smaller, simpler problems to be solved one at a time.
      

      Figure 1.8. We are much better able to grasp complex problems by giving our attention to smaller pieces one at a time.
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      Let’s face it. The majority of people can handle up to five to seven concepts simultaneously in their working memory. Overloading
         your brain beyond its capacity is bound to result in something getting overlooked while we’re swapping things back and forth between the working
         and long-term memory (or a written document). Having a sequence of smaller steps toward the end goal lets us measure our progress
         in terms of something concrete, assuming that we will know when each of those steps gets finished—which we do know because
         we’ve sliced our overall task into a sequence of small tests that make measurable progress toward the ultimate goal.
      

      TDD by its nature encourages such small steps with evolutionary design. We’re constantly improving, changing the design in
         small increments. In practice, we’ll have to build some architecture as we go—we’ll just need to take that task into consideration when estimating the work.
      

      Let’s take a closer look at how evolutionary design works, how it creates a living code base, and what kinds of implications
         it has for our way of working.
      

      
Evolutionary design
      

      Many programmers are familiar with a situation where a piece of code screams for someone to fix it but nobody does. Why? Because
         that piece of code happens to be part of the interface between two components and is, thus, that much harder to change, so
         nobody ends up changing it. Evolutionary design is a mindset that requires us to make that change—nurture the living and growing
         code base instead of protecting it from the bad, bad world that wants change—and thus improve the quality of our design and,
         indirectly, the quality of the whole system.
      

      So, how does this evolutionary design work? It works in small steps. The suggested amount of up-front design varies from one
         agile method to another, but the common idea is that you’ll only implement architecture that you know you’re going to need.
         In one extreme, you know this only when you start working on a feature that requires, say, an email server. At that point,
         you know you’ll need an email server, so you implement that email service architectural component, install the email server,
         and so forth. Typically, this kind of architectural change can be added just in time without too much pain. Sometimes, it’s
         not that easy.
      

      Software systems can have certain needs—typically related to performance and/ or networking capabilities—that may not be easy
         to add into the architecture after the fact. For example, splitting a single-user desktop application into a desktop client
         talking to a multi-user server over the network is something that’s bound to take plenty of effort. Similarly, making a batch-processing
         application support real-time updates on the side might not be the easiest task the team will face.
      

      Then again, these needs don’t tend to come to developers as a complete surprise. Although changes in requirements are generally
         something we cannot anticipate, the developers often see beforehand that certain evolution is going to take place at some point, in light of the known requirements.
         We could call this anticipated change. As figure 1.9 points out, though, anticipated change is not guaranteed change. Some anticipated change never happens, and some may quickly turn to unanticipated change as the various unknowns
         reveal surprises.
      

      Figure 1.9. The emerging, evolutionary design of a system is influenced by both anticipated and unanticipated change. It’s worth noting,
         though, that a significant amount of anticipated change doesn’t happen—or happens in a different form than expected, essentially
         making it unanticipated change. Our job is to apply common sense and good judgment when preparing for change that we know
         will happen. A lot of such change never does.
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      Evolutionary design does not mean using common sense is prohibited. The developers should make use of what they know within
         the limits of common sense, with awareness of the uncertainty of change itself, and while keeping in mind what the priorities
         are.
      

      For example, consider a situation where we know that while the system now needs to handle an hourly batch update over the
         network from the company’s customer relationship management (CRM) system, in a few months it will likely be developed further into real-time integration, passing web service messages over
         the hypertext transfer protocol (HTTP). With this information, what should we do to accommodate the possible future requirement for real-time integration?
      

      Should we separate the data-processing logic from the data-receiving logic? Definitely! Should we already build the first,
         batch-based release on top of an application server so that we’ve got out-of-the-box web services support when the issue of
         handling web service messages becomes relevant? Perhaps we should, perhaps we shouldn’t.
      

      The point here is to make a trade-off between avoiding unnecessary work on something that we don’t need and avoiding taking
         shortcuts now that will come back to bite us. History has shown time and time again that for the most part, evolutionary design
         is less expensive than trying to get the final design on paper in the beginning.
      

      
Discipline required
      

      Again, the amount of up-front work varies from project to project (and it should—one size doesn’t fit all), but evolutionary
         design means that in any case you’ll be doing a lot of changes to existing code to make room for the new features you’re adding
         into the system as the iterations go by. With a lot of change happening all the time, we cannot afford having poorly written
         code. As such, we need plenty of discipline on the part of developers to keep our code from rotting.[6] The good news is that together with its supporting practices, evolutionary design will also help us weed out those problems
         and eventually stabilize our bug count closer to zero[7] instead of letting us build on a foundation of lurking defects.
      

      
         6http://www.objectmentor.com/resources/articles/Principles_and_Patterns.pdf.
         

      

      
         7 No, I’m not going to talk about whether zero-defect software is feasible. Feel free to voice your opinion, though.
         

      

      What are these supporting practices? In short, it’s all about keeping your software in good health—at all times. An essential
         part of achieving this is refactoring. We already mentioned refactoring in passing as the last step of the TDD cycle of test-code-refactor.
         For a longer explanation of how refactoring fits into the big picture, read on.
      

      1.3.3. Keeping code healthy with refactoring
      

      Proceeding in small increments means that we’re constantly extending the system to do something that its current design might
         not support. Consequently, we’re constantly extending the system’s design in ways that might break existing concepts as well
         as introduce new ones. This, in turn, means that we’re bound to end up with a broken design that’s inconsistent, unbalanced,
         difficult to understand, difficult to extend, or otherwise having a bad hair day. If we’re out of luck, all of them. And that
         would seriously hamper our ability to keep delivering software to our customers. Not to worry, though. There is a way to practice
         evolutionary design without letting the design rot—that way is called refactoring.
      

      Quoting Martin Fowler, the author of Refactoring: Improving the Design of Existing Code (Addison-Wesley, 1999), refactoring is “a disciplined technique for restructuring an existing body of code, altering its internal structure without
         changing its external behavior.” That description manages to pack a lot of information into such a short sentence. Let’s spell
         it out and see what it’s actually telling us about refactoring, shall we?
      

      
Refactoring is disciplined
      

      When refactoring (verb), we are not just altering the code’s structure but improving the design by altering it in a controlled manner—by applying
         small behavior-preserving transformations that are called refactorings (noun). In other words, refactoring is about applying refactorings on code in a controlled manner. This restructuring can
         be a significant change to the existing design, but it is always performed in small steps, verifying at each stage that the
         little transformations we’ve made have not changed existing behavior.
      

      We don’t just change code. We first identify specific problems in the design, and then we select appropriate refactorings
         and apply them carefully and thoughtfully. We wait until a problem begins to present itself, and only then do we solve it.
         We don’t predict design problems beforehand and prepare for them—that would increase the possibility of creating more problems
         with our system’s design than solving them.
      

      
Refactorings are transformations
      

      A refactoring can also be thought of as a transformation between two states. The starting state has some characteristic you’d like to get rid of or otherwise improve on, and the target state represents
         a design that would incorporate that improvement. Figure 1.10 shows an example of a refactoring called Replace Inheritance with Delegation (also documented in Fowler’s book) that, as
         its name implies, moves our design from an inheritance-based solution to a delegation-based solution.
      

      Figure 1.10. Refactorings are transformations between two functionally identical states or structures of the code. Here we see a transformation
         from using inheritance hierarchy to using a delegate to provide the same functionality while improving the design’s fitness
         for our current needs. These transformations are not absolute improvements—they’re simply disciplined transitions from one
         possible design to another. In fact, for many refactorings there exists a reverse refactoring, making the same transformation
         in the opposite direction.
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      The reason for doing this refactoring might be, for instance, that the subclass is only extending the superclass in order
         to reuse a small part of its functionality and, as an unwanted side effect, inherits a whole bunch of data and functionality
         we don’t care for.
      

      Some of these refactorings are so well defined that modern development tools have automated them. This automation has made
         refactoring evolutionary designs feasible for applications and systems of pretty much any size and complexity. (Can you imagine
         yourself renaming a method for clarity if that would mean manually checking out some five dozen source files from version
         control, doing a search-and-replace, and then checking in?)
      

       




	
            




         Refactoring to patterns
         Sometimes, one or both of the states we move between with our refactorings are known design patterns,[8] or known solutions to common design problems. Although most of the refactorings people apply on a daily basis are operating
            on a level much smaller than that of design patterns, every now and then we do, in fact, spot signs of a hidden pattern in
            our code and decide to move the design toward that pattern, making it explicit. To read more about the relationship between
            refactoring and design patterns, I heartily recommend Joshua Kerievsky’s Refactoring to Patterns (Addison-Wesley, 2004).
         

         
            8 A good Java-oriented reference for classic design patterns is Software Architecture Design Patterns in Java by Partha Kuchana (Auerbach, 2004).
            

         

      

      


	
            



 


Refactorings alter internal structure
      

      So these transformations are applied to the system’s internal structure—the code—which means that many of the refactorings
         are very low-level. For example, one of the most common refactorings is called rename method. Renaming a method or a local variable might not seem like too significant a change in the system’s design, but renaming
         a method from something ambiguous to something clear and concise can make a world of difference to someone new to the code
         and needing to understand the existing code.
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