
  
    
      
    
  


    


  [image: ]


   


   


  100 SQL Server Mistakes


  and How to Avoid Them


   


  Peter A. Carter


   


   


  To comment go to liveBook


   


   


  [image: ]


  Manning


  Shelter Island


   


  For more information on this and other Manning titles go to


  www.manning.com


   


  Copyright


  For online information and ordering of these  and other Manning books, please visit www.manning.com. The publisher offers discounts on these books when ordered in quantity.


  For more information, please contact


    


  Special Sales Department


  Manning Publications Co.


  20 Baldwin Road


  PO Box 761


  Shelter Island, NY 11964


  Email: orders@manning.com


    


  ©2025 by Manning Publications Co. All rights reserved.


    


  No part of this publication may be reproduced, stored in a retrieval system, or transmitted, in any form or by means electronic, mechanical, photocopying, or otherwise, without prior written permission of the publisher.


  Many of the designations used by manufacturers and sellers to distinguish their products are claimed as trademarks. Where those designations appear in the book, and Manning Publications was aware of a trademark claim, the designations have been printed in initial caps or all caps.


  ♾ Recognizing the importance of preserving what has been written, it is Manning’s policy to have the books we publish printed on acid-free paper, and we exert our best efforts to that end. Recognizing also our responsibility to conserve the resources of our planet, Manning books are printed on paper that is at least 15 percent recycled and processed without the use of elemental chlorine.


   


  
    
      
      
    

    
      
        	
          [image: ]    

        

        	
          Manning Publications Co.


          20 Baldwin Road Technical


          PO Box 761


          Shelter Island, NY 11964

        
      

    
  


    


  
    
      
      
    

    
      
        	
          Development editor:  

        

        	
          Connor O’Brien

        
      


      
        	
          Technical editor:  

        

        	
          Grant Fritchey

        
      


      
        	
          Review editor:  

        

        	
          Dunja Nikitović

        
      


      
        	
          Production editor:  

        

        	
          Andy Marinkovich

        
      


      
        	
          Copy editor:  

        

        	
          Kari Lucke

        
      


      
        	
          Proofreader:  

        

        	
          Katie Tennant

        
      


      
        	
          Technical proofreader:  

        

        	
          Mike Shepard

        
      


      
        	
          Typesetter:  

        

        	
          Tamara Švelić Sabljić

        
      


      
        	
          Cover designer:  

        

        	
          Marija Tudor

        
      

    
  


    


    


  ISBN: 9781633437401


  dedication


  For Terri, my rock. Thank you.


  contents


    


        Front matter


  preface


  acknowledgments


  about this book


  about the author


  about the cover illustration


    


    1   Introducing SQL Server


    1.1   The SQL Server index mistake (mistake #0)


    1.2   An overview of SQL Server


  Overview of the Database Engine


  Heterogeneous platforms


    1.3   Why we should still care about SQL Server


    1.4   Why getting SQL Server right matters


    2   Development standards


    2.1   An example mistake


    2.2   #1 Nondescriptive object names


    2.3   #2 Using object prefixes


    2.4   #3 The dreaded sp_ prefix


    2.5   #4 Not making time for coding standards


    2.6   #5 Using ordinal column position


    3   Data types


    3.1   #6 Always storing whole numbers in INT


    3.2   #7 Always using variable-length strings


    3.3   #8 Writing your own hierarchy code


    3.4   #9 Not storing XML data as native XML


  Shredding XML


  Reconstructing XML


  Avoiding the overhead by storing data as XML


    3.5   #10 Ignoring JSON


    4   Database design


    4.1   #11 Failing to normalize


  Designing a schema using judgment


  Problems with our database schema


  Designing a database schema using normalization


    4.2   #12 Using a wide primary key


    4.3   #13 Not using foreign keys


    5   T-SQL development


    5.1   #14 Dealing incorrectly with NULL values


    5.2   #15 Using NOLOCK as a performance tweak


    5.3   #16 Using SELECT * as standard


    5.4   #17 Unnecessarily ordering data


    5.5   #18 Using DISTINCT without good reason


    5.6   #19 Using UNION unnecessarily


    5.7   #20 Using cursors


    5.8   #21 Deleting many rows in a single transaction


    6   SSIS development


    6.1   #22 Throwing away bad data


    6.2   #23 Not optimizing data loads


    6.3   #24 Using SSIS as a T-SQL orchestration tool


  Creating an Execute T-SQL Statement orchestration


  Converting Execute T-SQL Statement tasks to data flows


    6.4   #25 Extracting all data when we only need a subset


    7   Error handling, testing, source control, and deployment


    7.1   #26 Writing code that doesn’t handle errors


    7.2   #27 Failing to alert on errors


    7.3   #28 Not utilizing debugging functionality


    7.4   #29 Not making use of Schema Compare


    7.5   #30 Failing to write unit tests


    7.6   Modern development techniques


  #31 Not keeping code in source control


  #32 Not deploying code with a CI/CD pipeline


    8   SQL Server installation


    8.1   #33 Using obscure instance names


    8.2   #34 Using Windows indiscriminately


    8.3   #35 Forgetting how useful containers can be


    8.4   #36 Using Desktop Experience unnecessarily


    8.5   #37 Using Enterprise Edition indiscriminately


    8.6   #38 Installing an instance when DBaaS or PaaS will suffice


    8.7   #39 Installing all features


    8.8   #40 Not scripting SQL Server installation


    8.9   #41 Thinking configuration management doesn’t apply to SQL Server


    8.10 #42 Using SQL Server cloud images without modifying them


    9   Instance and database management


    9.1   #43 Autoshrinking databases


    9.2   #44 Failing to rebuild indexes after data file shrink


    9.3   #45 Relying on AutoGrow


    9.4   #46 Using multiple log files


    9.5   #47 Allowing logs to become fragmented


    9.6   #48 Failing to capacity plan


    9.7   #49 Always placing TempDB and log files on dedicated drives


    9.8   #50 Not regularly checking for corruption


    9.9   #51 Failing to automate


    9.10 #52 Using cursors for administrative purposes


    9.11 #53 Failing to patch


  10   Optimization


  10.1   #54 Turning on TF1117 and TF1118


  10.2   #55 Not using instant file initialization


  10.3   #56 Failing to leave enough memory for other applications


  10.4   #57 Failing to lock pages in memory


  10.5   #58 Working against the optimizer


  10.6   #59 Not taking advantage of DOP feedback


  10.7   #60 Not partitioning large tables


  10.8   #61 Not understanding the limitations of partition elimination


  10.9   #62 Not compressing large tables


  10.10 #63 Using Read Uncommitted


  10.11 #64 Using unnecessarily strong isolation levels


  10.12 #65 Not considering optimistic isolation levels


  10.13 #66 Throwing more hardware at the problem


  11   Indexes


  11.1   #67 Assuming internal fragmentation is always bad


  11.2   #68 Believing that external fragmentation causes problems for all queries


  11.3   #69 Reorganizing indexes to fix page density


  11.4   #70 Misinterpreting fragmentation statistics


  11.5   #71 Not rebuilding indexes


  11.6   #72 Rebuilding all indexes indiscriminately


  11.7   #73 Updating statistics after rebuilding indexes


  11.8   #74 Not optimizing index maintenance for our needs


  Considerations for MAXDOP


  Considerations for SORT_IN_TEMPDB


  Understanding OPTIMIZE_FOR_SEQUENTIAL_KEY


  11.9   #75 Not disabling indexes for bulk load


  11.10 #76 Relying too heavily on Database Engine Tuning Advisor


  11.11 #77 Not using columnstore indexes


  12   Backups


  12.1   #78 Not considering RPO and RTO


  12.2   #79 Using database snapshots as a recovery strategy


  12.3   #80 Using crash-consistent snapshots as a recovery strategy


  12.4   #81 Not testing backups


  Checking that backups completed successfully


  Verifying backup integrity


  12.5   #82 Taking backups during an ETL window


  12.6   #83 Always using the FULL recovery model on data warehouse and development systems


  12.7   #84 Using SIMPLE recovery model for OLTP databases


  12.8   #85 Not backing up after changing recovery model


  12.9   #86 Scheduling log backups immediately after a full backup


  12.10 #87 Not using COPY_ONLY backups for ad hoc backups


  12.11 #88 Forgetting that backups are part of our security posture


  13   Availability


  13.1   #89 Confusing HA and DR


  13.2   #90 Failing to architect for the requirements


  13.3   #91 Not testing the DR strategy


  13.4   #92 Assuming availability groups are always the right answer


  13.5   #93 Overloading a cluster


  14   Security


  14.1   #94 Not implementing the principle of least privilege


  14.2   #95 Not disabling the sa account


  14.3   #96 Using the wrong granularity of a service account


  14.4   #97 Enabling xp_cmdshell


  14.5   #98 Failing to audit administrative activity


  14.6   #99 Exposing the business to whole-value substitution attacks


  Preparing an encrypted environment


  Understanding and preventing whole-value substitution attacks


  14.7   #100 Exposing the business to SQL injection attacks


    


        index


  front matter


  preface


  SQL Server is an incredibly rich and powerful toolset that can be used to store, retrieve, manipulate, and transform data. Over the years, a vast array of enhancements and auxiliary features have been added to the product, making it a very large subject to learn and master.


  It is designed to be easy to use, but this combination of ease and flexibility makes SQL Server a product that is very easy to do badly and challenging to do well. Because data is so important for all organizations, if we do SQL Server badly, then it can open our organizations to many risks. These risks range from reduced productivity caused by poor performance to security risks. Organizations can even fall foul of regulatory compliance if data is lost, becomes unavailable, or even becomes available to people who should not be able to see it.


  I have worked with SQL Server for two decades. In that time, I was lucky enough to be involved in some of the largest and most complex SQL Server projects in London. I have worked as a T-SQL developer, a business intelligence developer, a database administrator, a platform engineer, and an architect. I also really enjoyed working as a SQL Server trainer, which gave me the opportunity to work across Europe and meet some incredible people.


  For the last 10 years, I have been privileged to write technical books on SQL Server. These books have spanned topics that include administration, automation, security, AlwaysOn, and advanced data types. In fact, 100 SQL Server Mistakes and How to Avoid Them is my 11th book project.


  Because I have worked in multiple SQL Server disciplines for a variety of FTSE 100 organizations, I have seen a multitude of mistakes that are made when people find themselves working, sometimes unexpectedly and often without formal training, as SQL Server professionals. This is the inspiration for this book. I wanted to compile the most common mistakes that I have encountered, or sometimes made myself, into a single volume and help others to avoid falling into the same pitfalls.


  Many technical books are “happy path.” They teach readers how SQL Server is configured to work “when all is well,” or they demonstrate how to engineer code to meet a specific requirement. This book is different. It highlights common misconceptions and misconfigurations and explains why they are problematic. It then describes what we can do differently to avoid the issues.
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  Writing is also a team sport, and this book would not be nearly as good as it is without the efforts of Connor O’Brien, the development editor for this project, and Grant Fritchey, the technical editor, who is also a Microsoft Data Platform MVP and AWS Community Builder, and who currently works as Product Advocate at Red Gate Software. A big thank you to both of you for all your efforts.
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  about this book


  100 SQL Server Mistakes and How to Avoid Them guides accidental database administrators (DBAs) through the minefield of SQL Server, helping them to avoid the common pitfalls that database professionals can fall into across a range of topics, including administration, development, and security.


  Who should read this book?


  This book is meant for accidental DBAs, junior SQL Server professionals, application developers who need to work with SQL Server, and even senior SQL Server professionals who do not have experience with recent versions of the product.


  How this book is organized: A roadmap


  This book consists of 14 chapters:


  
    	
      Chapter 1 introduces SQL Server and the learning methods that are used in this book. It also discusses “mistake #0,” which explores the root of all other mistakes—the misconceptions that SQL Server is “just a database.”

    


    	
      Chapter 2 discusses the topic of coding standards. It explores the impact of stylistic choices as well as technical issues caused by using the wrong standards. We also look at naming conventions and their impact on maintainability.

    


    	
      Chapter 3 explores data types in SQL Server. In this chapter, we look at the impacts of using inappropriate data types. We also explore advanced data types and evaluate the consequences of not using them.

    


    	
      Chapter 4 looks at database design. With a strong focus on normalization, we learn why a good database design is so important. We also examine the use of keys and the consequences of making poor choices in this area.

    


    	
      Chapter 5 gets down to the nitty-gritty of T-SQL. We explore a range of mistakes that can cause unpredictable results and poor performance. We also dive into loops in T-SQL and explore alternatives.

    


    	
      Chapter 6 exposes some common mistakes that are made when using SQL Server Integration Services (SSIS). We look at common mistakes, including losing bad data, not optimizing data loads, and using SSIS purely as an orchestration tool.

    


    	
      Chapter 7 discusses error handling, testing, source control, and deployment. In this chapter, you will learn how to handle errors in T-SQL and troubleshoot code. We also discuss the benefits of testing and of using modern deployment mechanisms.

    


    	
      Chapter 8 moves us into administration, where we explore mistakes that are made when installing SQL Server. These mistakes include using an inappropriate operating system and using an inappropriate SQL Server edition. We also discuss automating installation and when we should choose cloud-native offerings.

    


    	
      Chapter 9 explores instance and database management. We discuss the consequences of not addressing capacity planning and not patching. We also look at database corruption and administrative scripting.

    


    	
      Chapter 10 focuses on optimization. In this chapter, we explore optimizations at the levels of the instance, tables, queries, and transactions. We also discuss the mistake of throwing more hardware at a problem.

    


    	
      Chapter 11 looks at the mistakes and misconceptions relating to indexes. We explore index fragmentation, index maintenance, and how indexes interact with extract, transform, load (ETL) processes.

    


    	
      Chapter 12 explores database backups. In this chapter, we discuss a multitude of mistakes around this very important topic. These mistakes range from not aligning our backup strategy with the organization’s recovery requirements to not considering the security implications of our backup strategy.

    


    	
      Chapter 13 discusses high availability. We take a look at the differences between high availability and disaster recovery, ensuring our availability strategy meets requirements and technical considerations such as overloaded clusters and when availability groups are not the correct technology choice.

    


    	
      Chapter 14 is a deep dive into security mistakes. We explore a range of issues, from service account granularity to xp_cmdshell. We also explore some common forms of attack, such as whole-value substitution attacks and SQL injection attacks, and we discuss how to protect against them.

    

  


  About the code


  This book contains many code examples, both in numbered listings and embedded within the text. In all cases, code uses this font to help you identify it. Some code listings have annotations to help you follow what actions are being performed by complex code.


  You can get executable snippets of code from the liveBook (online) version of this book at https://mng.bz/4pWR. The complete code for the examples in the book is available for download from the Manning website at www.manning.com, and from GitHub at https://github.com/100SQLServerMistakes/SourceCode.


  liveBook discussion forum


  Purchase of 100 SQL Server Mistakes and How to Avoid Them includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://mng.bz/QVK6. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest their interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website for as long as the book is in print.


  about the author
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  Peter A. Carter has two decades of experience as a SQL Server developer, administrator, architect, trainer, and author. He currently looks after a team of platform engineers for a well-known brand in London. He has an understanding of SQL Server that is both broad and deep. He has published multiple SQL Server books, covering subjects ranging from administration and security to automation and advanced data types.


  about the cover illustration


  The figure on the cover of 100 SQL Server Mistakes and How to Avoid Them is captioned “Tzorbadji, ou Colonel des Jannissaires,” or “Tzorbadji, colonel of the Janissaries,” from the George Arents Collection and The New York Public Library Digital Collections. The Janissaries were a standing army of elite infantry units that served the Ottoman sultan from the fourteenth through nineteenth centuries.


  In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.


  1 Introducing SQL Server


  This chapter covers


  
    	What you should know about this book


    	The SQL Server index mistake (mistake #0)


    	The C4 model


    	SQL Server’s components, protocols, and platforms


    	The importance of SQL Server skills

  


  Over recent years, DBA has become a catchall term to describe anybody who works with databases. I always feel that this is doing something of a disservice to both the technology and the professionals who work with it. SQL Server is a massive product, and complex data-tier applications require teams to have a range of competencies to harness its full power. Therefore, when we refer to DBA in this book, we will be referring specifically to database administrators.


  We will cover topics relevant to people with the following roles:


  
    	
      Database administrators (DBAs)

    


    	
      Database developers

    


    	
      Extract, transform, load (ETL) engineers 

    

  


  This book may also be of interest to members of the following communities if they have overlapping responsibilities:


  
    	
      Database architects

    


    	
      Data warehouse developers

    


    	
      Testers

    


    	
      Data scientists

    


    	
      Cyber security engineers

    


    	
      Business intelligence developers

    

  


  1.1 The SQL Server index mistake (mistake #0)


  The modern SQL Server ecosystem is large and complex, which leads me nicely to mistake #0—terminology that I have borrowed from virology, where the index case (or case 0) describes the first patient to contract a virus and infect other people. In this context, it is the root of all other SQL Server mistakes. This mistake is not usually made by database professionals. Instead, it is generally made by solution architects, delivery managers, program managers, and business analysts. It can be summed up in a single quote—a quote that I wish I had a dollar for every time I heard it: “But it’s just a database, right?”


  This assumption of simplicity leads to an incredible number of projects not budgeting for the resources to develop a suitable data-tier application or factoring in enough time to sufficiently develop such an application. It leads to due consideration not being given to the postproject operational support of the environment, and it leads to the term DBA being used to describe anybody who works with databases, regardless of their competencies.


  How are these problems addressed? Welcome the “accidental DBA,” a person who has a limited amount of experience in SQL Server, often because they are an application developer who has created some small databases as a backend data store in the past. Suddenly, this person is responsible for the development, optimization, administration, and security posture of all things SQL Server related.


  Does this scenario sound familiar? If so, then it is certainly worth reading on, as this book will explore the common mistakes made by database professionals who are finding their feet, many of whom fall into the accidental DBA camp.


  In this book, we will discuss mistakes that are made by people performing tasks related to development, administration, high availability (HA), disaster recovery (DR), and security.


  1.2 An overview of SQL Server


  SQL Server is a leading relational database management system (RDBMS) produced by Microsoft. In its simplest form, it provides a platform for hosting and managing databases. It also has many other features that allow for advanced activities, such as reporting, data transformation, and master data management. 


  To understand the breadth of SQL Server a little better, let’s imagine the use case of a confectionary company called MagicChoc. It has a website, hosted in the public cloud, which sells its chocolatey goodness. It also has a small data center in its factory, which hosts its manufacturing application, stock control application, and reporting solution. This is illustrated in the system landscape diagram in figure 1.1.
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    Figure 1.1 MagicChoc system landscape diagram

  


  
    C4 model


    In addition to technical diagrams in this book, we will also make use of the C4 model, where appropriate. The C4 model is a set of architectural standard diagrams. At its core, C4 contains four standard diagrams: a system context diagram, a container diagram, a component diagram, and a code diagram. The system context diagram is at the highest level, illustrating an application’s interfaces with users and other applications. Each subsequent level drills through a specific area of the application, providing ever more granular detail. The lowest level of granularity is the code diagram at the bottom.


    The model also contains side diagrams: a system landscape diagram, which illustrates how a portfolio of applications interacts; a dynamic diagram, which illustrates how static elements work together at run time to form a feature; and a final diagram, which is a deployment diagram and illustrates the platform that an application is deployed on.

  


  Tip While a full discussion of C4 is beyond the scope of this book, a full description can be found at https://c4model.com.


  The interesting part of this system landscape is that all four of the applications have a SQL Server component. The MagicChoc website is hosted in Azure and has an Azure SQL Database storing information in the backend. The stock inventory system and the manufacturing application both have SQL Server databases, and these databases are hosted on the same SQL Server instance, which runs on a virtual machine in the data center. The company reporting tool consists of a data warehouse, hosted in the data center, but it also uses SQL Server Reporting Services (SSRS) as the front end and SQL Server Analysis Services (SSAS) to produce multidimensional data models. It also uses SQL Server Integration Services (SSIS) to pull data from the other applications and transform it into a denormalized structure, optimized for reporting.


  Let’s zoom in and examine a container diagram that focuses on the reporting application. This diagram is shown in figure 1.2 and allows us to start seeing the breadth of the SQL Server stack.
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    Figure 1.2 Reporting application container diagram

  


  Note C4 diagrams should always be used appropriately, and you should pick and mix the most appropriate diagrams for any given scenario. In this chapter, the system landscape diagram and the container diagram are the most appropriate to illustrate the scenario, but we will be using other C4 diagrams throughout the book.


  You can see how the reporting application actually uses multiple SQL Server components to serve the business requirements, as well as databases that sit alongside the data warehouse and enable the functionality of those components. A full list of the major components of SQL Server 2022 is given in table 1.1.


  Table 1.1 SQL server major components


  
    
      
      
    

    
      
        	
          Component

        

        	
          Description

        
      

    

    
      
        	
          Analysis Services (SSAS)  

        

        	
          Allows for the creation and hosting of multidimensional data models and tabular data models that can be used for advanced reporting

        
      


      
        	
          Azure Connected Services  

        

        	
          Supports tight integration between Azure and SQL Server hosted on-premises. This includes the ability to easily integrate on-premises hosted SQL Server instances with Azure features such as Synapse, Purview, and Microsoft Defender. Additionally, the simple Azure Arc connection can be configured during instance installation. This allows a single view of SQL Server installations across multicloud and on-premises, and fully automated technical assessments.

        
      


      
        	
          Database Engine  

        

        	
          The core database management service, which allows for relational databases to be built and hosted. It includes second-tier operating system components for managing memory and processor resources. It also incorporates data security, high-availability technologies, data replication, integrations with heterogeneous data sources, and support for semistructured data, such as XML and JSON.

        
      


      
        	
          Data Quality Services (DQS)  

        

        	
          A data quality solution that provides a knowledge base to support critical data quality tasks, such as standardization and deduplication. The DQS Server component comprises data quality functionality and storage, while the Data Quality Client component provides a graphical user interface that can be used by data domain experts.

        
      


      
        	
          Data Virtualization with PolyBase  

        

        	
          Allows developers to use T-SQL to query external data sources, such as Azure Blob, Delta Tables (the default table format in Azure Databricks), Hadoop, MongoDB, Oracle, S3, and Teradata

        
      


      
        	
          Integration Services (SSIS)  

        

        	
          Provides versatile ETL operations. Often used to pull data from heterogeneous sources, denormalize the data, and populate data warehouses. Also used to integrate data from external sources, such as web services and FTP sites, into SQL Server databases.

        
      


      
        	
          Machine Learning Services (In-Database)  

        

        	
          Allows developers to use R and Python scripts inside databases. These scripts can be used to prepare data for machine learning or to train, evaluate, and deploy machine learning models.

        
      


      
        	
          Master Data Services (MDS)  

        

        	
          A Master Data Management (MDM) solution that allows data stewards to manage a company’s master data. Stewards can create data models and rules. Master data can also be exported so that it can be easily shared with business stakeholders.

        
      


      
        	
          Reporting Services (SSRS)  

        

        	
          Provides users with a graphical reporting tool. Reports can contain tabular data, as well as charts, maps, and other graphical elements. The reports can be complex, and there is support for parameters, variables, linked reports, and report caching.

        
      

    
  


  As you can see, SQL Server is a vast and complex product, which can and does span many volumes. Therefore, in this book, we will focus mainly on the Database Engine, although we will also touch on cloud integration and SSIS. Therefore, let’s dive a little deeper into the Database Engine.


  1.2.1 Overview of the Database Engine


  To explain the Database Engine, let’s explore the journey a query takes when it is executed by a user. Let’s imagine that a MagicChoc customer is exploring the website and decides to look more closely at the LushBar chocolate bar. The website runs the following query, which reads the dbo.Products table and returns the name and description of the product, alongside the product image. The CASE statement is used to return an appropriate response, depending on the quantity of the product in stock. If there are more than 10 in stock, it will return the text “In Stock.” If there are 0, then it will return the text “Out of stock.” If there are between 1 and 10 of the product in stock, it will build a string that informs the user of exactly how many are in stock:

  SELECT
      ProductName
    , ProductDescription AS Description
    , CASE
        WHEN StockQty >= 10
            THEN N'In Stock'
        WHEN StockQty > 0 AND StockQty < 10
            THEN CAST(StockQty AS NVARCHAR) + ' left in stock'
        ELSE 'Out of stock'
      END
    , ProductImage
FROM dbo.Products WITH (NOLOCK)
WHERE ProductID = @ProductID


  NOTE Using NOLOCK in this context is a mistake that we will discuss in chapter 5.


  The journey of this query is depicted in figure 1.3. In this diagram, notice that the user interacts with SQL Server using the Tabular Data Streams application layer protocol. SQL Server receives this data via SNI, which is part of SQL Server’s protocol layer. The protocol layer then sends the request to the relational engine.
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    Figure 1.3 The flow of a query through the Database Engine

  


  Here, the query is parsed. If you have made a mistake in the syntax of your query, the parser is the component that will cause an error to be thrown. This process not only checks the validity of query syntax but also includes algebraization, a process that converts object names into object IDs. This results in the creation of a highly normalized query tree, which is passed to the Query Optimizer.


  The Query Optimizer is a highly sophisticated process that sits right at the heart of the SQL Server. The difference between SQL and many other languages, such as C or BASIC, is that SQL is a descriptive language, rather than a prescriptive language. In prescriptive languages, a developer specifies exactly what they want the language to do. In a descriptive language like SQL, however, the developer simply describes the results that they want to return. The Query Optimizer is responsible for determining the most efficient way of returning the desired result set. As you can imagine, this will have a huge effect on the performance of the Database Engine. Therefore, the optimizer uses object types, data types, and statistics, among other metadata, to describe the data in columns and indexes, to assess the cost of various plans. Although the optimizer is an incredible component, it is no substitute for well-written code. You can help the optimizer help you by ensuring you do not fall into T-SQL development pitfalls, such as using cursors, which we will discuss in chapters 5 and 9. Another mistake that can hinder the optimizer is failing to keep your statistics and indexes maintained. We will explore this in chapter 11.


  Tip SQL Server 2022 can also use optimizer feedback. This uses the Query Store and intelligent query processing to optimize aspects of the query plan, such as the memory grants and the maximum degree of parallelism, based on the performance of a given query over time. This will be discussed further in chapter 10.


  Once a suitable plan has been established, the plan is sent to the Query Executor. This component will interact with the storage engine to read (or write) the required data. This involves the Transaction Manager, which is responsible for managing and distributing the results of an atomic transaction. Even though our query has not been run in the context of an explicit transaction, it will still be inside an implicit transaction. The performance of your transactions can be affected if you have chosen a suboptimal transaction isolation level, which we will discuss in chapter 10. Lock Manager is responsible for locking objects to ensure transactional consistency. In the case of our query, it is possible to read rows that are never committed, because we have used the NOLOCK query hint. We will discuss this further in chapter 5. The Buffer Manager is the component that interacts with the cached data in memory. 


  Three areas of cache are depicted in figure 1.3. The plan cache stores complex query plans, meaning that subsequent invocations of the query may be able to avoid the optimization process. The log cache caches transaction log records before they are flushed to disk. 


  Tip The log records are always flushed to disk before a transaction is committed unless delayed durability is used.


  The buffer cache stores data pages that have been read from a disk. It is important to note that a query is always satisfied from the cache and never directly from data stored on disk. Even if the required data pages do not reside in cache, they will be read from the disk into the cache, and then the query will be satisfied from the cached data. A common mistake is to return more data in a query than you need. If you do this, then the buffer cache will fill up quicker than it needs to. This will result in older data being released from the cache sooner. In turn, this can lead to poor performance, as data needs to be read from disk more often. We will discuss this more in chapter 4.


  1.2.2 Heterogeneous platforms


  It is important to remember that SQL Server is no longer just “a database on Windows.” Instead, it is supported on a veritable smorgasbord of platforms. First, let us consider the operating systems on which SQL Server 2022 is supported. These operating systems are laid out in figure 1.4.
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    Figure 1.4 Operating systems supported by SQL Server

  


  Note SQL Server Express edition and Standard edition can also be installed on Windows 10 and Windows 11.


  You will notice that not only can SQL Server be installed on Windows Server Core, which is a PowerShell-only version of Windows that does not have a GUI, but it can also be installed on three different flavors of Linux. This means that there is potential for a database professional to work not only with the GUI but also with PowerShell and Bash.


  It is also worth discussing the hosts that SQL Server 2022 can be installed on, which are depicted in figure 1.5.
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    Figure 1.5 Hosts supported by SQL Server

  


  Official support for SQL Server on VMware has been around for some time. What may be more surprising is that recent versions of SQL Server are also supported on containers. This means that some database professionals may need to be familiar with technologies such as Docker and Kubernetes.


  Note At the time of writing, SQL Server is only supported on Linux containers. SQL Server on Windows containers was available in beta, but this program has since been canceled. There is nothing stopping you from creating your own Windows containers hosting SQL Server, based on a vanilla Windows Core container image. Just note that as it is unsupported, you should never do this in a production environment.


  We should also consider cloud support for SQL Server. SQL Server is supported on Infrastructure as a Service (IaaS) virtual machines in the cloud. These are called Azure Virtual Machines in Azure and GCP or EC2 instances in AWS. There are also PaaS offerings from these vendors, however. 


  In AWS, Application Machine Images (AMIs) are available that have SQL Server installed. Depending on the AMI used, you can purchase SQL Server with the EC2 instance on a Service Provider License Agreement (SPLA). In this model, the license is included in the hourly cost of the EC2 instance. Alternatively, you can bring your own license (provided that this is within the terms of your license agreement with Microsoft). 


  There is also an option to use RDS, which is a Database as a Service (DBaaS) offering. The underlying server and SQL Server instance are managed by AWS, and you are only responsible for managing the databases hosted within it.


  In Azure, you can create SQL Server VMs from Azure VM images that have SQL Server installed. Like AWS, you can use a license-included model, where the cost of the SQL Server license is included in the cost of the VM, allowing you to pay as you go. You can also use the Azure Hybrid Benefit (AHB) license model, which allows you to use an existing SQL Server license. Finally, in Azure, an HA/DR license can be used to host a SQL Server replica that is used exclusively for HA or DR purposes.


  Azure offers Azure SQL Database, which is a DBaaS offering, similar to the AWS RDS hosting option. Additionally, there is a SQL Instance as a Service offering called Azure SQL Managed Instance. This option provides a balance between a VM and a DBaaS by offering users the option of managing their own SQL Server instance, while the underlying operating system and virtual machine are managed by Azure.


  Finally, Azure offers Azure SQL Edge, which provides an Internet of Things (IoT) database that includes data streaming and data processing.


  1.3 Why we should still care about SQL Server


  In recent years, I have heard people question if we should still care about SQL Server. This is usually for one of two reasons. The first is because of an assumption that relational databases are not really required anymore because everything uses NoSQL.


  This assumption is not really correct. While NoSQL has certainly grown massively over the last decade and is the correct choice for many use cases around data analytics, the reality is that there is still very much a place for relational databases. It simply boils down to the old adage “Never put a square peg in a round hole!” Simply put, you should always use the right tool for the job. Trying to force a dataset that is a natural fit for a relational database into an unstructured environment is as bad as trying to force naturally unstructured data into a SQL Server database.


  The second reason is an assumption that DBaaS means that you simply don’t need to run your own SQL Servers anymore; hence, there is no need for SQL Server skills.


  Again, this assumption is not really correct. DBaaS and managed instances are very helpful tools in the toolbelt of any database professional. They do not eliminate the need for SQL Server skills, however. This is for two reasons. The first reason is that even databases hosted in DBaaS need to be developed and have their code optimized to avoid poor performance. The second reason is that DBaaS or even managed instances are not always a good choice. Sometimes they are not even feasible for a given workload. While there are several reasons for this, one common reason is cost. You are paying your cloud provider to host, patch, secure, and optimize all layers of the stack below the database. This comes at a premium. If you move every single database to an RDS or Azure SQL Database, then you may be able to offset this cost against the cost of your physical DBA team. If there are reasons why you cannot move all of your databases to a DBaaS offering, however, then you will end up double paying.


  
    Physical DBAs vs. logical DBAs


    Physical DBA is a term used to describe DBAs who have good knowledge of managing SQL Server instances but are not skilled in the database tier. This is opposed to logical DBAs, who are skilled at developing and tuning databases but do not have experience with managing instances.


    I have seen companies structure their database teams in this way when they have an infrastructure-managed service provider who builds and supports SQL Server instances and ensures they are available. Often, they then hand over responsibility for the databases to an in-house application support team who are responsible for the support and optimization of database-level constructs.

  


  In my experience, it is almost always the case that you simply cannot move all of your databases to a DBaaS offering. One reason for this is vendor support. If you run a commercial off-the-shelf product that has a SQL Server backend, then you are at the mercy of the vendor agreeing to support the product if the backend is moved to a DBaaS.


  Another reason is that many companies have large, complex data-tier applications, sometimes with hundreds of thousands of lines of code embedded in components such as SQL Server Integration Services. These can often not simply be lifted and shifted, which is a term used to describe migrating a data-tier application as is, without any transformation or modernization. Instead, they require re-architecture—and that means a significant investment of both time and expenditure, which often cannot be justified.


  1.4 Why getting SQL Server right matters


  In my youth, I used to play a board game called Othello. The tag line for the game was “A minute to learn, a lifetime to master.” SQL Server always reminds me of this. One of the advantages of SQL Server over some of its rivals is that it is very easy to implement. It is, however, very difficult to implement well.


  This matters because a poorly implemented SQL Server instance can lead to problems, including


  
    	
      Poor performance

    


    	
      Data theft

    


    	
      Ransomware attacks

    


    	
      Noncompliance with regulation

    


    	
      Loss of data in the event of a disaster

    


    	
      Prolonged outage in the event of a disaster

    

  


  Poorly implemented database code can lead to


  
    	
      Poor performance

    


    	
      Security breaches

    


    	
      Unhandled failures

    


    	
      Code that can’t be maintained

    

  


  These problems can lead to companies experiencing vast expenses, loss of revenue, loss of reputation, increased staff turnover, or even prosecution. Therefore, getting SQL Server right really does matter.


  Summary


  
    	
      The root of SQL Server mistakes is an assumption that databases are simple and easy.

    


    	
      SQL Server is a popular relational database management system.

    


    	
      SQL Server has a large, complex ecosystem with multiple major components.

    


    	
      The core component of SQL Server is the Database Engine.

    


    	
      The Database Engine contains components, including the relational engine and the storage engine.

    


    	
      SQL Server is supported on Windows and Linux operating systems.

    


    	
      SQL Server is supported on physical servers, virtual machines, and Linux containers.

    


    	
      In the public cloud, SQL Server is available on IaaS or as PaaS offerings.

    


    	
      It is important to implement SQL Server well to avoid problems such as poor performance, loss of data, and security breaches.

    

  


  2 Development standards


  This chapter covers


  
    	An introduction to development standards


    	Naming standards


    	Coding standards

  


  In this chapter, we will explore why having (and following!) development standards is so important. So let’s start by defining exactly what we mean when we talk about development standards in the context of building data-tier applications with SQL Server. Development standards cover the following areas:


  
    	
      Naming conventions

    


    	
      Coding standards


      
        	
          Stylistic

        


        	
          Technical

        

      

    

  


  Specifically, we will look at the common mistakes that database professionals make and discuss how you can avoid the same pitfalls.


  2.1 An example mistake


  Imagine the topology depicted in figure 2.1. Suppose you get a call from the application team that looks after an application called TimeChewer. They report that some of their queries are running slowly and ask you to take a look. They advise that the application’s database is hosted on the server called sql-shared-app-server. 
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    Figure 2.1 A SQL Server topology with poor naming conventions

  


  You connect to the server, and your heart immediately sinks. The instances are called SQL01 and SQL02. This gives you no indication of which instance may host the application’s database. So you connect to each instance in turn, hoping to find a database with a name like “TimeChewer.” Unfortunately, you are greeted with database names DB01, DB02, DB03, and DB04.


  Now you must contact the application team and ask them to find the connection string and work out which database and which instance the application is connecting to. Finally, they respond and let you know that TimeChewer is connecting to DB03 on SQL01. So you decide to have a look at one of the stored procedures that they have mentioned is performing badly and script out the stored procedure definition. The definition of this procedure is

  ALTER PROCEDURE dbo.proc01
AS
BEGIN
;with t3 as (select col1, col2, col3 from tbl03) select t1.col1, t2.col2, t1.col2, t1.col3, t3.col1, t3.col2 from dbo.tbl01 t1 inner join tbl02 t2 on t1.col1 = t2.col1 and t1.col3 < 55 inner join t3 on t3.col1 = t1.col1 union select col1, col2, col3, NULL, NULL, '0' from dbo.tbl04 ;
END


  I imagine you have just been squinting at the stored procedure, trying to work out what on earth it’s doing. In short, after spending 30 minutes trying to work out which database has the problem, you are now going to have to spend another 15 minutes reformatting the code into something legible and trying to work out what this very simple stored procedure is doing. That’s 45 minutes wasted, before you even start to investigate the problem.


  While this is an extreme example, it illustrates why naming conventions and coding standards are so important and why failing in this area will leave you and others pulling their hair out in frustration.


  2.2 #1 Nondescriptive object names


  Although the example of nondescriptive database names in the introduction to this chapter was rather extreme, I have seen instances of people using SQL01, SQL02, etc. as their standard naming convention—for instance names—and it really does cause a headache. Nondescriptive naming is more prevalent, however, at the code level, and that is where we focus in this chapter.


  Tip We will talk more about the specific problems caused by poor instance naming in chapter 8.


  To discuss this, let’s head back to our MagicChoc example that we introduced in chapter 1. In this chapter, we will be discussing the SalesDB database, which is the backend for the website. Figure 2.2 illustrates the component diagram of this database, which shows the database objects (tables, procedures, and views) within this database.
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    Figure 2.2 SalesDB component diagram

  


  You will notice that the object names in this database really have not been well thought out. You should always strive to have code that is self-documenting. Contrary to popular belief, this does not necessarily mean littering the code with comments. Comments can certainly be helpful to explain complex logic, but far more important is that the code is written and structured in such a way that anybody who reads the code, providing that they are fluent in the language, can establish what the code is trying to achieve. Meaningful object names are a big part of this listing.


  Imagine that you have been asked to fix a bug in the procedure that updates the stock inventory system after an order has been placed. You are not familiar with the process, so your first port of call might be to run a query that returns a list of stored procedures within the database. The following listing demonstrates three ways that you might wish to perform this activity. All three queries will return the same results.


  Listing 2.1 Returning a list of stored procedures

  SELECT 
    name
FROM sys.procedures ;                      ①
  
SELECT 
    name
FROM sys.objects                           ②
WHERE type_desc = 'SQL_STORED_PROCEDURE' ; ②
  
SELECT 
    name
FROM sys.objects                           ③
WHERE type = 'P' ;                         ③


  ① Pulls the list from the sys.procedures catalog view


  ② Pulls the list from the sys.objects catalog view, filtering by the type description


  ③ Pulls the list from the sys.objects catalog view, filtering by the type


  Of course, you may also choose to use SQL Server Management Studio (SSMS) to view the procedures through the GUI. However you decide to list the objects, you will find that there are procedures called updateStock and stockUpdate. Which is the procedure you need to debug? Who knows? Before you can start your assignment, you will need to either review the definitions of both stored procedures or find out where the procedure is being called to establish the name of the relevant procedure.


  In our case, establishing where the stored procedure is called is going to be a little tricky because it is actually called by another stored procedure—the sp_orders stored procedure. Again, this procedure has a generic, fairly meaningless name, which does not articulate the purpose of the procedure. So you will have to track back to the application that triggered the process to discover the first procedure in the chain.


  Now let’s imagine that you have worked out that the orders procedure is the first stored procedure in the chain. You can find the definition of this stored procedure through SSMS, or by running the query in the following listing.


  Listing 2.2 Getting the stored procedure definition

  SELECT s.definition
FROM sys.objects o 
INNER JOIN sys.sql_modules s               ①
    ON o.object_id = s.object_id           ①
WHERE o.name = 'sp_orders' ;


  ① Joins sys.sql_modules, which stores the procedure definition to sys.objects, which stores the object name. The join is made on the object_id column, which is present in both catalog views.


  Tip Personally, I prefer to script a stored procedure definition from Object Explorer in SSMS, as opposed to pulling the definition from the sys.sql_modules catalog view. This is because pulling from sys.sql_modules will not preserve the formatting.


  The definition of the sp_orders stored procedure can be found in listing 2.3. The @AddressID parameter is meaningless. Is it the billing address or the delivery address? The @Address parameter is both meaningless and confusing. The parameter’s name implies an actual address, where it is meant to store an address ID. Also, which address is it referring to? Yet another meaningless parameter name is @date. Is this the order date? The delivery date? It could even imply a timestamp of when the record was inserted into the table! Within the body of the procedure, we also have confusing variable names. The @stock variable is meant to hold the quantity ordered and @product is holding the product ID. These names simply are not clear, and you need to wade through the code to understand their purpose.


  Listing 2.3 sp_orders procedure definition

  CREATE PROCEDURE sp_orders
    @CustomerID INT,
    @LineItems XML,
    @AddressID INT,
    @Address INT,
    @date DATETIME
AS
BEGIN
    DECLARE @Stock INT = 0 ;
    DECLARE @Product INT = 0 ;
    
    INSERT INTO tbl_orders (
        CustomerID, 
        LineItems, 
        BillingAddressID, 
        DeliveryAddressID, 
        Date
    )
    VALUES (
        @CustomerID, 
        @LineItems, 
        @AddressID, 
        @Address, 
        @date
    ) ;
  
    SET @Stock = @LineItems.value('(/Product/@qty)[1]', 'int') ;
    SET @Product = @LineItems.value('(/Product/@ProductID)[1]', 'int') ;
  
    EXEC sp_stockUpdate @product, @stock ;
END


  Tip If you are not familiar with how to use XML in SQL Server, then you are not alone. In fact, failure to use XML appropriately is another common mistake, which we will explore in chapter 3.


  By reading the definition of this stored procedure, we can already see that the meaningless names of parameters and variables are storing up trouble for us. If we need to enhance or debug functionality relating to addresses or time, then we are going to have to spend time figuring out what the data means.


  For now, though, we need to fix the problem with the stock inventory update, and this stored procedure definition has allowed us to determine that the sp_stockUpdate procedure is likely to contain the code that we need to debug. Let’s take a look at the procedure in listing 2.4. 


  We can see that sp_stockUpdate is a simple stored procedure, which updates the stock level in SalesDB and then uses a linked server to update the stock level in the inventory system. We can also see that the cause of the bug is inconsistent names, leading the developer to get confused and pass the product ID into the calculation that updates the quantity remaining in stock while trying to filter the product ID on the quantity of goods being ordered, instead of the actual product ID.


  Listing 2.4 sp_stockUpdate procedure definition

  CREATE PROCEDURE sp_stockUpdate
    @ProductStockLevel INT,               ①
    @StockID INT                          ①
AS
BEGIN
    UPDATE tbl_products
    SET StockQty = StockQty - @productStockLevel
    WHERE ProductID = @StockID ;
  
    UPDATE [DCSVR01\Inventory].InventoryDB.dbo.productStock
    SET StockQty = StockQty - @productStockLevel
    WHERE ProductID = @StockID ;
END


  ① Parameter names are inconsistent with both the sp_orders procedure and the table’s column names.


  
    Real-world example


    This example is quite simple and is for illustrative purposes, but you can imagine that when you are dealing with complex code, these challenges will quickly become a nightmare. The example in this section is loosely based on a real-world example that I came across. A developer had written a very complex process with five layers of stored procedures and multiple entry points from external applications. Across all of the procedures, there were around 2,000 lines of code. After he moved on, a bug was discovered, and upon trying to resolve the problem, we found that the developer had used variable names, parameter names, and column names interchangeably. The bug itself was simple and should have been resolved within a couple of hours, but because of the tangled web of naming, it took three days of effort to resolve the problem. It then took another two weeks to update all the names to be consistent and perform regression testing.

  


  TIP A positive example of good naming in listing 2.4 comes in the form of the table primary key columns. You will notice that the tbl_products table has a ProductID, the tbl_orders table has an OrderID, and the tbl_addresses table has an AddressID. A common mistake is to use ID as a stand-alone column name for the primary key columns in all tables, meaning that the primary key column in every table has the same name. I’m sure you can imagine how confusing this could easily become in the context of a complex stored procedure.


  As you have seen, not giving due consideration to naming can introduce bugs, cost valuable time when trying to fix problems, and make it harder to enhance functionality. Therefore, spending a little time to keep names consistent and meaningful is a practice that we should all follow.


  This might sound easy, and for small database projects, it usually is. But when you have a large project that is built over a long period of time by multiple developers, it can actually become quite tricky. It can become even more tricky if your project is delivered with Agile methodology. Unlike a traditional waterfall project, Agile projects use methodologies such as Sprint or Kanban, which break the backlog of work up into small chunks that can deliver incremental functionality at a faster pace. 


  The Agile approach can work very well and brings many advantages over waterfall projects. When it is delivered badly, however, there can be an assumption that design, architecture, and planning are not required. In database projects, architecture is always critical, as you must consider important design elements, such as the schema of your tables. Failure to do this will likely result in a tangled mess of tables that are not normalized and probably data duplication and performance problems, as well as increased complexity. If you are going to spend time up front looking at table design, then it is a simple and comparatively quick task to also look at other design elements, such as object naming.


  A well-managed database project using Agile methodology will either have a number of design sprints at the start of the project or periodic sprints where a section (usually a schema) of the database is designed.


  So what should the developer who wrote our MagicChoc stored procedures have done differently? Consider the new definition of the sp_orders procedure in listing 2.5. First, the address parameters are now both obviously IDs. More importantly, it is clear which parameter is for the billing address and which is for the delivery address. The @date parameter is now clearly an order date. Not only have we changed the parameter, however, but we have also updated the column name in the table, which removes the ambiguity at this level. The @product variable has been updated to @ProductID, and not only have we updated the @stock variable to be @OrderQty, but we have also updated the XML definition to match, making the data clearer, right through the stack. Finally, we have updated the execution of the sp_updateProductStockLevel procedure to pass the variable in the correct order. This final change will fix the bug. 


  Listing 2.5 sp_orders procedure new definition

  ALTER PROCEDURE sp_orders
    @CustomerID INT,
    @LineItems XML,
    @BillingAddressID INT,
    @DeliveryAddressID INT,
    @OrderDate DATETIME
AS
BEGIN
    DECLARE @OrderQty INT = 0 ;
    DECLARE @ProductID INT = 0 ;
    
    INSERT INTO tbl_orders (CustomerID, LineItems, BillingAddressID, DeliveryAddressID, OrderDate)
    VALUES (@CustomerID, @LineItems, @BillingAddressID, @DeliveryAddressID, 
@OrderDate) ; 
  
    SET @OrderQty = @LineItems.value('(/Product/@OrderQty)[1]', 'int') ; 
    SET @ProductID = @LineItems.value('(/Product/@ProductID)[1]', 'int') ;
  
    EXEC sp_updateProductStockLevel @OrderQty, @ProductID ; 
END


  Tip In the voice of my favorite 1980s private investigator: “I know what you’re thinking, and you’re right. Surely, we should have changed the procedure name as well?” However, I have kept it as is for now, as we will be discussing this name further in mistake #2.


  Please also consider the new definition of the sp_stockUpdate procedure in listing 2.6. You will notice that the name of the stored procedure has been changed to sp_updateProductStockLevel, which is a much more meaningful name for the procedure. With this name, we would have had no problem finding it at the start of this example.


  Listing 2.6 sp_updateProductStockLevel procedure definition

  CREATE PROCEDURE sp_updateProductStockLevel
    @OrderQty INT,                         ①
    @ProductID INT                         ①
AS
BEGIN
    UPDATE tbl_products
    SET StockQty = StockQty - @OrderQty
    WHERE ProductID = @ProductID ;
    UPDATE [DCSVR01\Inventory].InventoryDB.dbo.productStock
    SET StockQty = StockQty - @OrderQty
    WHERE ProductID = @ProductID ;
END


  ① The parameter names now match the variables being passed into them.


  After reviewing the preceding two new stored procedure definitions, you will see how meaningful and consistent naming dramatically helps in making the code self-documenting. While we could add code comments in the two procedures, they would add very little benefit. Anybody who can read T-SQL can now read these definitions, and it will be very clear what the procedures are doing and what data is being passed. This doesn’t mean that comments do not have their place, but this is usually to explain conceptual business logic in very long stored procedures or to specify external inputs/outputs, such as an API contract. If your code is self-documenting, comments should not be required to explain low-level code definitions.


  2.3 #2 Using object prefixes


  Some developers love to use object prefixes. Object prefixes are where tbl_ is added to the start of all table names, sp_ is added to the start of stored procedure names, fn_ is added to the start of function names, and v_ is added to the start of a view.


  Imagine you have a database that contains 250 tables. You are looking for the column definition of a table, so you quickly scan down the list of tables in Object Explorer. However, all of the tables have a tbl_ prefix. This automatically increases the parse time while you scan.


  That is because your brain is wired to follow common patterns. For example, you know the alphabet pretty well, right? Great! Try saying it backwards—from Z to A. It’s surprisingly difficult. That’s because your brain is not wired for that pattern. Even if you do train your brain to follow that pattern, it doesn’t mean that everybody else will find it easy.


  It’s the same with scanning prefixed objects. Even if you have trained your brain to be able to easily scan a string from the fifth character onward, your fellow developers, business intelligence developers, and administrators may not have, so you will be inadvertently hindering their productivity.


  If there was a good reason for doing this—and there are in some languages, such as ARM in Azure—then I would consider the tradeoff. In SQL Server, however, there is no good reason to do it. The reason that is usually citied is, “Because I need a way to easily identify which objects are of which type.”


  So let’s use MagicChoc to explore that reason through a couple of different lenses. Specifically, in the SalesDB, there is a table called tbl_Orders and a stored procedure called sp_orders. Additionally, there is a table called tbl_customers and a view called v_customers. The first lens is pure identification of object type. Let’s use the customer objects to think about this. There are two ways that you may wish to explore those objects: either through SSMS or through code. Figure 2.3 shows the two objects in Object Explorer.
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    Figure 2.3 Viewing objects through Object Explorer

  


  As you can see, it is quite easy to determine which is the table and which is the view. The table is displayed under the Tables node, and the view is displayed under the Views node.


  What about if you wanted to iterate your objects through code? The query in listing 2.7 demonstrates how to pull back the details of both objects via T-SQL. You will notice that the objects are easily distinguishable by virtue of the type_desc column in sys.objects.


  Listing 2.7 Returning the customers objects

  SELECT
       name
     , type_desc
FROM sys.objects
WHERE name LIKE '%customers%' ;


  The results of this query are

  Name              type_desc
tbl_customers     USER_TABLE
v_customers             VIEW


  Once again in the voice of that legendary 1980s detective, “I know what you’re thinking, and you’re right. If we dropped the prefix, the customers table and view would have an identical name, and that is not allowed.” And that brings me nicely to the second lens.


  You will remember that in mistake #1, we discussed having meaningful object names that made your code self-documenting. Let’s think about this from the perspective of the customers objects. There is a table and a view with exactly the same name. Unless they are performing exactly the same function, that can’t be right, unless the view is just returning all the data from a single underlying table. And if the view is just returning the same data as the table, then why does the view exist?


  
    Reasons for views that map exactly to a table


    There are two reasons why some people may have views that just return all columns from a single table. The first is a way of locking the tables to avoid people inadvertently changing the table schema. If you create a view WITH SCHEMABINDING, then it is not possible to alter the definition of the table without first dropping (or removing) SCHEMABINDING from the view. I do not recommend this approach. It is far better and more understandable to simply limit people’s access to make schema modifications using an appropriate security strategy. There is a design principle called the principle of least surprise. I subscribe to this theory.


    The second reason that you may see a view returning all columns from a single table is because of a stringent policy that all applications must access data via an abstraction layer. I am certainly in favor of the principle behind this, which is to keep the complexity at the SQL Server level and allow application developers to simply pull data from views and stored procedures. When it is taken to this extreme, however, it adds extra objects to no benefit. You just have more objects to maintain.

  


  In the SalesDB, the tbl_customers table holds details about customers. Therefore, it has a meaningful name. The v_customers view, however, is returning both customer data and order data. Therefore, its name is not appropriate. A more appropriate name might be customerOrders.


  The tbl_addresses table does not have any corresponding views, procedures, or functions, so we can simply go ahead and remove the prefix there. The tbl_products table does have a corresponding stored procedure, but that procedure currently has an sp_ prefix, so we can go ahead and rename this table as well. However, we should rename the stored procedure to sp_addOrder to make it meaningful.


  Tip You guessed it, in the words of Magnum PI: “I know what you’re thinking, and you’re right. Shouldn’t we drop the sp_ prefix from the stored procedures as well?” Yes, we should, but we are going to discuss this further in mistake #3; for now, we will leave them as they are.


  The script in the following listing will drop the prefix from the tables and view.


  Listing 2.8 Dropping the prefix

  EXEC sp_rename 'tbl_addresses', 'addresses' ;        ①
 
EXEC sp_rename 'tbl_orders', 'orders' ;              ①
 
EXEC sp_rename 'tbl_customers', 'customers' ;        ①
 
DROP VIEW dbo.v_customers ;                          ②
GO
 
CREATE VIEW dbo.customerOrders                       ②
AS    
SELECT    
      c.FirstName    
    , c.LastName    
    , c.email
    , o.LineItems.value('(/Product/@ProductName)[1]', 'int') AS ProductName
    , o.LineItems.value('(/Product/@OrderQty)[1]', 'int') AS OrderQty
    , o.OrderDate
FROM dbo.customers c
INNER JOIN dbo.orders o
    ON c.CustomerID = o.CustomerID ;
GO
 
DROP PROCEDURE dbo.sp_orders ;                       ③
GO
 
CREATE PROCEDURE dbo.sp_addOrder                     ③
    @CustomerID INT,
    @LineItems XML,
    @BillingAddressID INT,    
    @DeliveryAddressID INT,    
    @OrderDate DATETIME    
AS
BEGIN
    DECLARE @OrderQty INT = 0 ;    
    DECLARE @ProductID INT = 0 ;    
    
    INSERT INTO orders (
        CustomerID, 
        LineItems, 
        BillingAddressID, 
        DeliveryAddressID, 
        OrderDate
    )
    VALUES (
        @CustomerID, 
        @LineItems, 
        @BillingAddressID, 
        @DeliveryAddressID, 
        @OrderDate
    ) ;    
 
    SET @OrderQty = @LineItems.value('(/Product/@OrderQty)[1]', 'int') ;    
    SET @ProductID = @LineItems.value('(/Product/@ProductID)[1]', 'int') ;
 
    EXEC sp_updateProductStockLevel @OrderQty, @ProductID ;    
END
GO
 
DROP PROCEDURE dbo.sp_updateProductStockLevel ;       ③
GO
 
CREATE PROCEDURE dbo.sp_updateProductStockLevel       ③
    @OrderQty INT,    
    @ProductID INT    
AS
BEGIN
    UPDATE products
    SET StockQty = StockQty - @OrderQty
    WHERE ProductID = @ProductID ;
 
    UPDATE [DCSVR01\Inventory].InventoryDB.dbo.productStock
    SET StockQty = StockQty - @OrderQty
    WHERE ProductID = @ProductID ;
END


  ① sp_rename automatically updates Foreign Key constraints.


  ② Drops the view and creates it with the new name. This allows us to also change the definition to use the new table names.


  ③ While sp_rename can be used with stored procedures, we also need to change the definitions to use the new table names.


  2.4 #3 The dreaded sp_ prefix


  In mistake #2 we spent time discussing why prefixes are not a good idea, so why do we have a mistake dedicated to the sp_ prefix? The best way to explain why the sp_ prefix deserves a special shout-out is with an example. Therefore, I would like you to consider the definition of the sp_AddUser stored procedure in the SalesDB, which can be found in the next listing. This procedure simply adds a new user to the application when they register for an account online via the MagicChoc website.


  Listing 2.9 sp_AddUser procedure definition

  CREATE PROCEDURE sp_addUser
    @UserDetails XML                                                         ①
AS
BEGIN
  
    OPEN SYMMETRIC KEY MagicChocKey
        DECRYPTION BY CERTIFICATE MagicChocCertificate ;
  
    INSERT INTO dbo.customers (
          FirstName
        , LastName
        , email
        , UserPassword
    )
    VALUES (    
          @UserDetails.value('(/User/FirstName)[1]','nvarchar(128)')         ②
        , @UserDetails.value('(/User/LastName)[1]','nvarchar(128)')          ②
        , @UserDetails.value('(/User/email)[1]','nvarchar(512)')             ②
        , ENCRYPTBYKEY(KEY_GUID('MagicChocKey'), @UserDetails.value('(/User/ ②
    UserPassword)[1]','nvarchar(128)'))                                      ③
    ) ;
  
    CLOSE SYMMETRIC KEY MagicChocKey ;
END


  ① The details of the new user are passed from the application as an XML fragment.


  ② The xQuery value() method is used to pull the values out of the XML fragment and insert them into the customers table.


  ③ The password is encrypted before being inserted into the table.


  The application seems to be throwing a strange error. To diagnose the problem, we can simulate the application calling the stored procedure with the script in the following listing.


  Listing 2.10 Calling the sp_AddUser stored procedure

  DECLARE @UserDetails XML ;                           ①
 
SET @UserDetails = N'<User>                          ②
    <FirstName>Peter</FirstName>                     ②
    <LastName>Carter</LastName>                      ②
    <email>peter@carter.com</email>                  ②
    <UserPassword>myPaSSw0rd</UserPassword>          ②
</User>' ;
 
EXEC sp_adduser @UserDetails ;                       ③


  ① Declares a variable of type XML


  ② Passes an element-centric XML fragment into the @UserDetails variable


  ③ Passes the XML fragment into the sp_AddUser stored procedure


  Using this script to execute the stored procedure causes the following error to be thrown:

  Msg 257, Level 16, State 3, Procedure sp_adduser, Line 0 [Batch Start Line 94]
Implicit conversion from data type xml to nvarchar is not allowed. Use the 
CONVERT function to run this query.


  Well, that’s odd! The error shows as being on line 0 of the stored procedure, which implies an error passing the @UserDetails variable. But there is no NVARCHAR-to- XML conversion happening. The variable is of the XML data type and the procedure’s parameter is defined as the XML data type. So what is going on?


  Let’s try an experiment. Let’s run the procedure with no parameters, using the statement EXEC sp_adduser. The error output is

  Msg 201, Level 16, State 4, Procedure sp_adduser, Line 0 [Batch Start Line 
104]
Procedure or function 'sp_adduser' expects parameter '@loginame', which was 
not supplied.


  Now we have a different error, but that’s even more strange. It is complaining that we are not passing the @loginname parameter. But our stored procedure doesn’t have a @loginname parameter. It’s almost like we are executing the wrong stored procedure.


  We need to get to the bottom of this one. To do so, let’s run the query in listing 2.11, which returns results from the sys.all_objects catalog view. This object provides a union of user objects and system objects.


  Listing 2.11 Pulling details from sys.all_objects  

  SELECT 
      name
    , SCHEMA_NAME(schema_id) AS SchemaName               ①
    , type_desc
    , is_ms_shipped
FROM sys.all_objects
WHERE name = 'sp_adduser' ;


  ① The SCHEMA_NAME() function is a system function, which converts schema IDs into schema names.


  The results of this query are

  name          SchemaName     type_desc               is_ms_shipped
sp_adduser    dbo            SQL_STORED_PROCEDURE    0
sp_adduser    sys            SQL_STORED_PROCEDURE    1


  The results show that there are two procedures with the same name. The first result is our stored procedure. We can tell this because it is in the dbo schema and the is_ms_shipped flag is false. The second result is a system-stored procedure with the same name. We can tell it is a system-stored procedure because it is in the sys schema and the is_ms_shipped flag is true.


  Tip The is_ms_shipped flag highlights objects that are created internally, by SQL Server.


  System-stored procedures are stored in a “hidden” read-only database called resource, which stores all system objects. These objects appear to be in all databases, however. This means that they can be accessed easily from all databases. All system-stored procedures have an sp_ prefix, and this prefix should be reserved exclusively for system-stored procedures. 


  When you execute a stored procedure with an sp_ prefix, SQL Server will first look for that procedure in the master database. Only if it does not find a procedure there will it attempt to find the procedure in the local database where the procedure was executed.


  This can be demonstrated using the script in listing 2.12. This script creates a procedure called sp_listing_2_12 in the master database and then executes it from the SalesDB database, using a one-part name.


  Listing 2.12 Accessing a procedure in master from a user database

  USE master                                   ①
GO
 
CREATE PROCEDURE sp_listing_2_12
AS
BEGIN
    SELECT 'Hello! I am in the master database!' ;
END
GO
 
USE SalesDb                                   ②
GO
 
EXEC sp_listing_2_12 ;


  ① Changes the context to master, before creating the procedure


  ② Changes the context to SalesDB, before executing the procedure


  Now that we understand why using the sp_ prefix is a bad idea, let’s clean up our procedure names. We can achieve this with the script in listing 2.13. Because we do not need to update any procedure definitions, we can use the sp_rename procedure to perform this task.


  Listing 2.13 Cleaning up procedure names

  EXEC sp_rename 'sp_addOrder', 'addOrder' ;
 
EXEC sp_rename 'sp_addUser', 'addUser' ;
 
EXEC sp_rename 'sp_updateProductStockLevel', 'updateProductStockLevel' ;
 
EXEC sp_rename 'sp_products', 'addProduct' ;                          ①
 
EXEC sp_rename 'sp_updateStock', 'updateStockLevelAfterManufacture' ; ①


  ① As well as removing the prefix, we have also made the object names more meaningful.


  Now that we have resolved all of the mistakes in our object names, it is worth taking a look at what this has done to our component diagram. The updated diagram is shown in figure 2.4.


  
    [image: ]


    Figure 2.4 Updated component diagram

  


  2.5 #4 Not making time for coding standards


  Imagine you are on a team of 10 developers working on a large data-tier application. You are all experienced developers, and you have a tight deadline to hit. It’s tempting to wade straight into writing code. After all, you have all been around the block a few times. You all know to indent your code with four spaces, right? Hold on! Is it four spaces or a tab?


  The quickest way to start an argument between two developers is to talk about coding standards. Everybody has their own standards to which they adhere, and everybody thinks that their standards are the best. If we have a single standard, then not everybody will agree with it, but even if it’s imperfect, the consistency means that it is better than having no standard at all.


  Depending on the size and complexity of a given project, the coding standards will likely vary in their level of comprehensiveness. They will, however, cover both stylistic choices and technical considerations.


  Unlike technical standards, a simple fact about stylistic standards is that it doesn’t really matter what the standards are, provided that you have them and they are implemented consistently across the project.


  Coding standards are where architecture comes into play. In mistake #1, we talked about the need for architecture in SQL Server projects to ensure that database schemas are optimally designed and performant. We also mentioned that this architecture should consider naming conventions. Another facet of architecture is ensuring that there is a set of coding standards to which people can adhere.


  Stylistic choices may include elements such as


  
    	
      Indent code with four spaces or tab?

    


    	
      Should all statements be terminated with a semicolon?

    


    	
      When listing column names, should the comma separator be at the end of the line or the beginning of the next line?

    


    	
      Should ON clauses be specified on the same line as the JOIN clause?

    


    	
      Should SQL Server keywords be all uppercase?

    


    	
      Camel case versus Pascal?

    

  


  Technical standards will likely include the following:


  
    	
      Do not use cursors.

    


    	
      Use UNION ALL rather than UNION, where possible.

    


    	
      Do not use * in the SELECT list.

    


    	
      Do not use NOLOCK.

    


    	
      Avoid using DISTINCT.

    

  


  NOTE These lists are designed to give you an idea of the considerations that go into coding standards. They are not in any way meant to be comprehensive.


  So what happens if you do not have coding standards? The simple answer is that developers just do their own thing. To think about the consequences of this, we should consider stylistic choices and technical considerations separately.


  For stylistic choices, the problem comes with code maintenance. In the following script (which we saw earlier in this chapter but is repeated here for convenience), we saw an extreme example of what can happen when no stylistic coding standards are in place:

  ALTER PROCEDURE [dbo].[proc01]
AS
BEGIN
;with t3 as (select col1, col2, col3 from tbl03) select t1.col1, t2.col2, 
t1.col2, t1.col3, t3.col1, t3.col2 from dbo.tbl01 t1 inner join tbl02 t2 on 
t1.col1 = t2.col1 and t1.col3 < 55 inner join t3 on t3.col1 = t1.col1 union 
select col1, col2, col3, NULL, NULL, '0' from dbo.tbl04 ;
END
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