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front matter


  
preface


  When I first entered the industry, I had the training of a theoretician but was presented with the tasks of an engineer. As a theoretician, I had worked with models using pen-and-paper or simulation. Where the model had a parameter, I—the theoretician—would try to understand how the model would behave with different values of it. But now I—the engineer—had to commit to a single value: the one to use in a production system. How could I know what value to choose?


  The short answer I received from more experienced practitioners was, “Just try something.” In other words, experiment. This set me off on a course of study of experimentation and experimental methods, with a focus on optimizing engineered systems.


  Over the years, the methods applied by the teams I have been on, and by engineers in trading and technology generally, have become ever more precise and efficient. They have been used to optimize the execution of stock trades, market making, web search, online advertising, social media, online news, low-latency infrastructure, and more. As a result, trade execution has become cheaper and more fairly priced. Users regularly claim that web search and social media recommendations are so good that they worry their phones might be eavesdropping on them (they’re not).


  Statistics-based experimental methods have a relatively short history. Sir R. A. Fisher published the seminal work, The Design of Experiments, in 1935—less than a century ago. In it he discussed the class of experimental methods in which we’d place an A/B test (chapter 2). In 1941, H. Hotelling wrote the paper “Experimental determination of the maximum of a function,” in which he discussed the modeling of a response surface (chapter 4). Response surface methodology was further explored by G. Box and K. P. Wilson. In 1947, A. Wald published the book Sequential Analysis, which studies the idea of analyzing experimental data measurement by measurement (chapter 3), rather than waiting until all measurements are available (as you would in an A/B test).


  While this research was being done, the methods were being applied in industry: first in agriculture (Fisher’s methods), then in chemical and process industries (response surface methods). Later (from the 1950s to the 1980s) experimentation merged with statistical process control to give us the quality movements in manufacturing, exemplified by Toyota’s Total Quality Management, and later, popularized by Six Sigma.


  From the 1990s onward, internet companies have experienced an explosion of opportunity for experimentation as users have generated views, clicks, purchases, likes—countless interactions—that could be easily modified and measured with software on centralized web servers. In 2005, C.-C. Wang and S. R. Kulkarni wrote “Bandit problems with side observations,” which combined sequential analysis and supervised learning into a method now called a contextual bandit (chapter 5).


  In 1975, J. Mockus wrote “On the Bayes methods for seeking the extremal point,” the foundation for Bayesian optimization (chapter 6), which takes an alternative approach to modeling a response surface and combines it with ideas from sequential analysis. This method was developed over the decades since by many researchers, including D. Jones et al., who wrote “Efficient global optimization of expensive black-box functions,” which, in 1998, applied some modern ideas to the method, making it look much more like the approach presented in this book.


  In 2017, Vasant Dhar asked me to talk to his Trading Strategies and Systems class about high-frequency trading (HFT). He was gracious enough to allow me to focus specifically on the experimental optimization of HFT strategies. This was valuable to me because it gave me an opportunity to organize my thoughts and understanding of the topic—to pull together the various bits and pieces that I’d collected over the years. Slowly, those notes have grown into this book.


  I hope this book saves you some time by putting all the bits and pieces I’ve collected in one place and stitching them together into a single, coherent unit.
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about this book


  Experimentation for Engineers teaches readers how to improve engineered systems using experimental methods. Experiments are run on live production systems, so they need to be done efficiently and with care. This book shows how.


  
Who should read this book


  If you want to build things, you should also know how to evaluate them. This book is for machine learning engineers, quantitative traders, and software engineers looking to measure and improve the performance of whatever they’re building. Performance of the systems they build may be gauged by user behavior, revenue, speed, or similar metrics.


  You might already be working with an experimentation system at a tech or finance company and want to understand it more deeply. You might be planning or aspiring to work with or build such a system. Students entering industry might find that this book is an ideal introduction to industry practices.


  A reader should be comfortable with Python, NumPy, and undergraduate math (including basic linear algebra).


  
How this book is organized: A road map


  Experimentation for Engineers is loosely organized into three pieces: an introduction (chapter 1), experimental methods (chapters 2-6), and information that applies to all methods (chapters 7 and 8).


  
    	
      Chapter 1 motivates experimentation, describes how it fits in with other engineering practices, and introduces business metrics.

    


    	
      Chapter 2 explains A/B testing and the fundamentals of experimentation.

    


    	
      Chapter 3 shows how to speed up A/B testing with multi-armed bandits.

    


    	
      Chapter 4 focuses on systems with numerical parameters and introduces the idea of a response surface.

    


    	
      Chapter 5 uses a multi-armed bandit to optimize many parameters in the special case where metrics can be measured very frequently.

    


    	
      Chapter 6 combines the concepts of a response surface and multi-armed bandits into a single method called Bayesian optimization.

    


    	
      Chapter 7 talks more deeply about business metrics.

    


    	
      Chapter 8 warns the reader about common pitfalls in experimentation and discusses mitigations.

    

  


  
About the code


  This book contains many examples of source code both in numbered listings and in line with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. Sometimes code is also in bold to highlight code that has changed from previous steps in the chapter, such as when a new feature adds to an existing line of code. In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (➥). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.


  You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/experimentation-for-engineers. The source code for all listings as well as generated figures is available on GitHub (https://github.com/dsweet99/e4e) inside Jupyter notebooks. You can always find your way there from the book’s web page at www.manning.com/books/experimentation-for-engineers. The code is written to Python 3.6.3, NumPy 1.21.2, and Jupyter 5.4.0.


  
liveBook discussion forum


  Purchase of Experimentation for Engineers includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/experimentation-for-engineers/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author some challenging questions lest his interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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  David Sweet worked as a quantitative trader at GETCO and a machine learning engineer at Instagram, where he used experimental methods to optimize trading systems and recommender systems. This book is an extension of his lectures on quantitative trading systems given at NYU Stern. It also forms the basis for the course Experimental Optimization, a course that he teaches in the AI and data science master’s programs at Yeshiva University. Before working in industry, he received a PhD in physics, publishing research in Physical Review Letters and Nature. The latter publication—an experiment demonstrating chaos in geometrical optics—has become a source of inspiration for computer graphics artists, a tool for undergraduate physics instruction, and an exhibit called “TetraSphere” at the Museum of Mathematics in New York City.


  
about the cover illustration


  The figure on the cover of Experimentation for Engineers is “Homme Sicilien,” or “Sicilian,” taken from a collection by Jacques Grasset de Saint-Sauveur, published in 1788. Each illustration is finely drawn and colored by hand.


  In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.


  
1 Optimizing systems by experiment


  This chapter covers


  
    	
Optimizing an engineered system


    	
Exploring what experiments are


    	
Learning why experiments are uniquely valuable

  


  The past 20 years have seen a surge in interest in the development of experimental methods used to measure and improve engineered systems, such as web products, automated trading systems, and software infrastructure. Experimental methods have become more automated and more efficient. They have scaled up to large systems like search engines or social media sites. These methods generate continuous, automated performance improvement of live production systems.


  Using these experimental methods, engineers measure the business impact of the changes they make to their systems and determine the optimal settings under which to run them. We call this process experimental optimization.


  This book teaches several experimental optimization methods used by engineers working in trading and technology. We’ll discuss systems built by three specific types of engineers:


  
    	
      Machine learning engineers

    


    	
      Quantitative traders (“quants”)

    


    	
      Software engineers

    

  


  Machine learning engineers often work on web products like search engines, recommender systems, and ad placement systems. Quants build automated trading systems. Software engineers build infrastructure and tooling such as web servers, compilers, and event processing systems.


  These engineers follow a common process, or workflow, that is an endless loop of steady system improvement. Figure 1.1 shows this common workflow.
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  Figure 1.1 Common engineering workflow. (1) A new idea is first implemented as a code change to the system. (2) Typically, some offline evaluation is performed that rejects ideas that are expected to negatively impact business metrics. (3) The change is pushed into the production system, and business metrics are measured there, online. Accepted changes become permanent parts of the system. The whole workflow repeats, creating reliable, continuous improvement of the system.


  The common workflow creates progressive improvement of an engineered system. An individual or a team generates ideas that they expect will improve the system, and they pass each idea through the workflow. Good ideas are accepted into the system, and bad ideas are rejected:


  
    	
      Implement change—First, an engineer implements an idea as a code change, an update to the system’s software. In this stage, the code is subjected to typical software engineering quality controls, like code review and unit testing. If it passes all tests, it moves on to the next stage.

    


    	
      Evaluate offline—The business impact of the code change is evaluated offline, away from the production system. This evaluation typically uses data previously logged by the production system to produce rough estimates of business metrics such as revenue or the expected number of clicks on an advertisement. If these estimates show that applying this code change to the production system would worsen business metrics, then the code change is rejected. Otherwise, it is passed to the final stage.

    


    	
      Measure online—The change is pushed into production, where its impact on business metrics is measured. The code change might require some configuration—the setting of numerical parameters or Boolean flags. If so, the engineer will measure business metrics for multiple configurations to determine which is best. If no improvements to business metrics can be made by applying (and configuring) this code change, then the code change is rejected. Otherwise, the change is made permanent and the system improves.

    

  


  This book deals with the final stage, “measure online.” In this stage, you run an experiment on the live production system. Experimentation is valuable because it produces a measurement from the real system, which is information you couldn’t get any other way. But experimentation on a live system takes time. Some experiments take days or weeks to run. And it is not without risk. When you run an experiment, you may lose money, alienate users, or generate bad press or social media chatter as users notice and complain about the changes you’re making to your system. Therefore, you need to take measurements as quickly and precisely as possible to minimize the ill effects of ideas—call them costs for brevity—that don’t work and to take maximal advantage of ones that do.


  To extract the most value from a new bit of code, you need to configure it optimally. You could liken the process of finding the best configuration to tuning an old AM or FM radio or tuning a guitar string. You typically turn a knob up and down and listen to see whether you’re getting good results. Set the knob too high or too low and your radio will be noisy, or your guitar will be sharp or flat. So it is with code configuration parameters (often referred to as knobs in code your author has read). You want them set to just the right values to give maximal business impact—whether that’s revenue or clicks or some other metric. Note that the need to run costly experiments is what specifies experimental optimization methods as a subset of optimization methods more generally.


  In this chapter, we’ll discuss engineering workflows for each of the engineer types listed earlier—machine learning engineer (MLE), quant, and software engineer (SWE). We’ll see what kinds of systems they work on, the business metrics they measure, and how each stage of the generic workflow is implemented.


  In your organization, you might hear of alternative ways of evaluating changes to a system. Common suggestions are domain knowledge, model-based estimates, and simulation. We’ll discuss the reason why these tools, while valuable, can’t substitute for an experimental measurement.


  
1.1 Examples of engineering workflows


  While the engineers listed earlier may work in different domains, their overall workflows are similar. Their workflows can be seen as specific cases of the common engineering workflow we described in figure 1.1: implement change, evaluate offline, measure online. Let’s look in detail at an example workflow for an MLE, for a quant, and for an SWE.


  
1.1.1 Machine learning engineer’s workflow


  Imagine an MLE who works on a web-based news site. Their workflow might look like figure 1.2.
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  Figure 1.2 Example workflow for a machine learning engineer building a news-based website. The site contains an ML component that predicts clicks on news articles. (1) The MLE fits a new predictor. (2) An estimate of ad revenue from the new predictor is made using logs of user clicks and ad rates. (3) The new predictor is deployed to production and actual ad revenue is measured. If it improves ad revenue, then it is accepted into the system.


  The key machine learning (ML) component of the website is a predictor model that predicts which news articles a user will click on. The predictor might take as input many features, such as information about the user’s demographics, the user’s previous activity on the website, and information about the news article’s title or its content. The predictor’s output will be an estimate of the probability that a specific user will click on a given news article. The website could use those predictions to rank and sort news articles on a headlines-summary page hoping to put more appealing news higher up on the page.


  Figure 1.2 depicts the workflow for this system. When the MLE comes up with an idea to improve the predictor—a new feature or a new model type—the idea is subjected to the workflow:


  
    	
      Implement change—The MLE fits the new predictor to logged data. If it produces better predictions on the logged data than the previous predictor, it passes to the next stage.

    


    	
      Evaluate offline—The business goal is to increase revenue from ads that run on the website, not simply to improve click predictions. Translating improved predictions into improved revenue is not straightforward, but methods exist that give useful estimates for some systems. If the estimates do not look very bad, the predictor will pass on to the next stage.

    


    	
      Measure online—The MLE deploys the predictor to production, and real users see their headlines ranked with it. The MLE measures the ad revenue and compares it to the ad revenue produced by the old predictor. If the new predictor improves ad revenue, then it is accepted into the system.

    

  


  A news-based website may have many other components besides a click predictor. Each of those components would be exposed to the same workflow as the predictor, ensuring that the system steadily produces more ad revenue.


  MLEs work on many kinds of systems. Sorting news headlines by click probability is an example of a broader class of system called a recommender system. Recommender systems are used to rank videos, music, social media posts, consumer goods, and more. Search engines are a similar ML system, in that they may rank search results specifically for the user. Targeted advertising, which chooses ads specifically for the user, is another type of MLE system. Now let’s turn to finance and see how quants follow the same workflow pattern.


  
1.1.2 Quantitative trader’s workflow


  A quant’s workflow is very similar to the MLE’s workflow. Only the details change. There’s a different prediction to be made, for example. See figure 1.3.
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  Figure 1.3 Example workflow for a quant designing an automated trading strategy. The strategy contains a price-change predictor. (1) The quant produces a new predictor. (2) Profit and risk estimates come from a simulation using historical market data. (3) Live trading measures the true profit and risk. If the new predictor increases profit and/or reduces risk, then it is accepted into the system.


  This quant is building an automated trading strategy. It is a piece of software that issues BUY and SELL orders to an exchange hoping to, as they say, buy low and sell high. A key component is a model that predicts change in the price of the financial instrument (e.g., a stock) being traded. If the price is predicted to increase, it’s a good time to issue a BUY order. Similarly, if the price is predicted to decrease, it’s a good time to SELL. The business metric for this system is profit. But it’s also risk. Quants want both higher profit and lower risk. It is not uncommon (in practice, it’s the norm) to be concerned with more than one business metric when optimizing a system. Chapter 7, section 3 will discuss this important practical point in detail.


  Figure 1.3 shows the quant’s workflow. Changes to the trading strategy pass through these stages:


  
    	
      Implement change—The quant fits the new price-change predictor to historical market data and verifies that it produces better predictions than the previous predictor.

    


    	
      Evaluate offline—Better price predictions do not guarantee higher profits (or lower risk). The full trading strategy—predictor, BUY/SELL orders, and so on—is run through a simulation (also called a backtest) on historical market data. The simulation generates predictions and mimics buying and selling to estimate profit and risk. Sufficient improvement in the strategy will allow the predictor to pass to the next stage.

    


    	
      Measure online—The predictor is deployed to live trading, where orders are placed and money and stock shares change hands. Only live trading can tell the true profit and risk of the strategy. The change to the predictor will be reverted if it worsens the strategy’s profit or risk.

    

  


  Quants typically work on one of two types of trading systems: principal or agency. A principal strategy trades directly for the profit of the operator (the quant, or the company employing the quant). An agency strategy trades on behalf of customers as a service, helping customers reduce their trading costs.


  There are many variations to these two types of strategies. They may trade stocks, futures contracts, options, or many other financial products. Each product type typically has multiple exchanges around the world on which to trade.


  Also, a key defining component of a strategy is its timescale. A principal strategy owns a stock (or other instrument) for some amount of time before selling it. That amount of time may be on the order of minutes, hours, days, or weeks. Sometimes even as long as months or as short as seconds. Each timescale requires a different predictor and a different understanding of risk.


  The MLE and quant workflows are similar because their systems are similar. They typically consist of a predictive model fit on data and some decision-making code that determines how the prediction is used. A software engineer’s workflow is somewhat different and is the next topic.


  
1.1.3 Software engineer’s workflow


  SWEs work on a broad range of systems. In this text, we’ll define SWE problems as those that do not involve building models from data (thus differentiating them from MLEs and quants). SWEs build compilers, caching systems, web servers, trading system infrastructure (on which trading strategies run), and much more.


  As an example, let’s consider the problem of improving the response time of a search engine with the goal of lowering the “bounce rate,” which is the probability that a user will navigate away from a website after seeing just one page. Figure 1.4 shows the SWE’s workflow.
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  Figure 1.4 Example workflow for a software engineer building a search engine server. The server queries, aggregates, and transforms relevant data before sending the user a response. (1) The SWE changes the transformation portion of the code. (2) They time the code offline, verifying that it takes less time than the old code to transform several test data sets. (3) Running in production, the SWE measures whether the use of this new code results in a lower bounce rate, the business-relevant metric. If so, the new code is accepted as a permanent part of the system.


  This SWE has built a search engine. It is a web server that responds to a user’s request by querying internal sources for a data set, transforming that data set, and delivering a formatted response to the user. Users are very sensitive to the time it takes for a web server to respond. If it takes too long, a user may navigate away from the web page before the response is delivered.


  While there are many ways to slow down a web server’s response (slow browser, slow network, cache misses, etc.), this SWE has a hypothesis that it’s the data transformation step that is too slow. To fix the problem, they subject their hypothesis to the workflow:


  
    	
      Implement change—The SWE implements a code change that they expect to speed up the transformation step.

    


    	
      Evaluate offline—This code is run and timed offline on many samples of the internal data sets that resulted from previous user requests. If it proves to be faster, it passes to the next stage.

    


    	
      Measure online—The code change is deployed to production where responses are served to real users. The SWE measures the bounce rate and compares it to the bounce rate before the code change. If the new code lowers the bounce rate, it is accepted as a permanent part of the system.

    

  


  Engineering teams tend to generate many creative ideas for improving the system they work on. If these ideas are the raw material, the workflow is the factory that processes them—steadily and reliably—into system improvements.


  Each pass through the workflow ends with an online measurement of business metrics. That measurement is taken via an experiment on a live production system.


  
1.2 Measuring by experiment


  The engineered systems encountered in trading and technology are complex. This complexity can make it difficult to measure the impact of changes made to them. Consider a website that sells a product. A useful business metric might be daily revenue, the total number of dollars paid to the company by customers each day. That number depends on the quality of the product, its competition, how many people know about the product, how many people have already bought it, whether people are more inclined to shop on a given day (e.g., is it a weekend? Is it Black Friday?), how easy it is to navigate and understand the website, and so on. Many, many factors affect daily revenue, and many of them are not under the control of the company.


  If you were to make a change to this website and record a day’s revenue, how could you say whether the change improved that revenue? Would you have made more or less on the day you measured if you hadn’t made the change? More importantly, would you expect to make more or less in the future if you left the change in or took it out? These questions can be answered by running experiments.


  
1.2.1 Experimental methods


  Experimental methods ignore all the other factors that affect a business metric and tease out just the impact of the change you made to the system. Surprisingly, satisfyingly, experiments even account for the impact of the factors that are unknown to you, the engineer (chapter 2 discusses this in detail). It’s this ability to isolate the impact of your system change and ignore everything else that makes an experiment the right tool for the job of measuring business impact.


  Experiments are indeed valuable, but that value comes at a cost. Experiments take time to run, and they risk generating suboptimal system performance (e.g., if the change the engineer just implemented makes things worse instead of better) or damaging it (e.g., due to a bug in the new code). To get the most out of experimentation, we’ll try to minimize these costs. Chapter 2 presents the idea of experiment design, where we minimize the amount of time an experiment will take to run while still giving the results we need. The subsequent chapters on experimental methods, chapters 3 through 6, all discuss ways to reduce these costs further in specific situations. Chapters 3 and 5, which cover bandit algorithms, make the experiment design adaptive, so that while the experiment is running and collecting measurements, the design steadily improves.


  Recall that some system changes require the measurement of business metrics for multiple configurations to discover which is best. This induces a high measurement cost. The methods of chapters 4 and 6—response surface methodology and Bayesian optimization, respectively—use statistical inference to make good guesses about which system configurations are most promising, thus reducing the total number of measurements needed to find the best configuration.


  These methods have been used in industry anywhere from 10 to 70 years (depending on the method) and are popular in the fields in which I work—quantitative trading and social media. What makes trading and technology so amenable to experimentation is that systems in these industries have many interactions with the world. Trading systems can send thousands or tens of thousands of orders per day. Websites may have from thousands to billions (for the largest websites) of requests per day. Each interaction provides an opportunity to experiment.


  Drawing on personal experience, discussions with colleagues, and interviews specifically for the preparation of this book, I have tried to limit the material to a set of methods proven to work well in practice. Along with explanations of methods and real-world examples, I’ve also collected practical problems and pitfalls.


  
1.2.2 Practical problems and pitfalls


  All these experimental methods assume you know your business metric. Chapter 7 discusses how to define one and how there’s usually more than one to consider. It also looks more closely at how to interpret experiment results and how that may be complicated when there are multiple metrics and multiple decision-makers involved.


  Finally, chapter 8 lists ways in which real-world data can deviate from the assumptions made in the development of the experimental methods and common sources of error in interpretation of results.


  One practical problem worth addressing before even getting into the details of experimentation is the question of whether you should experiment at all. It takes time and effort to build the tools needed to design, measure, and analyze changes to your system. You should get something in return for all that work. The next section discusses some common arguments against experimentation and presents counterarguments.


  
1.3 Why are experiments necessary?


  Any SWE is likely familiar with the admonition, attributed to Donald Knuth, that “premature optimization is the root of all evil”—that is, rather than implement ideas that you expect will make your code run faster (or better in some other way) at the outset, first write simple code to solve the problem, devise a way to time the code, then test your ideas one at a time to see which ones actually speed things up. It’s too difficult to reason about everything that could affect speed—the whole code base, the computer architecture, the operating system, and so on—all at once, so you rely on a test.


  Similar reasoning applies to improving business metrics. There are too many factors that could affect business metrics for a web product, including all the software engineering factors listed above, as well as data quality, model quality, changes in user sentiment, changes in browser technology, news of the day, and much more. This is the case for any engineered system: many factors affect business metrics, and they do so in complicated ways. Experimentation is necessary to accurately measure the impact on business metrics of a change to the system.


  There are other tools available to assess the business-metric impact of a system change. Some examples are


  
    	
      Domain knowledge

    


    	
      Offline model quality

    


    	
      Simulation

    

  


  These tools are discussed in detail below. You’ll see that they have two things in common: (1) they are cheaper (less resource-intensive) to use, and (2) they are less accurate than an experimental result. These tools may be useful supplements to your decision-making, but they can’t replace experiments.


  
1.3.1 Domain knowledge


  Domain knowledge is the specialized knowledge of a field, a market, or a business that people acquire through education and experience. You might think this kind of knowledge would make people good at predicting which new ideas will make a positive business impact. But for the past 10 years, I’ve given an informal survey to my quant coworkers. I’ve asked, “Of the ideas you’ve implemented and tested, how many have actually worked?” The answer every single time has been 1 in 10. And it’s always been said with a chuckle and an air of resignation. That survey isn’t exactly scientific, but similar stories come from elsewhere, too. Microsoft reports that only one-third of experiments improve metrics. Amazon reports a success rate below 50%. Netflix says only 10% (see http://mng.bz/Xao6). Even though the people generating the ideas had domain knowledge, most experiments failed to produce the expected results. There seem to be aspects of the world that keep most good ideas from working.


  One aspect is complexity. Your system is likely made up of many components: hardware components like computers and network switches, software components (both in-house and third-party), and human elements—operators, suppliers, customers. These components interact with each other, with the physical environment, and with society at large. Computers interact via networks. Humans interact with each other online and in person. They also interact with your servers through a browser or an API.


  The physical environment includes the temperature of a data center—which, when too high, adversely impacts computer performance or causes failure. It also includes the weather, which affects people’s behavior. When the weather’s bad, do people use your product more because they can’t engage in outdoor activities? Do their posts or comments reflect their mood, which is in turn affected by the weather? There is evidence (D. Hirshleifer, T. Shumway, “Good Day Sunshine: Stock Returns and the Weather,” at www.jstor.org/stable/3094570) that sunshine in the morning in New York City is correlated with increased stock returns on that day on the New York Stock Exchange. The proposed causal mechanism is that sunshine makes the traders more optimistic. No engineer—or anyone, for that matter—could be expected to anticipate effects like this just from experience or reasoning.


  To put a finer point on it, if you have N components in your system, you have ~N2 pair-wise interactions. In other words, if your system has many components, then it has a huge number of interactions. That’s too much for a person to consider when trying to guess the impact a system change will have on business metrics.


  Generally, we’ll ignore most of that complexity when reasoning about a system in order to make things more manageable. We’ll create a mental model or even a mathematical model. In either case, the model of how your system operates contains the information about the system that you deemed important enough to include. In some models, this information might be called the signal. You leave out irrelevant details, which you might call noise. There’s a third category of things that affect your system’s performance: the things you didn’t even consider, because you don’t know about them. The “unknown unknowns,” they’re sometimes called (perhaps Donald Rumsfeld said it best: https://papers.rumsfeld.com/about/page/authors-note). These things could affect experimental results by any amount, either positively or negatively. You won’t anticipate them or have intuition about them because they’re missing from your model.


  It’s plausible that the “unknown unknowns” of your system might include its most valuable aspects. A Harvard Business Review article (http://mng.bz/yaAq) tells the story of a proposed change to Microsoft’s Bing search engine. A domain knowledge-based decision made the change a low priority for implementation, but when it was finally coded up and put into production, it had a tremendous positive impact on revenue (over $100 million per year). It was simply the case that no one could understand the system—the code, the design, the users, and so on—completely enough to predict the dramatic impact of that change. Not because they weren’t smart. Not because they weren’t knowledgeable. Just because Bing, the user base, and the world they interact with are collectively just too complex.


  If your company is competitive and surviving, there’s a good chance your “unknown unknowns” overlap with your competitors’. (My reasoning for this claim is that if your competitor discovered something valuable enough, it would either find its way into your product, too, or your company would be competed away.) If that’s the case, then to do something novel—to find value where your competitors haven’t—you’ll need to make changes to your system that you can’t evaluate with your existing domain knowledge. You’ll need to run experiments instead.


  Domain knowledge is valuable. It will help you generate ideas and prioritize them—to make good bets. But domain knowledge won’t tell you outcomes. To understand impact on business metrics, you need to take experimental measurements. In addition, I posit that the most valuable changes you make to your system may come as surprises, creating impact unpredicted by domain knowledge.


  
1.3.2 Offline model quality


  It is common practice among MLEs to include a prediction model (e.g., a classifier) as a component in a system. It is not an uncommon experience to improve a model’s fit-quality metric (e.g., cross-entropy) and yet not see the business metric improve when the model is deployed.
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