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   foreword
 

  
 

   

   We are on the cusp of the most disruptive revolution in modern-day computation history: the arrival of quantum computing and its integration into quantum-centric supercomputing architectures. Quantum computation is an entirely new branch of computing based on the ability to represent and manipulate data in entirely different ways.
 

  
 

   

   Quantum computations unlock vast solution spaces with unique abilities to use quantum effects, including entanglement, to empower users with a rich set of probabilistic information to extract insights from highly complex datasets. Another key difference from classical computing is that these calculations can be performed at the same time, increasing computational power and efficiency.
 

  
 

   

   With the arrival of useful quantum computing, industries will be able to solve complex problems that are unsolvable or impractical today. These new computational capabilities will fundamentally change business workflows, discover products, and create new business models. To unlock this value, organizations will need quantum skills and expertise.
 

  
 

   

   Early-adopter organizations, poised to capture a disproportionate share of value, are shaping a new quantum-aware workforce while fiercely competing to secure globally scarce quantum talent. This workforce of the future will include a broad set of roles requiring varying degrees of quantum expertise. There is an emerging need for quantum-aware software and application developers to work alongside researchers and computational scientists with deep quantum theory and algorithm expertise.
 

  
 

   

   Quantum-aware developers with a solid foundational understanding and working knowledge of quantum technologies will be able to create commercial applications with unparalleled capabilities. Despite a global need for industry to accelerate and broaden workforce development efforts, today’s educational materials and skill-building tools are often designed for advanced mathematicians and/or scientists with a deep understanding of quantum mechanics, creating a steep hurdle for a broader audience.
 

  
 

   

   This book, Building Quantum Software with Python: A Developer’s Guide, bridges the learning chasm. Coauthors, Constantin Gonciulea and Charlee Stefanski, introduce readers to the foundational building blocks for understanding quantum computation with a conversational tone that instills confidence using multimodal reinforcements.
 

  
 

   

   Basic concepts are introduced and reintroduced throughout the guided conversation with engaging visuals and contextual tips to reinforce readers’ foundational understanding of:
 

  
 

   

   	 Essential quantum computing concepts 
 

   	 Fundamental algorithms and patterns 
 

   	 How to apply basic concepts and run experiments on real quantum computers 
 

  
 

   

   Learners at all levels will establish a stronger foundation for understanding quantum computation’s basic concepts and unique application benefits.
 

  
 

   

   Developers are encouraged to progress their learning journey from a conceptual understanding of basic building blocks to more complex applications with hands-on learning tools, including:
 

  
 

   

   	 Reusable code snippets 
 

   	 Interactive exercises 
 

   	 AI assistance 
 

  
 

   

   As a rising software engineer, new to the field of quantum computing, Charlee’s influence, based on her personal learning experience, is the perfect complement to Constantin’s deep expertise in math and science as a research scientist and chief technology officer for advanced technology, including quantum computing. 
 

  
 

   

   Together, the coauthors have established an intuitive, game-changing framework for developers to quickly build and learn to apply quantum computing concepts in a highly consumable, contextual, and actionable manner.
 

  
 

   

   —Heather Higgins, Executive Partner, IBM Quantum
 

  


 

   

   preface
 

  
 

   

   The future of quantum computing lies not just in the hands of quantum physicists but also in those of software developers who will integrate quantum solutions into mainstream applications. The motivation for this book grew from experiences at two financial institutions, where it became clear that developers will be central to the creation and adoption of practical, real-world quantum computing applications. A common misconception is that quantum computing requires an advanced physics or mathematics background. In reality, developers already possess much of the knowledge needed to understand and work with quantum computing. The challenge is not mathematical complexity but connecting familiar computing concepts to quantum computing’s “strange” principles. This is the core message of this book.
 

  
 

   

   We build this bridge through extensive visual representations and by focusing on computational structures that showcase quantum computing’s unique advantages. Wave-like structures with periodic patterns, in particular, demonstrate where quantum approaches dramatically outperform classical ones. These periodic signals enable “embarrassingly parallel” quantum implementations, where a maximum number of operations occur simultaneously. The Fourier transform—a fundamental tool for working with periodic signals—is the cornerstone of many quantum algorithms, including Shor’s famous factorization algorithm.
 

  
 

   

   Although we don’t cover Shor’s algorithm, this book guides you toward similar principles through encoding polynomial functions as quantum states and extracting information from them. This capability opens the door to solving optimization problems that appear across many domains. Along the way, you’ll master quantum computing foundations, fundamental algorithms, and implementations of various probability distributions for efficient random sampling. 
 

  
 

   

   To ensure the book’s longevity, we’ve avoided tying it to any particular quantum computing framework. Instead, we build our own minimal framework in a few hundred lines of code. This approach serves two purposes: it deepens your understanding of quantum concepts, and it provides a practical implementation that’s interface-compatible with IBM’s Qiskit, the most popular quantum computing framework. We maintain this compatibility in our repositories, ensuring that the skills you learn remain relevant as quantum computing evolves.
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   about this book
 

  
 

   

   Building Quantum Software with Python: A Developer’s Guide was written to help software developers and technology professionals unlock the potential of quantum computing. The book builds on well-known classical computing concepts at the foundation of quantum computing while emphasizing additional distinctive characteristics that combine into a quantum advantage (from classical to quantum computing). We teach quantum computing using a visual, hands-on approach that requires only basic knowledge of programming and math (a visual approach for developers).
 

  
 

   

   The book begins with the fundamentals of quantum computations: quantum states, transformations, and measurement. Each of these concepts is explained visually and with code. The second part of the book covers essential quantum algorithms. Throughout all the chapters are implementations of basic applications. By the end of this book, you will have a deep understanding of quantum computations and how to design and implement quantum solutions.
 

  
 

   

   Who should read this book
 

  
 

   

   This book is for software developers, machine learning professionals, computer science students, and, broadly, anyone with a background in computation or information science. You do not need deep knowledge of quantum mechanics to develop quantum solutions. However, you do need a basic understanding of fundamental classical computing concepts and patterns that will translate to quantum computing. Additionally, some basic math concepts are required, including trigonometry and complex numbers. We include math concept refreshers in appendix A for readers who need them.
 

  
 

   

   This book is not linked to a specific quantum library or hardware provider. It provides an agnostic foundation to help you use any quantum library or platform. In chapters 3 and 4, a quantum simulator called Hume is developed from scratch in Python. Therefore, to understand the code in this book, you should have knowledge of Python programming.
 

  
 

   

   How this book is organized: A road map
 

  
 

   

   This book has 12 chapters grouped into three parts. Example applications are included throughout all the chapters. 
 

  
 

   

   The first part covers fundamentals:
 

  
 

   

   	 Chapter 1 provides a high-level introduction to quantum computations and discusses the advantages and challenges of quantum computing. 
 

   	 Chapter 2 goes through a quantum approach to solving a real-world optimization problem (the knapsack problem). 
 

   	 Chapter 3 introduces single-qubit quantum states and introduces basic quantum computing instructions called quantum gates. 
 

   	 Chapter 4 covers multi-qubit systems. 
 

  
 

   

   Part 2 covers fundamental quantum algorithms:
 

  
 

   

   	 Chapter 5 covers quantum oracles. 
 

   	 Chapter 6 uses oracles to implement a quantum solution to search. It covers a very important quantum algorithm (Grover’s algorithm) and amplitude amplification. 
 

   	 Chapter 7 covers the quantum Fourier transform, which is one of the sources of quantum advantage. It is used in many quantum programs. 
 

   	 Chapter 8 explores several applications of the quantum Fourier transform. 
 

   	 Chapter 9 introduces another essential quantum algorithm: quantum phase estimation. It also covers quantum counting. 
 

  
 

   

   Part 3 includes implementations of more complex quantum solutions, specifically quantum optimization:
 

  
 

   

   	 Chapter 10 brings together concepts from the first two parts of the book to implement an essential pattern in quantum computing: encoding functions in quantum states. 
 

   	 Chapter 11 introduces a method called Grover adaptive search that uses Grover’s algorithm to solve optimization problems. The chapter includes an implementation of a Grover optimizer. 
 

   	 Chapter 12 discusses some concepts that are beyond the scope of this book but that are natural continuations of the book’s material. 
 

  
 

   

   About the code
 

  
 

   

   This book contains many examples of source code both in numbered listings and in line with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. 
 

  
 

   

   In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (↪). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.
 

  
 

   

   The book’s companion code is on GitHub at https://github.com/learnqc/code. The repository contains Jupyter notebooks to accompany each chapter. There is a directory for each chapter that contains a Jupyter notebook with the code snippets and examples in the chapter, as well as Python scripts that contain the source code required from previous chapters. The repository also contains Jupyter notebooks with the exercise solutions for each chapter. In addition, the repository provides resources and examples for working with Hume, including a notebook that demonstrates how to run examples from the book on IBM quantum computers.
 

  
 

   

   We have developed some interactive applications and tools to enhance your learning experience. You can find these tools in the GitHub repository at https://github.com/learnqc/code_plus. This repository also contains an AI assistant that will evolve in time.
 

  
 

   

   In addition, you can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/building-quantum-software-with-python. The complete code for the examples in the book is available for download from the Manning website at https://www.manning.com/books/building-quantum-software-with-python.
 

  
 

   

   liveBook discussion forum
 

  
 

   

   Purchase of Building Quantum Software with Python includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the authors and other users. To access the forum, go to https://livebook.manning.com/book/building-quantum-software-with-python/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.
 

  
 

   

   Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the authors can take place. It is not a commitment to any specific amount of participation on the part of the authors, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
 

  
 

   

   Other online resources
 

  
 

   

   All the code repositories related to the book can be found at https://github.com/learnqc. More materials, including videos and tutorials, can be found at https://learnqc.com.
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   about the cover illustration
 

  
 

   

   The figure on the cover of Building Quantum Software with Python, titled “Femme d’Ile de Tine,” or “Woman from the Isle of Tinos,” is taken from the book Album of Turkish Costume Paintings, published in 1867. The book belongs to the George Arents Collection, a part of the New York City Public Library Digital Collections. Each illustration is finely drawn and colored by hand.
 

  
 

   

   In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.
 

  


 

   

   
Part 1 Foundations 

 

  
 

   

   Traditional programming has evolved to use high-level abstractions that protect developers from the intricacies of hardware, but quantum computing still largely involves low-level programming tasks. Today’s quantum developers must work closely with basic quantum computing instructions, much like early classical programmers worked directly with assembly code. This is not likely to change soon, and that is why understanding quantum computing fundamentals is crucial for anyone wanting to develop quantum software.
 

  
 

   

   Don’t let this intimidate you. You won’t need complex physics or mathematics to master quantum programming. With basic programming experience and high school trigonometry, you can build a strong foundation in quantum computing. Our approach centers on hands-on learning: you’ll implement quantum concepts in Python, building a quantum simulator that lets you experiment directly with quantum states and operations.
 

  
 

   

   This part of the book builds your quantum computing knowledge from the ground up. Chapter 1 introduces core quantum computing concepts and explores their potential advantages and challenges. In chapter 2, you’ll see these concepts in action through a practical optimization problem that demonstrates quantum computing’s unique strengths. Chapter 3 dives into single-qubit quantum states and gates, teaching you to implement basic quantum operations in Python. Chapter 4 expands to multi-qubit systems and shows you how to prepare quantum states corresponding to useful probability distributions for random sampling.
 

  


 

   

   
1  Advantages and challenges of programming quantum computers

 

  
 

   

   This chapter covers 
 

    

    	Why quantum computing is a promising tool, and what developers need to know to use it
 

    	The main sources of quantum advantage
 

    	High-level differences between quantum and classical computing
 

    	An overview of the anatomy of quantum computations
 

   
 

  
 

   

   Quantum computing opens the door to new ways to solve problems. For specific computational tasks, quantum computers can be much faster than traditional computers.
 

  
 

   

   For some computations, the speedup is significant. One such computation is Fourier transforms, a topic we will cover in depth in chapters 7 and 8. Fourier transforms are essential for analyzing and processing signals and data in various fields such as engineering, physics, image processing, and telecommunications. Computing Fourier transforms more efficiently could enable high-frequency trading algorithms to detect market patterns faster, reducing latency in trade execution. Also, it can accelerate the filtering and compression of computer graphics.
 

  
 

   

   One of the best classical algorithms for computing Fourier transforms is called the fast Fourier transform (FFT), which some consider one of the most important algorithms of all time. The FFT algorithm requires exponentially more operations than its quantum implementation, as shown in figure 1.1. 
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Figure 1.1 Comparison of the increase in computational complexity relative to the input size for computing (fast) Fourier transforms with classical and quantum computers


  
 

   

   Popular physicist Brian Cox commented on the physical nature of quantum mechanics by explaining that “particles hop from place to place with a particular probability.” The outcomes of a quantum computation are similar to the places a particle can hop to. Each outcome has a probability of occurring. In this chapter, we will look at the high-level components of quantum computing, how they compare to classical computing, and common patterns in quantum computations.
 

  
 

   

   
1.1 Why quantum computing?
 

  
 

   

   The public interest in quantum computing kicked off in the 1980s. Notable physicists like Richard Feynman and Yuri Manin proposed that computing hardware based on quantum processes could radically outperform classical hardware for some types of problems.
 

  
 

   

   As hardware and manufacturing continue to advance in the quantum computing space, we expect that the adoption of quantum computing will accelerate, and the demand will grow for software developers who know how to develop and implement solutions with quantum computing resources. This book focuses less on the physics of quantum computing and more on the mathematical and programming techniques of applied quantum computing. With this knowledge, you will have a solid foundation for applying quantum computing to real-world business and scientific problems.
 

  
 

   

   The benefit of quantum computing is often referred to as quantum advantage. Quantum advantage can be any improvement compared to using a classical computer for the same computation. Understanding the sources of quantum advantage will enable you to assess the utility of quantum computing, classical computing, and hybrid approaches in specific scenarios. We want our readers to build the knowledge necessary to create quantum, quantum-inspired, or hybrid quantum–classical applications.
 

  
 

   

   
1.2 Becoming quantum ready
 

  
 

   

   The developmental stage of quantum computing technology in the 2020s may be comparable to classical computing in the late 1940s and early 1950s, but the culture and adoption surrounding quantum computing are very different. Not everyone believed in the potential of early computers, and not all governments and businesses chose to invest in them at first. Contemporary culture is far quicker to adopt new technologies at industrial scales, and quantum computing for business and research is generally well-funded and met with intrigue rather than skepticism.
 

  
 

   

   Even though the field is still in its infancy, there is already a growing demand for developers who can build quantum-based solutions. This book will help you develop a strong foundation in quantum computing, leading you to become “quantum ready.” You will learn how to identify problems that can benefit from a quantum approach and develop quantum solutions at a small scale. We start with the fundamentals of quantum programming and algorithms. Then, we move on to implementing small-scale examples.
 

  
 

   

   This book is designed for software developers, machine learning professionals, computer science students, and, broadly, anyone with a background in computation or information science. You do not need deep knowledge of quantum mechanics to develop quantum solutions. However, you do need a basic understanding of the classical computing concepts and patterns that will translate to quantum computing. We will cover the concepts and techniques used in quantum computations in reference to familiar computer science concepts like arrays and binary strings. We also include visualizations to help illustrate difficult concepts and create useful representations to help you build your intuition for applying quantum solutions. This book is not linked to any specific quantum library or hardware provider. It provides an agnostic foundation to help you use other quantum libraries or platforms.
 

  
 

   

   
1.3 The superpowers of quantum computing
 

  
 

   

   To speed up and scale classical computations, we can use larger hardware configurations and distributed workloads. For some problems, increasing the classical computing resources will provide a respective increase in performance. For other problems, when the input size increases linearly, the necessary classical computing resources (such as time and memory) increase exponentially. In contrast, for some types of problems, quantum computers may require only a polynomial increase in the resources needed. This means that as the input increases, the gap in resource requirements between classical and quantum algorithms widens significantly, which allows for more efficient and scalable solutions to complex problems.
 

  
 

   

   Furthermore, quantum computers are expected to perform some computations that classical computers cannot, like simulations of chemical or physical processes and random sampling from useful probabilistic distributions. We look for computational problems with these properties when deciding where to apply quantum computing solutions.
 

  
 

   

   From a computing point of view, two key computational properties—quantum parallelism and measurement—are primarily responsible for quantum advantage. To explain these properties, we can use outcome–probability pairs. Table 1.1 shows an example dataset that could be used in a quantum computation. The outcome–probability pairs feature eight possible outcomes and the respective probability of each outcome. The probabilities of all possible outcomes must add up to one.
 

  
 

   

   
Table 1.1 Eight outcome–probability pairs
 

    

     

      

      	 

       

         Outcome 

       

 

      	 

       

         Probability 

       

 

     
 

     

     

      

      	  0 

 

      	  0.05 

 

     
 

      

      	  1 

 

      	  0.11 

 

     
 

      

      	  2 

 

      	  0.13 

 

     
 

      

      	  3 

 

      	  0.02 

 

     
 

      

      	  4 

 

      	  0.34 

 

     
 

      

      	  5 

 

      	  0.17 

 

     
 

      

      	  6 

 

      	  0.06 

 

     
 

      

      	  7 

 

      	  0.12 

 

     
 

     

   
 

  
 

   

    

    Quantum superposition and entanglement
 

   
 

    

    These quantum mechanics concepts are crucial to building quantum computers but are not directly relevant to writing software for quantum computing. Quantum superposition captures the notion that a quantum system can exist in multiple states. This translates into the uncertainty of what outcome will be observed in a measurement. Computationally, the state of a quantum system contains the probabilities of all possible outcomes, and these probabilities change instantly and simultaneously (in parallel, from a computing point of view). Throughout this book, we will use the term quantum parallelism to refer to this computational benefit that arises from quantum superposition.
 

   
 

    

    Quantum entanglement refers to the fact that qubits (quantum bits) can be connected to the extent that their state cannot be described independently of each other, and therefore individual qubit measurements are not always independent of each other. It is the implementation mechanism for conditional transformations. Without conditional transformations, we could not implement any nontrivial computation. As such, quantum entanglement is an enabler of quantum computing.
 

   
 

  
 

   

   
1.3.1 The power of quantum parallelism
 

  
 

   

   Suppose that we want to swap the consecutive values corresponding to even and odd indices (i.e., those corresponding to 0 and 1, 2 and 3, and so on) in table 1.1. For a classical implementation, we can write out all the operations or use a for loop. Either way, the machine-level instructions are executed sequentially. Figure 1.2 illustrates the serial steps required to perform the swaps.
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Figure 1.2 A visualization of the classical implementation for swapping consecutive values


  
 

   

   On a classical computer, the number of operations necessary will grow linearly with the number of swaps we want to perform. If we had twice as many values to swap, we would need twice as many operations. The increase is linear even if single-instruction multiple-data (SIMD) processing is available, as a limited and typically small number of entries are processed in parallel.
 

  
 

   

   If all swaps could occur simultaneously, it would speed up the computation without interfering with the outcome—and that’s where the superpowers of quantum computing come in. The quantum implementation of the same process performs all the swaps with one quantum computing instruction, shown in figure 1.3. This means a quantum implementation requires only one instruction to swap as many pairs in the system as we want. This ability to execute unlimited parallel elementary operations is quantum parallelism. In practice, we can think of quantum parallelism as an unlimited form of SIMD.
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Figure 1.3 A visualization of the quantum implementation for swapping consecutive values


  
 

   

   Note  SIMD is a computing concept where one instruction can be performed on multiple data points simultaneously, allowing for faster parallel processing of operations like vector calculations.
 

  
 

   

   Quantum parallelism is a powerful tool for achieving quantum advantage, but it can be like painting with a broad brush. Depending on the problem, using the same instruction for many pairs of values may not be desirable. To limit and correct unwanted effects of quantum parallelism, we need additional steps that may counter the benefit.
 

  
 

   

   Quantum parallelism seems like magic because it is different from parallelism in classical computing. The values (probabilities) are not stored but represent internal quantities that change when the underlying quantum system is acted on.
 

  
 

   

    

    The butterfly computational model
 

   
 

    

    Instead of swapping a pair of values, we can recombine them using a formula. Recombining pairs of values is the general form of all elementary quantum instructions. It is also a pattern that is common in nature and other fields, from how DNA works to how account transfers are performed. Making changes in pairs is also at the heart of making Fourier transforms fast.
 

   
 

    

    The computational building block of this pattern can be illustrated with a butterfly diagram, which shows a pair of values that are recombined using a formula to update the values with new ones. The butterfly pattern is a fundamental part of various applications, including these:
 

   
 

    

    	 Signal processing—Uses the FFT algorithm, which relies on the butterfly pattern 
 

    	 Machine learning—Uses structured linear maps like butterfly matrices to compress neural networks 
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    Single-pair butterfly diagram


   
 

    

    In a quantum system, the recombination of value pairs happens simultaneously for all affected pairs, leading to the advantage in computing Fourier transforms that we discussed at the beginning of the chapter.
 

   
 

  
 

   

   
1.3.2 The random nature of quantum measurement
 

  
 

   

   The second key feature of quantum computing is measurement. When we measure a quantum system, we get one of a defined set of outcomes. The outcome is nondeterministic, but it does follow a certain probability distribution. If we repeat the same computation, we may get a different measurement outcome. Depending on the problem we are trying to solve, we may need to do this a few times to get useful information from the distribution of outcomes.
 

  
 

   

   Note  In computer science, a deterministic algorithm is one that, given the same input, will produce the same output with each execution. A nondeterministic algorithm is one that, given the same input, can produce different outputs with each execution.
 

  
 

   

   The result of a computation on a quantum computer is usually represented as a binary string, which is a sequence of zeros and ones. We can interpret binary strings in various ways, but it is most common to interpret them as their integer (decimal form) value. In this chapter, we will use this interpretation for the possible outcomes of a computation. Later chapters will cover other methods of interpretation.
 

  
 

   

   We can visualize the randomness of a measurement using a circle divided into equal sectors, as shown in figure 1.4. Each sector corresponds to a possible measurement outcome. We can think of this circle as a wheel of fortune; we spin the wheel, and when it stops, one sector is selected.
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Figure 1.4 A circle divided into equal sectors, where each sector represents a possible outcome of a certain quantum computation


  
 

   

   The values of the quantum state define the probability of selecting each outcome. We cannot directly inspect the values of a quantum state; to figure out what they are, we must perform measurements. For example, suppose we do not know the probability of each outcome (sector) on the circle in figure 1.4. By spinning the wheel and noting how often we land on a sector, we can infer the probability of each outcome. Quantum measurement is like sampling from a probability distribution with a tremendous advantage over classical sampling: the samples are genuinely nondeterministic, and the sampling is highly efficient.
 

  
 

   

   Measurement can be beneficial for many problems. In some cases, it can even enable computations that are not possible using a classical computer, like generating truly random numbers. It is important to understand the concepts of parallelism and measurement to determine which problems can benefit from a quantum approach.
 

  
 

   

   
1.4 The anatomy of a quantum computation
 

  
 

   

   To understand the anatomy of a quantum computation, we will compare and contrast it with classical computing. Classical software programs consist of a sequence of instructions that manipulate variables to generate outputs. Registers, or groups of bits, can define more complex variables, such as the binary representation of an integer or character. Programming has become more intuitive through layers of abstraction, like high-level languages, which offer control over the type and number of variables. They also provide more intuitive instructions to change their values. At the lowest level, all these layers of abstraction translate to instructions that operate on bits. 
 

  
 

   

   
1.4.1 Computing with a single classical bit
 

  
 

   

   A classical bit has one of two possible states labeled 0 and 1. It works like a toggle or switch between two values, as shown in figure 1.5. 
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Figure 1.5 A classical bit works like a toggle or switch between 0 and 1.


  
 

   

   In its simplest form, a single-bit computation involves changes to the bit value. When the computation is complete, we read the value of the bit, as shown in figure 1.6. The last written value is the result of the computation.
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Figure 1.6 The stages of a computation using a classical bit. In this example, the initial value of the bit is 0. The value is changed to 1 during the computation. When the value is read, the result is the last written value, 1.


  
 

   

   As previously mentioned, the outcome of a classical computation is deterministic. No matter how many times we repeat the same computation, the result will be the same. This is not true for the quantum version of a single-bit computation, which can have a different result when the same computation is repeated. 
 

  
 

   

   
1.4.2 Computing with a single quantum bit
 

  
 

   

   A quantum bit, or qubit, is the fundamental unit of a quantum computing system. In a quantum computer, a qubit can be encoded by a property of a particle like a photon or an electron. In this book, we will not focus on the physical components of quantum computers or complex mathematical models. Instead, we will compare and contrast the applied uses of qubits and classical bits from a programming perspective. 
 

  
 

   

   Let’s first look at a simpler version of a quantum bit. Imagine that we can change the probability of a coin landing heads or tails. Such a coin can be called a variable-bias coin or a probabilistic bit. We cannot predict the outcome (heads or tails) of any given toss; we can only predict the expected frequency of the possible outcomes. In figure 1.7, we visualize changing the probability of the outcomes with a slider that moves some probability from one outcome to the other. The state of the probabilistic bit consists of the probabilities of its two outcomes at any given moment. 
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Figure 1.7 A probabilistic bit, or variable-bias coin, works like a slider that changes the probability of getting heads or tails.


  
 

   

   To compute using a probabilistic bit, we change the probability of the outcomes and then measure to get one of the outcomes. The diagram in figure 1.8 shows these steps. We are changing the probabilities of the outcomes instead of just switching between the outcomes as we would with a classical bit. At the end of the computation, we get one outcome, heads or tails, which we can interpret as 0 or 1. If we repeat the same computation, we may get a different outcome.
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Figure 1.8 The stages of a computation with a probabilistic bit. In this example, the initial probability that the outcome will be tails is 0.7. During the computation, the probability that the outcome will be tails is changed to 0.3. For example, each time the same computation is repeated (the coin is tossed), we get one outcome according to these encoded probabilities. If we perform 10 repetitions (tosses), we expect to see roughly 7 heads and 3 tails. The more tosses we perform, the closer we expect the distribution of outcomes to be to the encoded probabilities.


  
 

   

    

    Probabilities with direction
 

   
 

    

    We mentioned that each possible outcome of a quantum computation has an associated probability of occurring. However, there is more to this story. Each such probability is the squared length of a planar vector. Richard Feynman informally calls these vectors "arrows." Formally, they are called amplitudes, and mathematically, they are best described as complex numbers. 
 

   
 

    

    The direction of amplitudes is essential in how the state of quantum systems changes but not in the frequency of the computation outcomes they are associated with. We will go into more detail regarding the direction of probabilities in later chapters. 
 

   
 

  
 

   

   
1.4.3 Computing with multiple quantum bits
 

  
 

   

   When we perform a computation with one quantum bit, we have two possible measurement outcomes: 0 and 1. Similarly, when we use multiple quantum bits, each qubit represents one binary digit of the outcome. Therefore, the number of qubits in a quantum system determines the number of possible outcomes of a computation. For example, if we perform a computation with two qubits, there are four possible outcomes: 00, 01, 10, and 11. We can refer to these outcomes with a positive integer interpretation of the binary strings: in this case, 0 through 3. 
 

  
 

   

   Figure 1.9 shows a model of the steps of a specific quantum computation. We will go over the details of this model in the following subsections. As discussed, the outcome will consist of a binary string, with a digit for each qubit in the computation. In the example in figure 1.9, the measured outcome is 100, which we can interpret as the integer 4. We will use this model to understand the core concepts of quantum computations. To understand each step, let’s take a closer look at three quantum computing concepts: quantum state, its evolution, and its collapse through quantum measurement.
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Figure 1.9 The steps of a quantum computation using quantum bits (qubits). The example in the diagram uses three qubits, so there are eight possible outcomes, each with a certain measurement probability represented by the filled part of the sectors. When a measurement is performed, we get one result according to the probabilities. The result is interpreted as a binary string.


  
 

   

   The state of a qubit-based quantum system
 

  
 

   

   The state of a quantum system consists of a list of values (probabilities with direction), one for each possible outcome. Intuitively, the probabilities must add up to 1. Remember, a two-qubit system has four possible outcomes: 00, 01, 10, and 11. Thus, the state of a two-qubit system consists of four values. 
 

  
 

   

   Typically, the default state of a quantum system, before any operations are applied to it, is one where only the outcome with all qubits being measured as 0 is possible. All the other outcomes have a probability of 0. In figure 1.10, we visualize the initial state of a three-qubit system. If we measure the state, there is a 100% probability of getting the outcome 000 (or 0, if we are using the integer form of the binary string outcomes). 
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