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foreword




  It’s a great pleasure for me to write this foreword to Brian and Raymond’s new book on the Jamstack. Both Brian and Raymond have been part of this dynamic movement that’s changed the face of the modern web over the last 5 to 10 years.




  I first met Brian at the start of 2015 when he was speaking about static site engines at the HTML 5 meetup in San Francisco. This was in the earliest days of Netlify, while the product was still in private beta, and before I had even coined the term Jamstack, at a time when just a few early adopters across the industry had started to believe that the web could be simpler, faster, safer, and better to develop with if we embraced the idea of decoupling the web UI from backend infrastructure and business logic.




  It was meeting with and talking to these early adopters in different areas of our industry, like Brian, Raymond, and many others working on SaaS applications, headless CMSs, real-time web databases, interactive experiences on the web, and so on, that helped my cofounder and I build conviction that there was a broad, industry-wide change about to happen and that we needed a name for it and a nomenclature around it.




  One night, in conversation with a friend, I came up with the term Jamstack and the rest—as they say—is history. We started circulating this term among the people we had connected with as well as the community that was already starting to form around Netlify at the time—Brian and Raymond among them—and the term started spreading.




  Today the Jamstack ecosystem is at an interesting point of potential and tension. On the one hand, there’s no doubt that the Jamstack architecture has changed the modern web for the better: we’ve seen a groundswell of platforms, frameworks, APIs, web databases, content, and commerce platforms emerge and grow up around the category, and the web is a second-to-none platform to develop for today. On the other hand, some of the initial principles around simplicity and of prebaking a ready-to-serve frontend are being challenged by different approaches to on-demand edge-based rendering layers and hybrid build tools, where developers sometimes have to navigate different rendering models on a page-by-page basis.




  I’ve always known Brian and Raymond as curious minds always searching for simple and approachable tool chains that stay close to the fundamentals of the web. And this book is very much a practitioner’s guide to the Jamstack, where you can take a tour with these two experienced Jamstack developers through a selection of the different build tools and site generators you’ll encounter in today’s Jamstack landscape, learn how to get productive, and make your own choices among different approaches for different projects.




  The landscape of tools and frameworks will always be shifting and changing on the web, and no tool will ever be the right one for every problem you will encounter. Building a solid understanding of the strengths and tradeoffs that each tool brings, and developing a good instinct for how each tool feels, will help you better evaluate and navigate the rapidly evolving Jamstack ecosystem as existing frameworks change and innovate, and as new tool chains emerge.




  —Mathias Biilmann Christensen




  CEO and cofounder, Netlify




  
preface




  Both Brian and I have been fortunate to have been in the web development business for many years. We’ve seen the good (evergreen browsers!), the bad (you’ll get those new features in a year or two!), and the even worse (tables for layout totally make sense). As developers with a bit of experience (and gray hair), we both were excited about the introduction of the Jamstack (or static sites, as it was originally called). In many ways, it was a modern take on building the web that we fell in love with at the start of our careers—one based on simple files that we carefully handcrafted in text editors. But the Jamstack was also much more practical and sensible by making use of the best aspects of modern development frameworks and adopting modern best practices.




  As proponents of the Jamstack, we both feel that there’s no better time for developers to get involved. While the Jamstack has been around for a few years now, as a whole, it’s still very new, and the tools and technologies around it are just now becoming mature and gaining mainstream adoption. We both think that the Jamstack is a compelling framework for building websites that’s likely to be useful for most developers. That being said, there’s also a strong need for a book that introduces readers to the Jamstack while also giving them multiple examples of what can be built with it.




  As we’re different people with different opinions, you’ll see different tools discussed here, which will hopefully give you an appreciation for the breadth of options available to the aspiring Jamstack developer. We both agree that there’s almost always a way to solve a problem using the Jamstack; the crucial bit is finding the solution that works best for you and your team. While going through the examples in this book, try to focus on the problems being solved, and if you aren’t necessarily happy about the “how,” be happy with the knowledge that there are always alternative solutions that can work much better for you.




  —Raymond Camden
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about this book




  The Jamstack Book was written to help readers get an understanding of what working with the Jamstack really entails while also providing multiple real-world examples that apply that understanding. It begins by giving several different examples of building common website archetypes using popular static site generators. We then explore other parts of the Jamstack ecosystem that will be useful once developers start creating real-world projects using Jamstack tools.




  
Who should read this book




  The Jamstack Book is for web developers who are looking to embrace, or at least consider, working with the Jamstack methodology. The reader should have a basic understanding of web fundamentals (HTML, JavaScript, and CSS) but need not be an expert in any particular aspect. This book will help cement the many benefits of using the Jamstack by providing multiple examples, such as blogs and documentation sites.




  
How this book is organized: A road map




  The book has 10 individual chapters:




  

    	

      Chapter 1 explains what exactly is meant by Jamstack and why developers should consider it.


    




    	

      Chapter 2 introduces Eleventy and demonstrates a very simple brochure-ware site.


    




    	

      Chapter 3 introduces Jekyll and walks you through building a blog.


    




    	

      Chapter 4 makes use of the Hugo static site generator and explains how to build a documentation site.


    




    	

      Chapter 5 demonstrates e-commerce with the Jamstack and uses Next.js.


    




    	

      Chapter 6 explains how Jamstack sites can be moved into production.


    




    	

      Chapter 7 demonstrates adding dynamic elements back into static web pages.


    




    	

      Chapter 8 introduces serverless computing, with a focus on how it complements the Jamstack.


    




    	

      Chapter 9 talks about how CMSs (content management systems) can be integrated with the Jamstack.


    




    	

      Chapter 10 wraps things up with a look at how you can migrate to the Jamstack.


    


  




  Developers can choose to read the book directly from beginning to end; however, chapters 2 through 5 serve as examples of different types of sites that can be built with the Jamstack and can be read in any order.




  
About the code




  Installation instructions for the tools used in this book can be found as follows:




  

    	

      Chapter 2 covers the installation of Eleventy. The latest installation instructions can be found at https://www.11ty.dev/docs/getting-started/.


    




    	

      Chapter 3 covers the installation of Jekyll. The latest installation instructions can be found at https://jekyllrb.com/docs/installation/.


    




    	

      Chapter 4 covers the installation of Hugo. The latest installation instructions can be found at https://gohugo.io/getting-started/installing/.


    




    	

      Chapter 5 covers the installation of Next.js. The latest installation instructions can be found at https://nextjs.org/docs/getting-started.


    


  




  This book contains many examples of source code, both in numbered listings and in line with normal text. In both cases, source code is formatted in a fixed-width font like this to separate it from ordinary text. Sometimes code is also in bold to highlight code that has changed from previous steps in the chapter, such as when a new feature adds to an existing line of code.




  In many cases, the original source code has been reformatted; we’ve added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (➥). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.




  You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/the-jamstack-book. The complete code for this book can be downloaded from the GitHub repository at https://github.com/cfjedimaster/the-jamstack-book.




  
liveBook discussion forum




  Purchase of The Jamstack Book includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/the-jamstack-book/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.




  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interest stray! The forum and archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.




  
Other online resources




  There are multiple places where folks can learn more about the Jamstack and keep up on the latest changes. Here’s a list of resources to consider:




  

    	

      Jamstack.org is a great high-level website about Jamstack, with many links to other resources. You can join its Discord channel as well.


    




    	

      The New Dynamic (https://www.tnd.dev/) is another great “meta” resource with its own Slack.


    




    	

      JAMstacked (https://jamstack.email/) is a weekly newsletter Brian curates with the latest news on Jamstack blogs, events, and more.
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about the cover illustration




  The figure on the cover of The Jamstack Book is “Femme des Environs de Rome,” or “Woman from the Surroundings of Rome,” taken from a collection by Jacques Grasset de Saint-Sauveur, published in France in 1797. Each illustration is finely drawn and colored by hand.




  In those days, it was easy to identify where people lived and what their trade or station in life was just by their dress. Manning celebrates the inventiveness and initiative of today’s computer business with book covers based on the rich diversity of regional culture centuries ago, brought back to life by pictures from collections such as this one.




  
1 Why Jamstack?




  This chapter covers




  

    	
Defining Jamstack as an architecture for web applications rather than a prescriptive stack of technologies




    	
How Jamstack formed in response to dynamic web page development that had become cumbersome, slow, and insecure




    	
Benefits of Jamstack, including page speed, security, and cost




    	
Exploring well-known websites that are built with the Jamstack


  




  As Jamstack has gained popularity in recent years, a common criticism lobbed at it is that it is just a marketing term. The truth is that they are right. As we’ll explore, Jamstack was a term invented to “rebrand” an architecture many developers were already using to build sites because the existing terminology had become misleading. While calling it marketing may be a fair critique, Jamstack is still a way of building sites that has been gaining rapid adoption by web developers.




  
1.1 What is the Jamstack?




  The Jamstack is not a simple thing to define. There is no Jamstack installer. There’s no predefined set of tools you should install that comprise the Jamstack. There’s not even a specific language associated with developing Jamstack apps. (Yes, JavaScript plays a central role, but any number of languages may also be involved, including Ruby, Go, Python, or others.) Ultimately, there are countless combinations of tools and languages that can be combined to create a site that could legitimately be called Jamstack.




  What Jamstack is instead is more of an architectural pattern or methodology for creating sites. While there is a lot of ongoing debate about this, these are the key elements as we define them:




  

    	

      A Jamstack site is primarily built on static assets. Jamstack sites are always deployed as static files. This means that they are not dynamically generated by an application server when the user requests a page; instead, the site files are generated at build time. For a Jamstack site, every user who requests a specific page in their browser will get the same static asset returned. However, this does not mean the content is static. In fact, modern Jamstack sites offer an array of rendering options for the content of pages, including fully static and server-side rendering.


    




    	

      A Jamstack site is built using a static site generator. The static assets in a Jamstack site are generated using a static site generator (SSG). At a very basic level, a SSG is a tool that takes templates and combines them with content. Content can be stored in files as Markdown, YAML, or JSON files or be pulled from APIs. The content and template combine to dynamically generate the site’s HTML, CSS, and JavaScript assets. This is similar to the process a dynamic web server like PHP might go through on each user request, but, instead, the majority of this process happens at build time before the site is even deployed.


    




    	

      A Jamstack site leverages APIs. What differentiates a Jamstack site from a simple static site is that, although it is comprised of static assets, it can be very dynamic. The first key ingredient to creating this dynamic functionality is the use of APIs. These APIs can be called by the browser client at run time or even called by the static site generator at build time.


    




    	

      A Jamstack site uses JavaScript for dynamic functionality. The second key ingredient to making a Jamstack site dynamic is its ability to call APIs and other services asynchronously on the client via JavaScript. JavaScript is what allows the static assets to change dynamically via document object model (DOM) manipulation. Client-side JavaScript powers things like user logins or shopping carts.


    


  




  Clearly there’s a lot of flexibility in this definition, which, in my opinion, is part of Jamstack’s appeal. There is almost certainly a combination of Jamstack tools and services that meet the needs of your project and your language, tooling, and deployment preferences.




  That flexibility has a cost, though. There isn’t a single way to teach someone Jamstack, and the multitude of options can make the learning curve for newcomers a bit steep. Also, there is arguably additional complexity in creating a site that leverages a variety of APIs and services while also dynamically updating content on the client using JavaScript.




  So why choose Jamstack? The Jamstack evolved in part to address the problems of a dynamic web that many felt had become slow, costly, and insecure. To better understand the need for the Jamstack, we need to understand how and why it evolved.




  
1.2 A brief history of Jamstack




  By learning why the term Jamstack was created in the first place, we can gain a better understanding about what it is and why it has been rapidly gaining popularity. This is especially true because while Jamstack is a modern architecture that leverages many of the latest trends in technology, in other ways it harkens back to the way we built pages when the web was just invented.




  The earliest web pages were just simple HTML deployed to a web server. For example, the first website, as shown in figure 1.1, was just a basic static site. Every person who visited the site received the same assets.
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  Figure 1.1 The first web site was a static site. It is still available at http://info.cern.ch/hypertext/WWW/TheProject.html.




  As the needs of the web evolved, so did the technologies that underpinned it. Web application servers and server-side scripting languages such as PHP and Ruby allowed sites to dynamically generate content. This allowed every user to be served custom assets that were dynamically rendered on the server before they were sent to the individual’s browser. Today this is commonly referred to as server-side rendering (SSR).




  Let’s look at how a typical server-side rendered web application worked circa 2008 (why 2008? I’ll explain in a moment):




  

    	

      The user would request a page from the browser.


    




    	

      The browser would hit the web application server, which would load the requested page built using some form of scripting language.


    




    	

      The scripting language would make calls to the database for things like user information, product information, and/or content.


    




    	

      The data and script would be combined to generate the HTML that was then sent to the user.


    


  




  This process would be repeated on every page request. It allowed for highly personalized and dynamic content to be served from a single script file, but it came with costs:




  

    	

      Performance—Each piece of this process entailed small performance costs, from the application server processing the request to the database processing queries, to generating the final HTML. Since this process repeated on each page request for every user, the costs could add up quickly and could be compounded when a web application server or database was under heavy load.


    




    	

      Security—By nature these applications left a wide surface area open to potential attack. These could include things like vulnerabilities in the web application server to the scripting language or framework. The database could also be left open to direct attack through methods like SQL injection.


    




    	

      Scaling—Since every request for every user required a unique response, these applications could become expensive and complex to scale as usage grew. Typically, servers were maintained in-house, so scaling meant new hardware, which meant that the application couldn’t quickly or easily scale with need.


    


  




  All these problems were solvable with the right resources, of course, but, at the time, so much of the web had become dependent on SSR that just viewing text content on a simple blog relied on an entire server-rendered architecture using tools like WordPress, which was growing rapidly in adoption.




  
1.2.1 The rise of static site generators




  The year 2008 was pivotal for what would eventually become known as the Jamstack because it was the year that Tom Preston-Werner released Jekyll. Sure, there were static site generators before Jekyll, but Jekyll was based on the principles that have helped drive most modern static site generators since:




  First, all my writing would be stored in a Git repository. This would ensure that I could try out different ideas and explore a variety of posts all from the comfort of my preferred editor and the command line. I’d be able to publish a post via a simple deploy script or post-commit hook. Complexity would be kept to an absolute minimum, so a static site would be preferable to a dynamic site that required ongoing maintenance.




  —Tom Preston-Werner (“Blogging Like a Hacker,” http://mng.bz/ExJO)




  Jekyll gained widespread adoption, particularly as an alternative to WordPress for blogging. This adoption was driven in part by GitHub, of which Preston-Werner was a cofounder and CEO, when GitHub Pages added Jekyll support in 2008.




  GitHub Pages support also introduced a new continuous development workflow that has since become ubiquitous in the modern Jamstack. Instead of running a local build and pushing the generated HTML, CSS, and JavaScript via FTP, developers could simply check in their changes to the GitHub repo, and the Jekyll build would be run and deployed for them.




  Jekyll was followed by a long—and I do mean long—list of static site generators that followed similar principles. The most comprehensive list of static site generators (https://staticsitegenerators.net/) lists 460 as of this writing, with one built using almost every programming language available (even Swift, a language intended for developing iOS native apps, has a static site generator). These included some popular options still in widespread use today such as Middleman in 2009 (written in Ruby like Jekyll), Pelican in 2010 (written in Python), and Hugo in 2013 (written in Go).




  
1.2.2 From static sites to JAMstack




  Back in 2016, Netlify was already a fast-growing startup focused on providing continuous deployment for developers using tools like static site generators, but the term static sites had become problematic. An ever-growing list of tools and services were enabling dynamic capabilities on sites built with static site generators. Static sites, it turned out, could be far from static in reality.




  To solve this problem, Netlify’s Matt Biilmann came up with a new term: JAMstack. This came with a new site, jamstack.org, that included his manifesto defining the new term. The original version he posted is shown in figure 1.2.
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  Figure 1.2 The original jamstack.org site launched in 2016.




  The JAM in JAMstack stood for the following:




  

    	

      JavaScript—This is the key to much of the dynamic capabilities of these sites. JavaScript enabled things like the asynchronous loading of content from APIs and the dynamic updating of the HTML on the client.


    




    	

      APIs—These could be anything from a preexisting API provided by a third party to a cloud function to perform custom business logic. APIs provided these sites with the data and business logic that they needed.


    




    	

      Markup—This comprised everything from the Markdown and YAML/TOML that contained the site content to the templating language (Liquid, Handlebars, etc.) that is used by the static site generator to generate the HTML pages. The static site generator is critical to this aspect, even if its presence is somewhat obfuscated in the JAM acronym—perhaps by design.


    


  




  With Netlify’s influence in the ecosystem, along with the cooperation of other companies in the space, the hope was that the term would help redefine how these tools were viewed in the web developer community. This was given a big assist with the launch of the JAMstack Conference in May of 2017 (another initiative led by Netlify), which has since spawned numerous follow-ups around the world.




  JAMstack was—and still is—criticized for being simply a marketing term. As we have seen, this has some truth to it, but the years since the term was introduced have seen enormous growth in adoption and a whole ecosystem of companies that began to target JAMstack developers.




  
1.2.3 From JAMstack to Jamstack




  There’s one final, seemingly small but ultimately important, change to the terminology to discuss. In early 2020, the team at Netlify who manage the jamstack.org site opened a discussion to change the way the term was written, from JAMstack to Jamstack. Many community members chimed in, and the decision was made to make the change. As of this writing, most companies and organizations have followed suit, but the usage isn’t yet uniformly adopted.




  It’s worth understanding the reasoning behind this change. The JAM acronym was showing signs of becoming the source of some confusion. First, JavaScript, APIs, and Markup seem like things that could describe almost any site being built for the web; the acronym wasn’t making the differentiation clear. Second, leading with JavaScript seemed to create the impression that Jamstack was synonymous with JavaScript frameworks and exclusively JavaScript framework-based static site generator tools. Finally, JAMstack is not really a “stack” in that there is no preset group of tools as in LAMP. In reality, it’s more of an architecture or even a methodology.




  The hope was that changing the capitalization of the term would de-emphasize both the acronym and the “stack” and extend the life of the term in much the same way people still use Ajax instead of AJAX, long after XML largely dropped out of the equation. From here on out in this book, we’ll stick with the Jamstack capitalization of the word.




  
1.3 The benefits of Jamstack architecture




  Now that we understand how the Jamstack evolved from the early days of simple static sites to a modern architecture for building complex sites, let’s answer the question, “Why should you choose Jamstack?” Here are some of the key benefits.




  
1.3.1 Performance




  There are three important aspects to the performance of Jamstack applications to understand:




  

    	

      Static assets load faster than dynamic ones. There is no processing that needs to occur to turn dynamic templates into HTML, CSS, and JavaScript, and no database calls being made at run time. All of these assets are pre-rendered, to use a term common in the Jamstack community that means the majority of the page rendering occurs at build time rather than run time.


    




    	

      Jamstack sites are served “from the edge.” Since the assets are static, they can be served from CDNs, meaning that each end user is served the site assets from the server closest to them. This is combined with instant cache invalidation when a new version is released so that users always get the most up-to-date version of the site from the CDN.


    




    	

      Jamstack sites scale by default. There’s no need to create additional servers to accommodate a heavy traffic load when your site is being served from a CDN. Plus, Jamstack sites rely on services like cloud functions, which are built to scale, for dynamic processing and functionality.


    


  




  
1.3.2 Security




  Security is a tough topic to make broad assertions about, as there is no such thing as a completely secure option. A properly patched and maintained WordPress site can be secure, but the reality is that recent data shows that “73.2% of the most popular WordPress installations are vulnerable” (http://mng.bz/7WRg). As figure 1.3 shows, thousands of the top websites are susceptible to known vulnerabilities.
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  Figure 1.3 WordPress sites can be secure, but data from WP WhiteSecurity, which shows the version WordPress installs in the Alexa top sites, shows many remain vulnerable due to not being updated. However, Jamstack sites do not require these sorts of updates as the assets are static (http://mng.bz/7WRg).




  These issues are not WordPress-specific. Traditional sites have a lot of moving parts that need maintenance and patching regardless of the content management and application framework. For example, for a WordPress or Drupal site these parts would include things like the PHP web server and the MySQL database. For a Django site, it might be Python and PostgreSQL.




  In contrast, Jamstack sites benefit from a greatly reduced surface area for attacks. There is




  

    	

      No web server to compromise


    




    	

      No web application server or web application framework with potentially unpatched security flaws to exploit


    




    	

      No database to gain access to


    




    	

      No central source of truth to hack because the site is served from multiple CDNs


    


  




  Yes, Jamstack sites can depend on third-party services, which can be open to attack. However, this also gives Jamstack sites the ability to take advantage of the domain expertise of these services. For instance, rather than implementing a custom authentication, they can take advantage of services like Auth0 or Netlify Identity that specialize in authentication and implement industry best practices. Plus, as software as a service (SaaS), there is no need for the developer to worry about patching.




  
1.3.3 Cost




  Okay, let’s get to my personal favorite benefit of Jamstack: it can greatly reduce costs to the point of even being frequently free. Since there is no need for web application servers and database servers, the costs of hosting the Jamstack are generally negligible to nonexistent. Continuous deployment services like Netlify, Vercel, and Render all have generous free plans that can accommodate the needs of many sites and pricing and generally scale based on usage or additional features. Some services, like GitHub Pages, offer continuous deployment and hosting for free (with limitations, of course).




  The same is true of many of the third-party services that are popular in Jamstack sites: commercial offerings have generous free tiers, and entirely free or open source options exist, though typically with some limitations. For example, services like Algolia for search or Sanity for content management offer free tiers that can make them workable as cost-free or low-cost options for many sites. Meanwhile, tools like Lunr for search and Netlify CMS for content management provide free and open source alternatives.




  Services and hosting are just two of the places where Jamstack can offer potential savings. Many Jamstack case studies cite reduced development and maintenance costs. For example, a recent Netlify white paper cited Loblaw Digital lead time reductions for a single campaign being reduced to “a month instead of the typical year, representing a 10× reduction in time to market, [and] $38,000 monthly cost savings” (https://www.netlify.com/whitepaper/).




  
1.4 When Jamstack may not be the right choice




  Recently, it has become far more difficult to make a clear-cut recommendation about when to use and when not to use Jamstack. The improved capabilities of Jamstack tools and services make almost any type of site possible using a Jamstack approach. In fact, tools such as Next.js, Nuxt, and Gatsby now make it possible to create a hybrid solution that gives developers the option to make some routes static and others server-side rendered. But there are times when a Jamstack approach may not make sense:




  

    	

      An application that relies heavily on user-generated content—It is entirely possible to build user-generated content as static assets or pull it via an API. There are examples of Jamstack sites adding things like user-generated comments or posts that are written to files that trigger a rebuild or are pulled dynamically from an API. This can make sense in cases where the user-generated content is periodic and supplemental, but for sites primarily focused on user-generated content, a Jamstack solution may prove to be overly complex and difficult to implement.


    




    	

      An application where content is continually updated—Similar to a site with user-generated content, a site with constantly updated content (e.g., a real-time news site) may not be ideal for a Jamstack approach. Yes, this content could be updated live via client-side API calls or via SSR, but this can be difficult to properly implement and may negate some of the overall performance benefits of the Jamstack.


    




    	

      A dashboard that relies heavily on server-side processing—Some dashboard applications make perfect sense as Jamstack. In many cases, these dashboards call APIs to populate charts and data tables that make sense to process on the client side. However, in other cases this may unnecessarily put too heavy a load on the client and not be an optimal solution.


    


  




  As you can see, the line for what can be a Jamstack application is blurry. Every one of these examples can be built as a Jamstack application. I’d think about it in terms of how complex the Jamstack solution would be over a traditional server-side solution and how much am I offloading work to client-side API calls or SSR versus content that is generated as static assets. Don’t over-architect a site simply to make it fit into Jamstack paradigm, as you may find the solution brittle and difficult to maintain. Don’t offload the majority of your content display to client-side API calls, as this can negate some of the primary benefits of Jamstack’s static, CDN-based approach. These are guidelines, not hard-and-fast rules, but they can help you evaluate whether the benefits of Jamstack outweigh the drawbacks for your project. For most projects, I am certain they will, but in some cases they may not.
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