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Foreword

  Linked Data: Structured data on the Web the book is just what Linked Data the technology has needed. It is a friendly introduction to the use and publication of structured data on the World Wide Web.

  Linked Data was part of my initial vision for the Web and is an important part of the Web’s future. The Web took off as a web of hyperlinked documents which were exciting to read, but which could not effectively be used as data.

  And, yes, in fact, much of the Web is data-driven, and the data has been hidden on files inside the server. In slides from my wrap-up talk at the very first WWW conference in 1994, I pointed out that while documents talk about people and things, such as a title deed saying who owns a house, the system was not capturing the data—the actual ownership fact—in a way that could be processed. As the Web evolved, and became more driven by data, there has been frustration that changing, hidden data is not exposed to the reader. Linked Data standards allow you to publish data in a way that can be read by people and processed by machines so that previously hidden flows of data become evident.

  Linked Data may not be as exciting as a hypertext Web to read, but it is more exciting in terms of making everything work more effectively, from business to scientific research. Machines can read, follow, and combine Linked Data much more effectively than they can perform those actions using other forms of data currently on the Web.

  The role of machines has previously been subservient to the role of people in the technology used to allow people to communicate. Now machines are beginning to become active participants in the communication. Linked Data allows machines to become more useful partners in our daily lives.

  Linked Data has come of age in the last couple of years. In the last two years we have seen Google announce its Knowledge Graph and adopt the JSON-LD serialization format for Gmail, and produce a large set of terms for general use at schema.org; IBM announce that the DB2 database will become a Linked Data server; and Facebook expose Linked Data via its Graph API. Other large companies and government organizations have followed suit. We have needed a book like this one to introduce Linked Data development to a new and wider group of programmers. Linked Data will provide you with the questions to ask, even if it doesn’t answer them all. It is a great place to begin your study and kick-start your development.

  I have known Dave Wood for just about a decade. We met when he started his work with the World Wide Web Consortium. We later worked on a Web research project together. Dave has worked tirelessly to develop Semantic Web and Linked Data frameworks since the late 1990s. As a developer, he is well-placed to show others how it is done.

  The building blocks of Linked Data are not particularly new. The original proposal for the World Wide Web that I wrote in 1989 for my bosses at CERN included hyperlinks with semantics. The proposal read, in part, “The system we need is like a diagram of circles and arrows, where circles and arrows can stand for anything.” In fact, the Enquire program I had written in 1980 captured the relationships between things in a graph. That was the vision. Now Linked Data is delivering on this vision, by adding meaning that computers can process.

  As we all know, in the basic hypertext Web, the arrows we ended up with all stood for the same thing: “There is some interesting information over here!” Linked Data extends the “document Web” by allowing arrows to stand for anything we can name with a URI. Hyperlinks gain the semantics they need, and, in the process become much more useful.

  The Web of hypertext-linked documents is complemented by the very powerful Linked Web of Data. Why linked? Well, think of how the value of a Web page is very much a function of what it links to, as well as the inherent value of the information within the Web page. So it is—in a way even more so—also in the Semantic Web of Linked Data. The data itself is valuable, but the links to other data make it much more so.

  I believe that the Web should evolve to serve all of us, regardless of our nationality, language, economic motivation, or interests. Linked Data is just one part of that evolution. It is not the end—it is just another part of the beginning. There is still plenty to do, so come join us in building the next generation of the Web!

  TIM BERNERS-LEE

  DIRECTOR OF THE WORLD WIDE WEB CONSORTIUM (W3C)

  3COM FOUNDERS PROFESSOR OF ENGINEERING, MASSACHUSETTS INSTITUTE OF TECHNOLOGY

  PROFESSOR IN THE ELECTRONICS AND COMPUTER SCIENCE DEPARTMENT, UNIVERSITY OF SOUTHAMPTON UK


  
Preface

  We love the Web and we love the way it’s evolving from the rather simple web of linked documents of the early 1990s into the framework for the world’s information. Representing data on the Web is an obvious, but slightly harder, next step.

  We each came to the Web in our own ways but came to Linked Data nearly together. David found the Web as a programmer and later as an entrepreneur, Marsha as an educator, and Luke as a student. Marsha and David are old enough to have started computing with punch cards and paper tape. The Web was a very welcome degree of abstraction from ones and zeros.

  David was introduced to the Web at Digital Equipment Corporation’s fabled Western Research Lab in California in 1993. It was an eye-opener. One of the first large websites showed photos of thousands of pieces of artwork held by the Vatican. Another showed a list of projects that Digital researchers were working on and linked to each of their own individual web servers for detailed documents. David was hooked. Tellingly, it was the project website that he found most interesting. If only you could link into databases and spreadsheets the way you could link to documents.

  Marsha also found the Web in the early days, when Gopher was the primary search tool and Web browsers worked in a terminal, and she kept up to date with its rapid changes in order to teach new generations of computer scientists. Her career has lasted long enough for her to see the incredible changes wrought by the invention of spreadsheets and databases on decision making, and this fostered an interest in moving data to the Web.

  Marsha gave David the chance to teach at the University of Mary Washington just as the Linking Open Data project was starting. Luke took the first class offered to U.S. undergraduates on Linked Data in 2011, followed by an independent study and an internship, all with David. He was eventually hired by David to work on Linked Data projects.

  Luke and David contribute to the Callimachus Project, an open source Linked Data platform described in this book. We’ve used it to build applications for a variety of organizations, from U.S. government agencies and pharmaceutical companies to publishers and health-care companies. Each of those projects is based on the creation, manipulation, and use of Linked Data.

  We decided to write a Linked Data book for Web developers because there simply wasn’t one. We all had to learn Linked Data from the specifications or by readying academic papers. There are some other books on Linked Data (David edited two of them), but none are aimed specifically at developers. We thought that our combination of real-world development experience and experience teaching technology would result in a useful book. We hope you agree.

  It’s our privilege to work with a loosely affiliated international group of people working to bring data to the Web. We hope that you’ll read this book and then join us. We can’t wait to see what the Web will become next.
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About this Book

  Linked Data is a set of techniques to represent and connect structured data on the Web. This book shows you how to access, create, and use Linked Data. Linked Data has one amazing property: it can be easily combined with other Linked Data to form new knowledge.

  Linked Data makes the World Wide Web into a global database that we call the Web of Data. Developers can query Linked Data using a query language called SPARQL from multiple sources at once and combine those results dynamically, something difficult or impossible to do with traditional data-management technologies. The examples in this book are intentionally drawn from public sources, but the techniques illustrated can just as easily be used with private data. You may be unfamiliar with some of the resources that we use, but they’re readily accessible on the Web, and we encourage you to check them out as you encounter them. We apologize in advance for any inconsistencies between the screen shots and URLs referenced in the text and the actual content when you visit those sites on the Web. The Web is a rapidly changing entity, and no printed matter can absolutely represent that. We do promise that all the screen shots and URLs were correct as we entered production.

  The techniques of Linked Data enable us to more easily share our knowledge with others. Literally anything can be described by Linked Data. Linked Data on the World Wide Web may be found, shared, and combined with other people’s data. Unlike traditional data-management systems, Linked Data frees information from proprietary containers so anyone can use it. As with any data, the consumer is responsible for evaluating its quality and utility. We use sources whose data we trust.

  
Intended audience

  Linked Data: Structured data on the Web should be read by application developers who want to appreciate, consume, and publish Linked Data. This book assumes that you have a basic familiarity with fundamental web technologies such as HTML, URIs, and HTTP. We introduce you to Linked Data, place it in context, outline its principles, and show you how to use it by walking you through the process of finding, consuming, and publishing Linked Data on the Web. We illustrate this process with real-world applications of gradually increasing complexity.

  
Roadmap

  This book has eleven chapters, divided into four parts, a glossary, and two appendixes.

  Part 1 “The Linked Data Web” provides an introduction to the fundamentals of Linked Data, the Resource Description Framework (RDF) data model, and the common standard serializations used in representing this data. It guides the reader in identifying and consuming Linked Data on the Web.

  

  
    	
Chapter 1, an introduction to Linked Data, places it in context, outlines its principles, and shows you how to use it by walking you through a Linked Data application.

    	
Chapter 2 introduces the Resource Description Framework and its relationship to Linked Data. We describe the RDF data model along with the key concepts that you’re likely to use in your own Linked Data. In closing this chapter, we address common issues of file types and web servers and provide techniques for resolving those issues.

    	
Chapter 3 acquaints you with the distributed nature of the Web and how data and documents are interlinked. You become aware of the relationship between the Web of Documents and the Web of Data. You learn how to find and consume Linked Data on the Web.

  

  Part 2 “Taming Linked Data” emphasizes techniques for developing and publishing your own Linked Data and enhanced searching techniques for aggregating such data. You learn how to use the SPARQL query language to search for relevant Linked Data datasets and aggregate the results.

  

  
    	
Chapter 4 covers methods of creating, linking, and publishing Linked Data on the Web using the Friend of a Friend (FOAF) and Relationship vocabularies.

    	
Chapter 5 introduces the SPARQL query language for RDF. SPARQL enables you to query the Web of Data as if it were a database, albeit a very large one with many distributed datasets.

  

  Part 3 “Linked Data in the wild” illustrates how to use RDFa to achieve search engine optimization of your web pages. It introduces you to RDF databases and illustrates the differences between these and the traditional RDBMS. We illustrate how you can best share your datasets and projects on the Web and optimize the inclusion of your projects and datasets in Semantic Web search results.

  

  
    	
Chapter 6 illustrates how to use Resource Description Framework in Attributes (RDFa) to enhance your HTML web pages to achieve enhanced results from search engines. You’re introduced to the GoodRelations business-oriented vocabulary and similar techniques using schema.org.

    	
Chapter 7 introduces RDF databases and the differences and benefits of such data stores over RDBMS. In general, integrating information already in RDF format is painless. But data that you need and would like to use is often stored in non-RDF sources. This chapter illustrates how non-RDF data can be transformed into RDF for ease of integration into other applications.

    	
Chapter 8 provides an introduction to all the ways that new Linked Data should be described and linked into the larger Linked Data world. It describes and applies the Description of a Project (DOAP) vocabulary to describe projects, the Vocabulary of Interlinked Datasets (VoID) to describe datasets, and semantic sitemaps to describe the Linked Data offerings on a site. This chapter also presents guidelines to publishing your data on the LOD cloud.

  

  Part 4 “Putting it all together” pulls all the concepts covered in parts 1, 2, and 3 together. We develop a complex, real-world application using an open source application server for Linked Data and help you summarize the process of preparation to publication of Linked Data.

  

  
    	
Chapter 9 introduces the Callimachus Project, an open source application server for Linked Data. We show you how to get started with Callimachus, how to generate web pages from RDF data, and how to build applications using it.

    	
Chapter 10 summarizes the process of publishing Linked Data from preparation to publication. We identify and clarify easily overlooked steps, like minting URIs and customizing vocabularies.

    	
Chapter 11 surveys the current state of the Semantic Web and the role of Linked Data. We identify some interesting applications of Linked Data and attempt to predict the future direction of the Semantic Web and Linked Data.

  

  The appendixes provide supplementary information.

  

  
    	
Appendix A is a quick reference to the development environment setups of the tools used in the book.

    	
Appendix B is a guide to interpreting SPARQL query results formats.

    	A glossary lists and defines terms used in this book.

  

  
How to use this book

  We expect you to get the most from this material by reading the chapters in sequence, downloading and executing the sample applications, and then trying modifications of the applications to increase your understanding of the concepts. In those applications where you need particular software tools, we guide you in locating and obtaining those resources. We expect this book to provide you with a foundation to appreciate, consume, and publish Linked Data on the Web.

  
Code conventions and downloads

  All source code in this book is in a fixed-width font like this, which sets it off from the surrounding text. In many listings, the code is annotated to point out the key concepts. In some cases, source code is in bold fixed-width font for emphasis. We have tried to format the code so that it fits within the available page space in the book by adding line breaks and using indentation carefully. Sometimes, however, very long lines include line-continuation markers.

  Source code for all the working examples in the book is available from http://LinkedDataDeveloper.com or from the publisher’s website at www.manning.com/LinkedData.

  A Readme.txt file is provided in the root folder and also in each chapter folder; the files provide details on how to install and run the code. Code examples appear throughout this book. Longer listings appear under clear listing headers, shorter listings appear between lines of text.

  
Author Online

  Purchase of Linked Data includes free access to a private Web forum run by Manning Publications where you can make comments about the book, ask technical questions, and receive help from the authors and from other users. To access the forum and subscribe to it, point your browser to www.manning.com/LinkedData. This page provides information on how to get on the forum once you’re registered, what kind of help is available, and the rules of conduct on the forum.

  Manning’s commitment to our readers is to provide a venue where a meaningful dialog between individual readers and between readers and the authors can take place. It’s not a commitment to any specific amount of participation on the part of the authors, whose contribution to the AO remains voluntary (and unpaid). We suggest you ask the authors challenging questions lest their interest stray!


  
About the Cover Illustration

  The caption for the illustration on the cover of Linked Data is “Grand Vizier,” or prime minister to the king or sultan. The illustration is taken from a collection of costumes of the Ottoman Empire published on January 1, 1802, by William Miller of Old Bond Street, London. The title page is missing from the collection and we have been unable to track it down to date. The book’s table of contents identifies the figures in both English and French, and each illustration bears the names of two artists who worked on it, both of whom would no doubt be surprised to find their art gracing the front cover of a computer programming book...two hundred years later.

  The collection was purchased by a Manning editor at an antiquarian flea market in the “Garage” on West 26th Street in Manhattan. The seller was an American based in Ankara, Turkey, and the transaction took place just as he was packing up his stand for the day. The Manning editor didn’t have on his person the substantial amount of cash that was required for the purchase and a credit card and check were both politely turned down. With the seller flying back to Ankara that evening, the situation was getting hopeless. What was the solution? It turned out to be nothing more than an old-fashioned verbal agreement sealed with a handshake. The seller simply proposed that the money be transferred to him by wire and the editor walked out with the bank information on a piece of paper and the portfolio of images under his arm. Needless to say, we transferred the funds the next day, and we remain grateful and impressed by this unknown person’s trust in one of us. It recalls something that might have happened a long time ago.

  We at Manning celebrate the inventiveness, the initiative, and, yes, the fun of the computer business with book covers based on the rich diversity of regional life of two centuries ago, brought back to life by the pictures from this collection.

  


  Part 1. The Linked Data Web

  What is Linked Data? What is the Resource Description Framework (RDF)? What is the relationship between RDF and Linked Data? How is data expressed using RDF? Why is publishing 5-Star Linked Data beneficial? Where do you find Linked Data, and how can you use it in your own applications?

  In these first three chapters, we’ll explore these questions and others. We’ll introduce you to Linked Data, place it in context, outline its principles, and show you how to use it by walking you through your first Linked Data application. We’ll expose you to the multiple facets of consuming Linked Data from the Web. We’ll find Linked Data on the Web both manually and through the use of special tools. We’ll illustrate how you develop programs that retrieve Linked Data from one source and use those results to retrieve additional data from a different data source.

  


  Chapter 1. Introducing Linked Data

  This chapter covers

  

  
    	An introduction to Linked Data

    	The Linked Data principles

    	Linked Data foundations

    	Anatomy of a Linked Data application

  

  What would you do if your boss told you to produce web pages for 1,500 television and radio programs each day, in multiple languages and character sets, with a staff of a handful of people? What if you needed to publish web content for every band and the songs they record, updated each day? How about web pages for each animal species and its habitat, inclusive of its endangerment status, when your organization doesn’t have that information?

  The development team at the British Broadcasting Corporation (BBC) faced all three challenges at once during a period of budget cuts. Very soon we’ll show you how they solved all three using Linked Data.

  Linked Data makes the World Wide Web into a global database that we call the Web of Data. Developers can query Linked Data from multiple sources at once and combine it on the fly, something difficult or impossible to do with traditional data-management technologies. Imagine being able to gather any data you require in a single step! Linked Data can get you there. We know this may seem impossible, and it is with traditional techniques, but we’ll demonstrate how it works.

  In this chapter, assuming that you have a basic familiarity with fundamental web technologies such as HTML, URIs, and HTTP, we introduce you to Linked Data, place it in context, outline its principles, and show you how to use it by walking you through your first Linked Data application.

  We may reference resources that you don’t instantly recognize, such as MusicBrainz—the open music encyclopedia. Don’t worry. We provide URLs to help you gather the context you’ll need to be productive.

  
1.1. Linked Data defined

  The World Wide Web is full of data. Data is published in formats such as PDF, TIFF, CSV, Excel spreadsheets, embedded tables in Word documents, and many forms of plain text. These files are linked to and from HTML and other documents. They are, in a sense, data that you can link to. But this kind of data has a limitation: it’s formatted for human consumption. It often requires a specialized utility to read it. It’s not easy for automated processes to access, search, or reuse this data. Further processing by people is generally required for this data to be incorporated into new projects or allow someone to base decisions on it.

  We’d rather have a universal way for anyone to read and reuse data on the Web. You don’t want to just link to the files that data comes in; you want data that you can link into. You want your data to link to related data. You want to foster reuse between people who may never meet.

  This book will introduce you to a new way to consume, reuse, and publish data on the Web so that it may be reused by automated processes on either side of enterprise firewalls. The way to do this is called Linked Data. The term Linked Data refers to a set of best practices for publishing and connecting structured data on the Web using international standards of the World Wide Web Consortium.

  You already know some of the techniques we use for Linked Data because you understand HTTP, URIs, and hyperlinks. You want to publish data on the Web, and you use URIs to identify data elements and the relationships between them. You can use those URIs to hyperlink between data elements the way web pages are hyperlinked. Linked Data is just data but it’s on the Web and structured the way the Web is structured. These ideas are collected into the Linked Data principles, described in more detail in section 1.4.

  The more principles you adhere to, the better your Linked Data. The 5-Star scoring system of Linked Data is:

  
    
      
      
    
    
      
        	*
        	Data is available on the Web, in whatever format (for example, a scanned image).
      

      
        	**
        	Data is available as machine-readable structured data (for example, an Excel spreadsheet).

      

      
        	***
        	Data is available in a non-proprietary format (for example, CSV).
      

      
        	****
        	Data is published using open data standards from the World Wide Web Consortium.
      

      
        	*****
        	All of the above apply, plus links to other people’s data.
      

    
  

  The 5-Star system is cumulative. Each additional star presumes that your data meets the criteria for the previous steps. Linked Data developers pride themselves on creating 5-Star Linked Data. Anything less gives you more work to do, perhaps in converting data into 5-Star format, creating additional links, or trying to convince your data sources to create better data. By creating 5-Star Linked Data, you’re making the world a nicer place.
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