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Prologue

Abundance and Scarcity

The computer age is over.

After a global run of thirty years, the PC revolution has stiffened into an establishment. So swiftly and subliminally did this silicon tide pass through the economy that like many experts you might have missed much of the motion until it stopped. Then you might have mistaken its dotage for dynamism. For it congealed so fast that its Mount Rushmore giants still walk and talk.

Contemplate the monumental frieze looming over the road ahead: Bill Gates of Microsoft, Steven Jobs of Apple, Gordon Moore and Andrew Grove of Intel. Still very much around, they beam from magazine covers, iconize companies, orate at Davos and Comdex, publish books (Grove even writes them). Jobs launches new products in “insanely great” new tints and hues. Their totems tower over their time: Windows 2000, the millennial operating system launched with 30 million lines of code and a record-setting two hundred thousand bugs; serried ranks of Pentium processors with scores of millions of transistors and insta-classical names, draining some 80 watts of power, enough to heat an igloo.

These Rushmore men, quick or dead, no longer shape the future. The trajectories of their companies are set in concrete source code, the DNA of an epoch that is over. They are now retired to manage their portfolios, more and more sodden with deductible good deeds of planetary angst and posterity preening. The action is elsewhere. The action is in the telecosm.

Of course, the computer and the microchip remain enormously potent technologies. (So do the steel mill and the nuclear power plant.) Gordon Moore’s law, which dictates a doubling of computer power, or a halving of its cost every eighteen months, is still in force. The process of ingraining intelligence into every aspect of our lives, mind into every machine, tool, or toy, continues at an accelerating pace. The displacement of matter by mind in the economy, already the most powerful economic event in recorded history—just now transpiring in economic data—has not yet even begun to end.

The computer era—the age of the microchip, which in a previous book I termed the microcosm,—is ending not because it has failed, or even because it has been fulfilled, but because the microcosm itself has given birth to a new era. It has enabled a new technology that is transforming culture, economics, and politics far more thoroughly than the computer age did.

The computer era is falling before the one technological force that could surpass in impact the computer’s ability to process and create information. That is communication, which is more essential to our humanity than computing is. Communication is the way we weave together a personality, a family, a business, a nation, and a world. The telecosm—the world enabled and defined by new communications technology—will make human communication universal, instantaneous, unlimited in capacity, and at the margins free. In industry the word most commonly used for communications power is bandwidth. In the new economy, bandwidth replaces computer power as the driving force of technological advance. The telecosmic vision of nearly infinite wave-borne bandwidth does for communications what Moore’s law did for computing: defines the direction of technological advance, the vectors of growth, the sweet spots for finance.

Like all the twentieth century’s most crucial passages, this millennial transition has its roots in physics. While the industrial age emerged from a mastery of the masses and energies of Isaac Newton, the computer age sprang from a practical grasp of the particles and paradoxes of the quantum theory of Erwin Schroedinger, Werner Heisenberg, and Albert Einstein. The heroes of the semiconductor industry took us step by step down quantum ladders toward the ultimate infinitesimal realms of atoms and ions. This path concludes in the quantum well of Heisenberg’s uncertainty.

In this path toward free computer cycles and bits, the transformative force was miniaturization—transistors multiplied first by the thousands, then by the millions, and tomorrow by the billions on a single sliver of silicon, enabling us to process, create, compute, and reconfigure information at a speed and scale previously unimaginable. Because the computer made the creation and manipulation of information the central activity of the economy, this era has also been known as the information age. We live in an information economy.

The great frustration of the computer era has been the difficulty of communicating the information that we are told has become our most precious resource. Information is power, but information that cannot be readily moved is gridlock on the World Wide Wait. Immobile information makes our businesses larger, more static and hierarchical than they need to be. It makes our economies less flexible, our jobs less fulfilling, our lives less luminous with opportunity.

The telecosm launches us beyond the fuzzy electrons and frozen pathways of the microcosm to a boundless realm of infinite undulations. Beyond the copper cages of existing communications, the telecosm dissolves the topography of old limits and brings technology into a boundless, elastic new universe, fashioned from incandescent oceans of bits on the electromagnetic spectrum.

At the heart of the telecosm are lasers pure enough to carve a sliver of light into thousands of usable frequencies, gossamer glass threads carrying millions of times more information even though they are thousands of times smaller than copper cables, fiber strands made of glass so pure that if it were a window you could see through seventy miles of it. The telecosm can even banish all the glass and unveil new cathedrals of light and air alone.

This is not futurism, for the science behind it is already history. The impact of the change, though, will exceed most of the dreams of technological futurists. Futurists falter because they belittle the power of religious paradigms, deeming them either too literal or too fantastic. Yet futures are apprehended only in the prophetic mode of the inspired historian.

The ability to communicate—readily, at great distances, in robes of light—is so crucial and coveted that in the Bible it is embodied only in angels. Distance is a fundamental premise of a material world. It fell not to the force of the telegraph, the telephone, the television, or the airplane. None of these achieve true action at a distance. Transmitting a few words, a few minutes of voice, even the few filmed spectacles that broadcasters deign to bounce around the globe, serves only to remind us how bound and gagged we are—how tied to the limits of time and space that angels traverse in an instant.

These gags and ties are now giving way. When anyone can transmit any amount of information, any picture, any experience, any opportunity to anyone or everyone, anywhere, at any time, instantaneously, without barriers of convenience or cost, the resulting transformation becomes a transfiguration. The powers it offers bring us back to the paradigms of paradise and its perils, prophets and their nemeses: infinite abundances and demonic scarcities.

The concept of infinitude challenges us all, even the mathematicians and technologists among us. But the central event in technology over the last decade is a growing awareness that the information bearing power of the electromagnetic spectrum—its bandwidth or range of frequencies and wavelengths available to carry signals—is not severely limited, as previously believed, but essentially infinite. From AM radio signals through microwaves to visible light—a band of frequencies millions of times the bandwidth of our 56 kilobit modems—the spectrum can carry usable signals. Nor is spectrum restricted to wireless bandwidth. Medium neutral, it can be distributed wherever there are coaxial cables, phone wires, or fiber-optic strands of glass.

An infinitude of potential bandwidth implies the endless multiplication of spectrum use and reuse. Cellular technologies have been created that allow the reuse of all available bandwidth in every cell, the sharing of cellular bandwidth among many users, and the proliferation of local cells through the deployment of more antennas.

The most powerful of all spectrum reuse technology is fiber optics. Every fiber-optic thread, the width of a human hair, can carry a thousand times more information on one path than all current wireless technologies put together. The basic measure of bandwidth is hertz or wave cycles per second. The bandwidth of currently used spectrum, running from AM radio to Direct Broadcast Satellite, comes to a total of some 25 billion hertz, or in scientific notation 25 times 10 to the 9th. The capacity of a fiber-optic cable is measured in petahertz—10 to the 15th waves per second.

These technologies of fiber optics, high-spectrum communication, and wireless networks, together comprise the telecosm. The telecosm makes bandwidth—information at enormous speed and almost infinite scale—the defining abundance of a new era, eclipsing even the still fantastic abundance of the computer age. It makes men into bandwidth angels.

Every new era is marked and measured by key abundances and scarcities. They shape the field of economics, the substance of business, the fabric of culture, the foundation of life. As Japanese futurist Taichi Sakaiya has written: “Survival dictates that human beings . . . develop an ethics and aesthetics that favor exploiting fully those resources that exist in abundance, and economizing on items that are in short supply.” That is how we exist. We do not breathe xenon or eat platinum. Abundances and scarcities are not merely economic phenomena; they help weave the texture of life.

The defining abundances and scarcities do not transpire on ceremonial dates ushering one epoch in with trumpets and another out with violins. Eras overlap. The successes of one era spur and enable the successes of the next. The plenitude of the agricultural age loosed resources for the industrial revolution and the computer era. The mines, factories, nuclear plants, and oil fields of the industrial age are sustaining the metaphysical marvels of the age of information. The billion computers slated to throng the Internet over the next five years each will consume as much as a thousand kilowatt hours a year. Together with peripherals and hundreds of billions of embedded chips, Internet computing will use as much electricity as the entire U.S. economy does today, some three trillion kilowatt hours.

Fathoming a layered fabric of abundances and scarcities and finding those that mark a particular time is a challenge that has confounded many historians. Whether of food, fuel, land, minerals, or workers, scarcities are often salient; the politician’s shoe pinches. Meanwhile the abundances which transcend or obviate the scarcities remain elusive or are as yet uninvented. Agrarian supremacists saw the industrial revolution as a source of oppression of workers in “dark satanic mills” and ignored the new abundances of housing, food, and clothing that lengthened lives by some fifteen years. Luddites and reactionaries can always claim that grain or land or heavy manufacturing are still the staff of life and source of real value, while the redeeming abundances of computer cycles or information are somehow spurious—not real output.

Reflecting the deceptive salience of scarcities, materialist superstitions often lead to what are called zero-sum assumptions of economic reality—a game in which a gain by one party necessitates a loss for another party. The gains and losses always add up to zero.

For most of human history, most people have believed that economics is essentially a zero-sum game—that scarcity will ultimately prevail over abundance. Whatever set of materials is central to production—whether land, food, oil, or the environment—will ultimately meet diminishing returns and exhaustion. Predicting a zero- or even negative-sum struggle for food, Pastor Malthus was the most famous exponent of the view that populations increase geometrically while agricultural output rises arithmetically. In the Malthusian view, food scarcity eventually chokes off growth. Karl Marx saw all economics ultimately reducing to a class struggle over ultimately scarce “means of production,” with zero-sum assumptions and results. Throughout much of this century, dictators and warlords, from Hitler to Stalin, sought power and prosperity through a drive for lebensraum or the capture of neighboring territories, assumed to be the only source of new wealth in a world of scarcity.

As implied by the epigram, “Necessity is the mother of invention,” scarcities, however, can yield abundances. Abundances and scarcities play out in a spiral of reciprocity, with each producing its opposite in the cycles of economic advance, but with abundance always finally prevailing in free economies.

The economists’ focus on scarcity stems from the fact that shortages are measurable and end at zero. They constrain an economic model to produce a clearly calculable result, an identifiable choke point in the industrial circuitry. Abundances are incalculable and have no obvious cap. They tend to end in a near zero price and thus escape economics altogether. As the price declines and their role in the economy becomes more vast and vital, their role in economic analyses diminishes. When they are ubiquitous, like air and water, they are invisible—“externalities.” Yet abundances are the driving force in all economic growth and change. In free economies, scarcities find their meaning chiefly in the abundances they engender and constrain.

Nations, companies, and individuals that exploit the “free” abundance (that is, the resource with the plummeting price) gain market share against all rivals. These groups come to define the very character of their age, whether an age of “steam” or “oil” or an age of “information.” The political leaders who accommodate them become the prime movers in global affairs. Their countries pioneer and prosper.

In the agricultural age, land and manpower were tantamount to free. You wasted them to prevail in battle or commerce, to win wealth or political power. During the preindustrial era in America (from the founding through about 1825), the scarcity was horsepower and the abundance was land.

In the industrial age, physical force became as much as free. Fuel was a defining abundance. Horsepower—physical force, translated eventually into watts, or kilowatt-hours—abounded while land grew relatively scarce. We splurged on cheap horsepower—to clear farm-land, to refine ores, to produce new farm equipment, to manufacture goods and capital gear, and to contrive armaments for capturing or defending land. And these activities defined the industrial paradigm.

Between 1660 and 1950, the cost of an effective kilowatt-hour dropped from thousands of dollars to some seven cents. It has since dropped to five and one half cents and continues to decline about 2 percent a year. In the industrial age, whether one were a tinker, a tailor, a naval captain, a candlestick maker, a general, or a farmer, one had to use steam power, coal power, oil power, and then electrical power in vast amounts in order to prevail economically. It was the defining abundance of the time and because of its centrality, it lasted a long time on top.

Over the last thirty years, we have been undergoing the computer revolution. In the era of the microcosm, transistors became asymptotically costless.

On a computer memory chip, the price of a transistor, with support circuits, dropped from some seven dollars to a few millionths of a cent. Declining at an annual rate of 68 percent, the price of a bit is now plunging close to a millionth of a cent as the billion transistor device—the gigachip—is introduced, on its way to an eventual price of under ten dollars. Dropping at an average of 48 percent per year, a MIPS (millions of instructions per second) of computer power that cost several million dollars in 1960 sells for less than a dollar today. Thirty-five years ago, a chip factory could produce a few score transistors a day. Today, a single production line in a microchip wafer fabrication facility (“fab”) can produce some 1.6 trillion transistors in twenty-four hours. In 1999, wafer fabs produced some fifty thousand trillion transistors. We ended up wasting billions of them playing solitaire or controlling the environment in our cars or strumming guitars on music synthesizers.

In this microcosmic era, every nation, company, and individual—from the oldest professions to the newest, whether you are a policeman, a farmer, a general, an architect, a prostitute, a software engineer, a fitness coach, an oil geologist, or a pharmacist—you have to use transistors to succeed. Because transistors chiefly served to manipulate words and symbols in computers, the era has been renowned as the computer age. A radio station or a farm office, a police car or a plow, are all now congested with silicon. The transistors, each etched by the millions on chips the size of a thumbnail, are nearly as cheap as the beach sand of which they are made.

Since computers chiefly deal with information, many observers have defined the era as the age of information. But that has not exempted hard asset people from using this abundant technology. From Desert Storm to FedEx, from Wal-Mart to DreamWorks, from Ford to the NBA, from Century 21 to Merrill Lynch, the most successful ventures have exploited the abundance of cheap MIPS and bits. The harvest of the microcosm has come in the form of literally hundreds of billions of computers, each one more powerful than the “huge” mainframes of the 1960s, animating every appliance from a microwave oven to a permawave comb, from an airbag to a “hairball” (which is what Sun Microsystems’ Scott McNealy ungenerously dubs Bill Gates’s software).

Less noticed than the abundance of transistors but also important in shaping the technology of the era has been an implicit abundance of silicon area—the space available to accommodate the trillions of transistors. Filling up the multiplying expanses of computer backplanes and mother boards and daughter cards with increasing numbers of ever larger chips, silicon area has expanded dramatically. Every five years, the number of chips produced has approximately doubled, to some 285 billion units in 1999. With the average size of a chip rising some 50 percent during this span, total silicon area has been increasing 150 percent every half decade. Now at around 40 square kilometers of bare chips a year, the semiconductor industry could annually coat Silicon Valley itself, from San Jose to Palo Alto and across to Santa Cruz, with scores of layers of crystalline silicon meshed with microscopic aluminum and polysilicon wires and doped with enough exotic chemicals to be condemned as a toxic site by the Environmental Protection Agency.

In sum, the abundances of the microcosm have been transistors, power, and silicon area. An era’s defining abundances find their meaning through its defining scarcities. In general, people use the abundances to relieve the scarcities. While in the macrocosm they substitute kilowatt-hours for horses and slaves, in the microcosm they use transistors to compensate for a shortage of human servants and broadband communications capacity. Think, for example, of the billions of chips devoted to making our telephone switches, modems, faxes, and “fast” Internet links function at all over narrowband telephone wires. It was in response to this basic problem that the transistor was invented in 1949 at AT&T’s Bell Labs.

Just as scarcities create new abundances, abundances can create new scarcities. The availability of cheap food and housing, ushered in by the industrial era, caused a decline in the numbers of people willing to labor cheaply. The plethora of cheap fuel created a dearth of roads and a need for pollution controls. The more recent glut of transistors—and the colossal streams of bits they shaped and sent—has led to a shortage of communications capacity and technical manpower. While existing telephone bandwidth was ample for voice communications, it became suddenly scarce when faced with a global abundance of computers generating data at a rate of megabits per second. The canonical abundance of one era creates a canonical shortage for the next.

In the age of the telecosm, all the defining abundances of the computer era—ever cheaper power, transistors, and silicon area—are becoming relatively scarce. The most common digital devices will be cellphones and smart cards that cannot be simply plugged into the wall. These portable appliances must be powered by batteries or solar cells, technologies that double their efficiency over a span of decades rather than months. In cellphones and smart cards—increasingly performing an array of computer functions through speech recognition—power will be scarce.

Also scarce in these portable devices will be silicon area. Engineers must cram an ever increasing array of radio frequency, digital signal processor, and microprocessor functions within the constricted cavity and power budget of a handset. No longer can chips sprawl by the hundreds across PC backplanes and peripheral boards. The constraints of million-transistor designs dictate that cellphone computers will be based on single chip systems, sharply economizing on power and silicon, two defining abundances of the computer age.

Similarly, coupling lasers and other communications devices to a fiber optic thread with a .8-micron core, a tenth of the width of a human hair, imposes severe restriction of space and power. These constraints become more acute when the fiber is laid on the bottom of the ocean under a pressure of ten thousand pounds per square inch.


•    •    •


In the new millennium, all the defining abundances of the microcosm are becoming relatively scarce and expensive. This reversal is forcing a massive and drastic reorientation of the entire structure of the information economy. Every electronic system and infrastructure must be reformed to take advantage of the new canonical abundance. Measured by the expansion of Internet traffic, the price of bandwidth is decreasing and its availability is increasing by a factor dwarfing Moore’s law. Bandwidth is demonstrably advancing at a doubling rate of at least four times the eighteen-month pace of the microcosm.

Visiting Lucent’s giant fiber-optic manufacturing facilities in the Atlanta suburbs in late 1999, I saw evidence of a sharp further acceleration in the expansion of bandwidth. It is now practical to put a thousand wavelengths on a single fiber, ten billion bits of information per second on each wavelength, and as many as 864 fibers in each fiber cable. This adds up to a total of 8.6 petabits per second in a single fiber sheath.

Eight petabits per second is a thousand times the total average telecommunications traffic across the entire global infrastructure as recently as 1997. Eight petabits represented the total Internet traffic in 1995, per month.

Engulfed by this avalanche of bandwidth, we cannot readily measure it. But all the leaders in the world economy are changing course to ride the tides of light. A global economy designed to waste transistors, power, and silicon area—and conserve bandwidth above all—is breaking apart and reorganizing itself to waste bandwidth and conserve power, silicon area, and transistors.

Financiers are radically repositioning capital markets to take advantage of this transvaluation of values. With total Internet traffic and bandwidth doubling every three or four months, markets have to learn how to evaluate Internet companies now facing less than one tenth of one percent of the volume they can expect some five years hence.

Reduced to irrelevance are all the conceptual foundations of the computer age. A new economy is emerging, based on a new sphere of cornucopian radiance—reality unmassed and unmasked, leaving only the promethean light.

This book is my attempt to explain where it comes from (the science story), how it is taking over (the engineering story), who is fighting it, who will ride it to victory, and what it all means. I believe all of these components are necessary to understand the telecosmic revolution, though they are each rich and complex stories. Readers who do not have particular interest in the science may wish to skip Part I. Readers who are looking strictly for investment advice could make do with Parts III, IV, and the backmatter. General interest readers may enjoy the business stories of Parts III and IV, but will be most satisfied by Part V. But readers who go to the trouble of understanding such issues as why photonics beats electronics; why dumb networks beat smart ones (the stuff of Parts I and II), will be the most rewarded by the stories of the heroes and villains of our new age (Parts III and IV), and most able to ponder the questions of Part V.





PART ONE

NEW LIGHT





Chapter 1

Maxwell’s Rainbow

“Nothing is too wonderful to be true.”

—James Clerk Maxwell, discoverer of electromagnetism


“Too much of a good thing can be wonderful.”

—Mae West


The supreme abundance of the telecosm is the electromagnetic spectrum, embracing all the universe of vibrating electrical and magnetic fields, from power line pulses through light beams to cosmic rays. The scarcity that unlocks this abundance is the supreme scarcity in physical science: the absolute minimum time it takes to form an electromagnetic wave of a particular length. Set by the permeability of free space, this minimal span determines the speed of light.

The discovery of electromagnetism, and its taming in a mathematical system, was the paramount achievement of the nineteenth century and the first step into the telecosm. The man who did it was the great Scottish physicist James Clerk Maxwell. In his honor, we will call the spectrum Maxwell’s rainbow. Today most of world business in one way or another is pursuing the pot of gold at the end of it.

Arriving at the profound and surprising insight that all physical phenomena, from images and energies to chemical and solid bodies, are built on oscillation, Maxwell embarked on a science of shaking. For roughly a hundred and fifty years, this improbable topic has animated all physics. Another word for oscillation is temperature. Without the oscillations, the mostly empty matter of the universe would collapse in on itself. In theory, you can make the shaking stop, but only by making things cold indeed—273 degrees below zero Celsius, or zero Kelvin. So far unreachable even in laboratories, it is the temperature of the universe’s heat death.

When things oscillate, they make waves, and in that magic moment the possibility of the telecosm is born.

Maxwell’s genius was to realize that all waves are mathematically identical, and can be arrayed along a continuum known as the spectrum. The unity of the spectrum makes possible the ubiquity and interoperability of communications systems and thus enables the unification of the world economy in the new era.

The light your eyes can see is only a tiny slice of the range of “colors” that actually exist or can be created. They run from the background rumble of the universe at the low, or “dark” end, to shrieking gamma rays that can penetrate a planet at the high “bright” end. Each wavelength has its own distinct characteristics—some are better at transmitting raw power, others for traveling long distances, others for carrying digital bits.

Slices of Maxwell’s rainbow form the core of virtually every significant modern technology: 60-hertz household power cords and three kilohertz (thousand-cycle) telephones; 700 megahertz (mega is million) Pentium PCs; two gigahertz (billion) cellular phones and 200 terahertz (trillion) fiber-optic cables. The neurons in your brain, for their part, hum along at barely a kilohertz; thank the Lord for parallel processing. Dental X rays, at the other extreme, top a petahertz—a thousand trillion cycles per second. The potential number of frequencies is literally infinite, limited only by how finely your technology can parse the rainbow.

Maxwell’s theory informed his several immense tomes on electromagnetism. The fruit of a promethean life ended by cancer at age forty-eight, his work empowered titans such as Erwin Schroedinger, Hendrik Lorentz, Albert Einstein, and Richard Feynman to create the edifice of twentieth-century quantum and post-quantum physics.

As much as pure scientists hate the idea, however, it is engineers and entrepreneurs who finally ratify their work. Until theory is embodied in a device, it is really not physics but metaphysics. Newton’s ideas burst forth as the industrial revolution. Quantum theory triumphed unimpeachably in the atomic bomb and the microchip. In contrast to the intriguing perplexities of particle physics—Einstein’s relativity, Murray Gell-Mann’s quarks, Richard Feynman’s quantum electrodynamics, Stephen Weinberg’s grand unification, Schwartz’s karass of superstrings—Maxwell’s rainbow may seem child’s play. But as we approach the twenty-first century, the spectrum’s infinite spread of capabilities is history’s driving force.

Maxwell had transformed the mindscape of metaphor and analogy by which human beings grasp reality. For Newton’s medley of massy and impenetrable materials, he substituted a noosphere of undulatory energies. And woven uniquely into the warp of nature was the resonating speed of light. As Maxwell and others discovered, the speed of light is a basic constant in our universe—no matter the speed of the observor or the medium. Frequencies and wavelengths may change, but light speed delay—the time it takes to propagate an electromagnetic wave—never changes.

As we will see, light speed is both the crucial enabler and limit of the telecosm. Without it, radiation would be chaotic and uncommunicative. It would be noise that could not bear a signal. Yet communication can never exceed this speed, a fact that will keep us forever distant from other planets and even from ourselves.

There are no practical limits to the spectrum’s range of possible wavelengths and frequencies. Nor is the spectrum expressed only by the physics of electromagnetic waves. Spectral frequencies translate into temperatures, into atomic signatures, and into photon energies.

Let the action begin by beating on a drum at a rate of once each second: one hertz. Translating these drumming “phonons” into electromagnetic form, a one-hertz frequency would command a theoretical wavelength of three hundred million meters. Applied to a single photon, its energy in electron volts would be Planck’s quantum constant—6.63 times 10 to the minus 34th power, close to “Johnson noise,” the background chill of the cosmos. Slowly accelerate the drumming to the fast be-bop rattle of a Max Roach or Buddy Rich, perhaps 16 beats per second. That is 16 hertz, around one fourth of the rate of an electrical power station. Suppose that your drumming skills are superhuman, moving at 3,000 beats per second; you are transferring the same number of oscillations that can be carried by a telephone wire. At some 30,000 hertz you have broken the sound barrier because you are sending out wave crests faster than they can be heard.

Nonetheless, you remain near the very bottom of the electromagnetic spectrum. At the other extreme are gamma rays, creatures of cosmic explosions and giant particle accelerators, a frequency of 10 to the 24th hertz. Their wavelength, 10 to the minus 22 meters, is small enough to get lost in an atom. Between Johnson noise and gamma rays is the telecosm, the gigantic span that Maxwell bridged with his mind, most of it now open to human use.

Above 14 gigahertz—at wavelengths running from the millimeters of microwaves down to the nanometers of visible light—is the new frontier of the millenium, empires of air and fiber that command some fifty thousand times more communications potential than all the lower frequencies we now use put together. A purely human invention, they provide the key arena of economic activity for the new century.

To put this huge span of frequencies in perspective, a factor of some 10 to the 25th stands between the lengths of the longest and shortest known forms of electromagnetic waves. As molecular biologist Michael Denton has observed: “A pile of ten to the twenty-fifth playing cards would make a stack stretching halfway across the observable universe.” Seventy percent of the sun’s light and heat occupies the band between near-ultraviolet and near-infrared—the width of the edge of just one playing card in Denton’s cosmic stack. This little sliver of the spectrum providentially sustains life. Maxwell opened the rest of it up for human use: the telecosm.





Chapter 2

The Imperial Science

“The whole domain of Optics is now annexed to electricity, which has thus become an imperial science.”

—Oliver Lodge, 1889


Maxwell gave us his rainbow, an infinite span of regular radiance that can reach around the globe and into space. Infinite, it could enable a global network rather than a spectronic Babel, a worldwide web of bandwidth abundance rather than a labyrinth of local loops. Regular, it could bear a measurable modulation, a deliberate distortion detectable at a distance, a stream of signals rather than a rush of noise. Radiant, it consisted of patterns of energy that could be enhanced and harbored, amplified and resonated through the media of the telecosm.

In the wake of gravity and thermodynamics, Maxwell’s electromagnetic theories seemed the consummation of physics. The very sun itself—at once gravitational, thermodynamic, and electromagnetic—never set on the empire of classical theory. On the imposing pile of monumental nineteenth-century legacies, science, it seemed, at last could sleep. But how ever elegant and coherent, this science could not sustain a unified technology of human communications.

Underneath the towering matrices of the math lay infinitesimal and altogether impalpable to ordinary humans, a pea. The pea was the packeted energy allotment commonly known as the quantum. It was the smallest pea ever to disrupt the slumber of a physicist—6.65 times 10 to the minus 34th joule seconds—but to a few preternaturally sensitive thinkers it was big enough. In time it would give birth to the photon, the smallest glimmer of light, measured by multiplying that little pea times the frequency of the light. Granulated in photons, Maxwell’s rainbow became a manageable radiance that could endow a global communications network.

Multiplied by frequencies of millions to trillions in telecom devices, these quanta could become streams of photons. Each with an indelible frequency signature, the photons could add up to bits that could be sorted and sent in accordance with their wavelength. Governed by the laws of interference, they could be enhanced by aligning their wave crests in phase, to make a laser, or deleted when the crests were in an opposite phase. Thus by manipulating the paths of the photons, engineers could combine them for transmission, or separate them by dividing the light like a prism into its constituent colors or wavelengths. They could, in short, manipulate Maxwell’s rainbow in order to convey information.

It was Albert Einstein who, in 1905, first felt the pea beneath his mattresses. In a famous paper, the twenty-six-year-old patent clerk boldly walked the “planck” of the quantum where Max Planck himself had feared to tread. To a reluctant world of wave theorists, Einstein introduced the photon.

He insisted that quanta were everywhere, even in radiation through space. Rather than a continuous spread of energies, as Maxwell had hypothesized, or even a manifestation of statistical probabilities, as gas theorist Ludwig Boltzman had proposed, Einstein asserted a radically new model for electromagnetic radiation. Light consisted of discrete photons. Far from being in any sense continuous, radiation was emitted at high temperature only in small bands separated by enormous gaps.

Four years later, in a speech published in Physikalische Zeitschrift in 1909, he summed up his argument before an audience that included Planck himself. Making a further point crucial to the emergence of telecosmic technology, Einstein used quantum theory to explain that light propagation could be reversed. Maxwell’s theory had implied that waves propagated irreversibly outward toward infinity and thus could not be captured by a photoreceptor or atom at a long distance.

Einstein cited experiments with cathode rays and X rays that demonstrated such “essentially inverse processes” as he put it. These inverse processes are now crucial to lasers, photodetectors, light-emitting diodes, and other devices that make fiber optics and photonics technology possible.

Sitting in Einstein’s audience, Planck rose up to object. “I am almost astonished,” he said, “that there did not arise more opposition to this.” Planck pointed out that for quanta to show the demonstrable interference effects that constitute the very definition of waves in space, they “would have to have a spacial extension of hundreds of thousands of wavelengths.” Planck was understandably rejecting the now familiar quantum paradox of particles manifesting wavelike interference patterns or waves emerging in particulate concentrations.

Einstein, though, was some twenty years ahead of his audience. Rather than discarding Maxwell’s equations, he proposed to integrate classical wave theory with quantum theory much as scientists do today. He noted that a photon behaved in some ways like an electron, in some ways not. “The field as produced by atomistic electric particles is not very essentially distinguished” from the field associated with a “particle” of light.

Einstein was essentially predicting the next twenty years of quantum electrodynamics—the work of Louis de Broglie, Paul Dirac, Werner Heisenberg, and Erwin Schroedinger—which would describe all quantum entities in terms of a wave and particle duality. By that time, Einstein himself would be refining his theories of relativity, which in their assumptions of continuity were ironically incompatible with his quantum theory.

For the purposes of the creation of the specific devices of the telecosm, however, Einstein’s pinnacle came in 1917. In calculations of that year, Einstein offered what was perhaps his most fertile telecosmic idea: the stimulated emission of radiation. Now embodied in the laser (an acronym for light amplification through the stimulated emission of radiation), Einstein’s concept relied on Niels Bohr’s atomic model. This model hypothesizes that the electrons in an atom occupy a limited set of discrete energy levels or orbits. When an electron moves up or down, from one energy level to another, it either emits or absorbs a photon of a definite frequency.

These reciprocal processes manifest themselves in a fluorescent light, which is a glass tube filled with neon, mercury, or sodium gas which lights up when suffused by an electrical current (that is a stream of electrons). They excite the atoms in the gas to a higher energy state. As the gas atoms tumble back down to a lower energy level, they emit ultraviolet photons that excite the phosphorescent chemical coating of the lamp.

Einstein’s vision of stimulated light differentiates it clearly from all other light we see. All the light in nature—from the sun, from stars, from electric lightbulbs—is spontaneous light. Atoms and molecules excited to a higher energy level by heat or some other electromagnetic source spontaneously release their excess energy by emitting photons—discrete packets of energy—as they drop down to lower energy levels. Einstein’s enhanced emissions would have the property of coherence: its waves all the same length, lined up in the same phases of crests and troughs. The light would constitute a beam of powerful intensity because it would contain the amplitude of the original photons multiplied exponentially.

He realized that on many occasions a photon would strike an electron already in an excited state produced by a photon. In this situation, the electron would be “full”; it could not absorb the new photon. Therefore, Einstein proposed, the electron will emit a separate but identical photon moving in exactly the same direction as the photon that struck it.

Einstein stopped short of inventing the laser. However,multiplying this Einstein effect many times produces what is termed a population inversion, with millions of electrons pushed at once to a higher state. Bombarded by photons from other electrons similarly excited in a chain reaction, they end up as a polarized coherent stream of light. This laser action is a key foundation of fiber optics and photonics.

That was stimulated emission as Einstein conceived it. And also stimulated emission as it works in nature in the phenomenon known as the aurora borealis or Northern Lights, which in effect are a vast oxygen laser, excited by unusually intense discharges from the sun. Stimulated, coherent light defies the forces of entropy and equilibrium that tend to pull atoms to their lowest available energy state. The opposite of lasing is laziness—the principle of least action—a fundamental law of nature discovered by the nineteenth-century Irish physicist William Hamilton. As Hamilton noticed, most particles, most of the time, are inert. To stimulate light, by contrast, you must pump up the crowds—pump electrons into an excited state faster than they tumble to ground, and then watch the transcendent light pour forth into the telecosm.





Chapter 3

Enter the Laser

It would be a gas. An excited gas. Perhaps a “noble” gas. You couldcreate a new device with many practical uses and at the same time fulfill Einstein’s vision of stimulated light. They have awarded Nobelprizes for less.

At Bell Laboratories in the middle 1950s, it was Charles H.Townes’s luminous dream. Look. . . . nature does it too, more or less. InNobel’s Stockholm, for example, such glowing vapors are common.Take an aurora borealis. It dawns like a laser of oxygen gas excited bycharged particles from storms in the sun, pulled to the poles of theearth’s magnetic field and briefly held in luminous suspense. Northernlights. As the electrons tumble down the steps of the quantum, and theking enters with the glittering medal in the mirrored room, the oxygenemits streaks of greenish and reddish photons on the horizon in thenight. For a moment, the atoms in the sky have assumed a metastablestate, a population inversion, where the majority are lifted to higherquantum energies and a chain reaction streams forth. In this condition,when the Nobel crowd rises to its feet, inverted as one, and you thinkthe applause will never end, trapped and echoing across the mirroredchamber, the aurora lasts about a second, long enough for the world tosee the coherent glow around your balding pate, a crown of northernlight more enduring than the king’s.


•    •    •


For more than three decades, Einstein’s idea, voiced in 1917, stood out as a challenge to technologists. One possible route to making it work lay with gases, a controlled version of the aurora. With artful engineering, an enclosed cavity could theoretically produce the necessary population inversion, with excited electrons stimulated to create intensifying streams of photons. Bounce the resulting waves back and forth between mirrors, then open a small hole, and—like a light-filled flute—a magically pure tone streams forth.

For another metaphor, take a set of waves on the surface of a pond, spreading from a fallen stone. Their power diminishes according to the inverse square of their radii, just as ordinary light waves do from a bulb. But confine them to a bathtub and they will rock back and forth, piling up until they overflow the sides. As they rock they will impart rhythmic power to other waves, stimulating even more overflow. They will resonate and then propagate exponentially.

Combine those ideas and you have a laser. Bounce light waves between those mirrors and only synchronized frequencies will emerge, a beam of collimated—perfectly parallelized—exquisitely monochromatic light. Make one of the mirrors partly transparent and just the right waves will flow through in a coherent stream.

The idea of stimulated light makes sane men dream wild dreams—of laser-based fusion energy, simulating the fires of the sun; of light punching holes in metal, cutting cloth, and gauging the distance to the moon down to the millimeter. Stimulated light can work its wonders at infinitesimal powers inside microchips, or melt a mote off a retina. Bathed in the 77-degree Kelvin chill of liquid helium, a low-frequency laser device can—and did—detect the background radiation from the big bang at the beginning of time, winning the Nobel prize for Arno Penzias and Robert Wilson. Lasers can perform miracles. But to understand how all this can happen, you have to work with the quantum paradox—a feat that long defied some of the world’s greatest minds.

The first scientist to harness stimulated energy into a working device was Charles H. Townes of Columbia University. A learned physicist who also worked for Bell Labs in Murray Hill, New Jersey, Townes had coauthored a definitive tome on microwave spectroscopy with his Bell protègè and brother-in-law, Arthur Schlawlow. Townes, no tinkerer, prefered to theoretically model the full behavior of a system before trying to build a working prototype. By 1955, he was able to do that for a gas-based version of what would later be known as a laser. A decade later, it would help win him a Nobel prize.

It was not just because he had written the book on them that Townes began with microwaves. A maser, as he called it—for microwave amplification through the stimulated emission of radiation—would also be less problematic to build than a device using visible light. As Maxwell himself could have predicted, higher frequencies require both greater stimulating power and a smaller generating chamber. One obvious answer to that would lie in the microcosm. But this was the 1950s and most scientists—Townes included—preferred elegant tubes and gases to their day’s still crude semiconductor devices.

Even after Townes had a working device, using microwaves, coherent light seemed too miraculous for much of the physics establishment to swallow. In 1956, two midcentury lords of science, Niels Bohr and John Von Neumann, visited Townes’s lab at Columbia. Bohr was the reigning dean of quantum theory. Von Neumann, a polymathic genius, had just laid out the architecture of the modern digital computer. A pure beam of perfectly aligned photons, the two giants told Townes, was quite impossible.

Coherence, Bohr and Von Neumann argued, implied regulating lightwaves with a precision that Heisenberg’s famed uncertainty principle did not allow—if the location of particles could not be predicted, they could hardly be marshalled into orderly rows, marching lockstep through space. What the two great men missed was the power of resonance, and the perfection of energy waves. Just as resonance perfectly lines up the quantum levels of atoms, resonance can line up photonic waves, and make them rock spontaneously to a rising rhythm. As Townes wrote after the visit from on high, “To build a laser, you have to be able to grasp both horns of the quantum dilemma at once. Emphasis on the photon aspect of light deflected some physicists from coherent amplification.”

Plenty of others needed no convincing. Around the time that Townes and Schlawlow were publishing their results and the implications, a perennial graduate student at Columbia, Gordon Gould, was filling notebooks with his own ideas about light stimulation. Gould, a former student of Townes, had been invited to his laboratory in late October 1957, to discuss an idea Townes had for using thallium lamps—then still under top-secret official wraps—for pumping stimulated light. An avowed Marxist at the height of the cold war, Gould was barred from independent access to such militarily sensitive information. But two weeks later his notebooks were full of ideas—and notarized by his Uncle Jack in the Bronx. They read in places like a Popular Mechanics article, a stream of consciousness catalog of stimulated gases and hypothetical devices, including everything from metal drilling and welding to heavy-water nuclear fusion.

If the Nobel was Townes’s dream, Gould’s notebooks were Townes’s nightmare. Their owner had yet even to finish his thesis, let alone build anything that could singe a Kleenex. But while Townes and Schawlow were publishing papers on what they innocently called “optical masers,” Gould was busily applying for a patent, using his notebooks for proof and calling the device a “laser.” A nightmare indeed. Couldn’t he get it through his head that a maser was a laser? The laser had already been invented!

Although Gould and his team did not build a working device for years, his notebooks and talent at coining names made him the financial winner among the early laser pioneers. In later decades, just as the laser industry exploded into a $600 million bonanza, he won court decisions granting him a stream of royalties for optically pumped lasers, gas lasers, and drilling, cutting, and welding with lasers—a fortune that ultimately approached $50 million. Not bad for a former Marxist perennial grad student. But Gould’s vision was wrong in terms of the telecosm, where microwaves, radio waves, X rays, gamma rays, and visible light were concerned—all are, as Townes insisted, indivisibly part of Maxwell’s rainbow. At least Townes got his Nobel prize.

Ironically, neither Townes nor Gould built what everyone agrees is the first working device to stimulate visible light. Both Townes’s team at Bell and Gould’s new Long Island based company, TGR, had thrown themselves down the largely blind alley of gas lasers, fixing on gasified potassium as a medium. This gas had suitable spectronic characteristics, but also an unfortunate tendency to blow up during the process and blacken the lasing chamber. Only in 1962, when he turned to a mixture of neon and helium, did Townes eventually produce a working laser.

That was two years too late. In May 1960, only four years after Bohr and Von Neumann assured Townes of its impossibility, the first laser was built, and it was solid-state—no messy gas-filled tube was needed to generate its bright red burst of photons. At its heart it had a ruby, which “everyone,” including Townes and Schlawlow, “knew” wouldn’t work. Like any complex crystal, rubies were harder to model than a gas, made up of free-floating atoms. And that same complexity—coupled with the tiny size of silicon chips—was deemed an overwhelming bar to building miniaturized semiconductor lasers.

Far away at Hughes Research Labs in Culver City, California, it was Theodore Maiman, an ex-Stanford engineer, who built thatfirst device. Maiman had taken another tack: he had reexamined the evidence on ruby photo-efficiency and discovered that the prevailing calculations were wildly wrong. Instead of one-percent efficiency at turning energy into light, the real figure turned out to be closer to a stunning 70 percent—a number he eventually was able to push to near one hundred.

Using a pink ruby cylinder recycled from one of his earlier masers, Maiman contrived a lasing chamber less than an inch long and half as wide, with both ends silvered to act as mirrors. At one end was a tiny hole to emit the coherent light. Spiraling around it all was a helical photographic flash lamp, to impart the energy for stimulated emission. The silvered mirrors were not perfect, but the simple little device did what it was supposed to: emit a brief flash of coherent light.

Within a month, Maiman submitted his amazing findings to the distinguished journal Physical Review Letters, under the title “Optical Maser Action in Ruby.” But instead of applause and consternation from astounded friends and rivals, there was silence. Maiman had not used Gould’s controversial new name, laser, for his device; and the journal’s editors, thinking they were getting yet another maser article, turned it down. Only after Schlawlow and his team at Bell Labs verified his work was Maiman assured his historic pinnacle as creator of the first working laser, or, in deference to Townes, “optical maser.”

It was, of course, Gould’s more striking name that stuck. And in time, Maiman’s little device grew into a significant business for Hughes. But in telecosmic terms, a more crucial breakthrough came two years later: lasers compressed inside a microchip. The tiny expanse of a semiconductor p-n junction—the interface between positively and negatively charged regions on a chip—ultimately proved to be the most efficient and useful of all lasers. Moving from large gaseous tubes to modest ruby crystals and finally to infinitesimal semi-conductors, the smaller the laser, the more effective and powerful it would become. The scarcer the room for the device, the more abundant its output.

Physics simply could not grasp the complexities of solid crystals. Just as conventional scientific wisdom had deemed Maiman’s rubies too inefficient to lase, physicists initially estimated the photo efficiency of semiconductors at a vanishingly small 10 to the minus 40—point 42 zeros—percent. But experiments soon started pushing the figure upward. As it transpired, semiconductor p-n junctions convert electrical currents into photons at an efficiency close to 100 percent. Nothing turned out to be so effective in creating a flood of photonic energy as a mass of negatively charged “male” electrons falling into an array of positive “female” holes. It was easier to create a population inversion by using semiconductor bandgap engineering than by manipulating gasses, inch-long crystals, and vacuum tubes in the macrocosm.

The essence of laser science quickly become molecular manipulation, the central art of the microcosm. Both in Leningrad and at Bell Labs in the late 1960s, engineers contrived heterojunctions, combining multiple elements to confine the reactions in a lasing device. Zhores Alferov and his team developed the first room-temperature laser, but Soviet politics stifled further development. Mort Panish and Izuo Hayashi at Bell Labs also made dramatic progress, but the lasers lasted mere minutes rather than the millions of hours needed for telecom devices. Barney de Loach of Bell finally succeeded in contriving a roomtemperature laser that lasted. It was a heterojunction made of gallium arsenide, aluminum, indium phosphide, and other materials which combine to form energy steps down which cascading photons resonantly tumble. Quantum well devices, the smallest and most efficient lasers in widespread use today, reduce this process to the size of a single electron wavelength. Costing barely three dollars a piece in 1999, they are manufactured by the million for use in CD players.

In a climax to the laser’s microcosmic evolution, Jerome Faist and Federico Capasso at Lucent’s Bell Labs in the late 1990s moved the lasing area down the level of individual quanta, generating photons from an array of twenty-five separate quantum wells. Each successive stage is set at a lower energy level than the one before, like a quantum staircase. Carried from one well to the next by transmission channels, a passing electron emits not one photon, but twenty-five. Unlike most lasers, this still-experimental device can propagate coherent light through all the visible and infrared bands of Maxwell’s rainbow.

As Gordon Gould’s fevered notebooks predicted, lasers have emerged as weapons, as antiweapon missile shields, as cancer treatments, as spectroscopic tools, theatrical props, and fusion energy sources. But their most important use was scarcely mentioned in the speculations of most laser pioneers: fiber-optic communications.

Even well into the 1960s, most scientists who thought at all about laser-borne information streams foresaw short-range links through the air or down waveguides—hollow tubes. Pondering the problem of atmospheric distortion, a few envisaged connections between satellites in orbit. But glass remained the mostly obscure province of CIA spooks and people like Will Hicks, who was coinventor of a basic device of fiber optics and my initial guide to the telecosm. Just as the discovery of 100-percent photonic efficiency in p-n junctions, fiber optics for telecommunications would burst on the scene as an unexpected miracle.





Chapter 4

The Light-Speed Limit

Let there be light, says the Bible.

All the firmaments of technology, all our computers and networks, are built with light, of light, and for light, to hasten its spread around the world. Light glows on the telecosm’s periphery; it shines at its core; it illumines its webs and its links. From Newton, Maxwell, and Einstein to Richard Feynman and Charles Townes, the more men have gazed at light, the more it turns out to be a phenomenon utterly different from anything else. And yet everything else—every atom and every molecule—is fraught with its oscillating intensity. In a very real sense, the world is light.

In all its forms and frequencies, light sets boundaries, just as much in the tiny expanse of the microcosm as in the telecosm’s infinite domains. Its paradoxes dictate topographies, network architectures, the shape and size of machines. The further we plunge ahead, the more speed of light becomes the defining scarcity, the key constraint. We face once again the great predicament of the outset of the twentieth century, when physicists first faced the full meaning of an absolute speed of light.

By many measures, Isaac Newton was the greatest scientist of all time—the man who most radically, accurately, and consequentially reshaped the conceptions of reality held by human minds. But he also made two huge mistakes, or oversights. In part because a seventeenth-century scientist had little more to work with than what his own eyes could see, he assumed that matter was solid, made of hard, unbreakable atoms. And for the purposes of his Principia, he assumed that light’s speed was infinite—that it moved instantaneously through space.

Quantum theory took care of the first error: matter is not solid, as Newton assumed, but consists of atoms as empty in proportion to the size of their nuclei as the solar system is empty in proportion to the sun. Within these atoms, at the heart of everything humans see and experience, Newton’s laws turned out to be irrelevant and wrong.

Maxwell capsized the other Newtonian misconception, instantaneous light, by coming up with equations that yielded an indisputably finite velocity. But at the time, the late nineteenth century, no one could fully gauge the implications.

The problem was partly Maxwell’s own. His dogged belief in lumeniferous ether—a mysterious, light-bearing medium that filled the universe and explained wave theory—suggested that light would move faster from a source moving through the ether than from a source at rest. Common sense concurred: Light from your headlights should move faster, or so it would seem, if you are speeding toward a photodetector than if you are backing away. But rest assured, it doesn’t.

It would be nearly a century before scientific instruments improved sufficiently to measure light’s speed directly in the lab. But comparing its speed from two different sources, one in motion, the other not, was feasible—provided you could find an object moving fast enough to impart a measurable difference in light’s vast velocity. That high-speed platform turned out to be literally under the experimenter’s feet: Earth itself, orbiting around the Sun at eighteen miles a second, a full ten thousandth of light’s speed.

In 1887, two American experimenters, Albert Michelson and Edward Morley, tested the idea that the earth’s orbital velocity affected the speed of light. In an ingenious experiment, they split a beam of light and sent it in perpendicular directions to two identical mirrors. When the beams bounced back, they converged in a device—called an interferometer—invented by Michelson for the purpose. If the speed of light was affected by the earth’s movement through the ether—as most scientists of the day thought it would be—then the beam moving parallel to the earth’s orbit would move faster than the one traveling perpendicular. The expected result—a shift of some 40 percent of the chosen light’s wavelength—would produce an identifiable interference pattern at the spot where the two converged.

Meticulous scientists, Michelson and Morley performed the experiment twice, rotating the whole apparatus 90 degrees after the first attempt, to compensate for possible discrepancies between the two light paths. But the results showed absolutely no impact from the earth’s orbital velocity. In 1958, laser inventor Charles H. Townes confirmed the Michelson-Morley results at Bell Labs using high-frequency radio waves, another form of light.

By defining all electromagnetic radiation by a ratio that involved this velocity, c, Maxwell had made the light-speed limit inherent in the phenomenon itself. Nuclear experiments in 1937, using Einstein’s canonical 1905 equation, e=mc2, further established the total autonomy of light. The experiments compared the masses (m) before and after a nuclear reaction and measured the amount of energy (e) released in the reactor. C2 remained and it equaled the immense ratio of the energy over the mass. Since both the masses and the energies were measurable or known quantities, the equation could be solved for c, assumed to be unknown. That calculation, involving no conventional speed measurements at all, yielded the velocity of light to an accuracy of half a percent. Light speed is an absolute. It is intrinsic to the resonant fabric of the universe.

In the microcosm, light provides crucial stability. If its speed changed as the earth moved, electrons moving inside a computer could have different velocities, depending on how the device was oriented to the planet, or on which direction they were traveling inside the machine. Michelson–Morley’s error factor of one in ten thousand might not seem like much. But it is a hundred times greater than the modulation in most microwave-based communications systems. Analog TV is unusable without signal-to-noise ratios of 50 decibels—one hundred thousand to one. Shifting light speed would skew the nanometer channels of wavelength division multiplexing many colors of light down a single fiber thread. It would disrupt the machines used to scribe patterns smaller than the wavelength of ultraviolet light on microchips. It would confound the global positioning satellites that guide your Never Lost Hertz rental car. And it would not help those cruise missiles racing across enemy skies.

By the beginning of the twentieth century, Michelson and Morley had plunged conventional thinking about light speed into a state of prolonged crisis. Maxwell had calculated it as a constant half a century earlier. But that idea did not conform to the consensus (including Maxwell’s own belief) that the earth moved through a fixed ether, and that light speed therefore had to be variable, dependent on the movement of its source. Then there was Newton’s ancient principle of relativity—that it is impossible to measure an object’s velocity except by reference to some other object. Could light be the absolute exception?

For two decades, Albert Einstein ruminated on the perplexities. He dreamed of racing a wave of light: Seen by an outside observer, it would move at the usual pace of 300 million meters per second; seen by him, it would be at rest. But the very idea of light at rest struck Einstein as an impossible paradox. Maxwell had defined light by its frequency, which multiplied by its wavelength always equaled the mystical 300 million meters per second. How could a frequency, which is pure motion, be at rest?

As Einstein pondered the problem, he gradually realized that if Maxwell’s view of the speed of light as a constant was to be upheld, Newton’s classical mechanics, based on a fixed time-space grid, would have to give way. If light speed is to be an absolute, Einstein concluded, time and space had to be able to change. This insight launched the most fundamental revolution in the history of science. Einstein took the very gauges and indices by which physicists had always grasped the world, and substituted elastic, curved, ever-changing parameters. Later, in his theory of general relativity, light itself would bend to an increasingly elastic grid. Time and space distended into a curvacious, four-dimensional synthesis.

Of course, none of that was apparent, any more than the earth’s curve is evident on your front lawn. Millennia passed before mankind discovered the spherical shape of the globe. More centuries passed before Einstein conceived the elastic universe. It is only in grasping the enormity of the cosmos, in which the earth is a marvelous but infinitesimal mote, that light-years and gravitational bends start to mean anything significant.

Similarly, technologists did not have to face the reality of the speed of light as an absolute limit of their technologies until, like Einstein riding his mind beam, megahertz computers and terahertz fiber-optic networks began to crash into the light speed wall.

Well into the past decade, the speed of light was an incidental factor. Most electronic devices operated too slowly for light’s speed inside them to constitute a limiting factor. But as engineers wring out every inefficiency and elasticity, that blissful ignorance has changed. Reduced-instruction-set computing has multiplied the number of instructions performed per second into the billions and the time per instruction into the nanoseconds. Here the speed of light becomes consequential even across a tiny microchip. In fiber optics, gone are most of the time-hungry electronic line amplifiers and converters, replaced by all-optical amplifiers whose only real restraint is light’s own speed. In thousands of satellites in geosynchronous orbits 23,600 miles above the earth, engineers have pared the protocols of voice traffic until the switching delays dwindled to a few hundred milliseconds. All these heroics had the effect of eliminating delay (or latency) from information systems.

Finally, the engineers have reached the end of the line. They have exhausted the tricks of their trade. Now they starkly confront, like Einstein, the residual barrier of absolute light. Like the physicists before them, they collide with it. And everything shatters—computer architectures, network topologies, satellite systems, software conventions—the entire time-space grid of the information economy.

The most immediate collision is in satellite technology. Light speed alone requires at least 250 milliseconds for a round trip to the Clarke belt, the geosynchronous orbit 23,600 miles away defined by Arthur C. Clarke. Two hundred and fifty milliseconds is a tolerable delay in voice communications but it is untenable for interacting with data. In 250 milliseconds, a modern computer would transmit the equivalent of a thousand large books before it would receive back any acknowledgment, error correction, or other feedback. A gigabyte of data would be afloat, stored en route, buffered in air, wires, or other media, and impervious to the wishes and keystrokes of the user.

The response has been a new industry of low-earth-orbit satellites. Loral–Qualcomm’s Globalstar, Alcatel’s SkyBridge, and Gates–McCaw’s Teledesic are collectively launching thousands of devices into tracks twenty-five to fifty times closer to the Earth than the Clarke belt. One fiftieth of 250 milliseconds—five milliseconds—is a level of delay as good as the latencies of local fiber-optic systems already operating between New York and Washington.

On the ground, network delays stem chiefly from the distances between the Internet routers that take in a particular message packet, read its address, and forward it to a particular destination by the best available path. In the fastest routers of 2000, this process took ten microseconds (millionths of a second); soon it will be a tenth that. The problem is that across the Internet, an average message flows through seventeen routers, some messages hit as many as forty routers, and most web pages contain diverse elements that collectively take as many as twenty back-and-forth trips to download. Many of the routers are thousands of miles, or tens of milliseconds apart. The delay budget for voice communications is 150 milliseconds (more than that and you step on each other’s conversational toes). The dream of ubiquitous voice and video over the Internet depends on reducing delays across the network. Worldcom’s UUNet can guarantee 80-millisecond latency to its business customers, but the average Internet packet takes over 160 milliseconds in the U.S. and twice as much overseas. The net needs a new topology.

Similarly on microchips, computer operations entail accounting carefully for the speed of light. In a medium, the light-speed limit varies in proportion to the medium’s index of refraction or dielectric constant. In metal wires, this translates to nine inches—twenty-three centimeters—per nanosecond, against about one foot per nanosecond in a vacuum. Such calculations deeply affect the newest microprocessors. A 600-megahertz Pentium II, for example, may execute one computer instruction in a nanosecond, the time needed for a signal to move nine inches on a metal wire.

Nine inches per billionth of a second might seem ample on a microchip with features measured in the microns (millionth of a meter). But a leading edge chip today bears as much as seven miles of wires. Even the Pentium II in your desktop PC has some 400 meters of wire on chip, about a quarter mile.

Synchronizing the movement of signals across the chip is the pulse of a piezoelectric crystal clock. An 800-megahertz chip—a high-end Pentium III, for instance—has a clock pulsing 800 million times a second. To coordinate all the functions of the processor, the clock pulse must reach all portions of the chip within the time that it takes for a transistor switch to flip from on to off. But this is the last generation of processors in which the pulse can actually reach across the entire chip within that timespan. In the .10-micron devices now emerging from laboratories, the clock pulse will be able to reach only 16 percent of the chip.

Hitting the light-speed barrier, the chip’s architecture will necessarily fragment into separate modules and asynchronous structures. We might term these processors now under development time/space mollusks—Einstein’s word for entities in a relativistic world—with their size limited by the systole of a light pulse. Setting the size of the integrated circuit module will be a measure tantamount in the microcosm to light-years in the cosmos.

Moving off the silicon surface, the tiny electronic charges boost themselves down the metal pins of the package, which are the legs of the millipedelike chip. Then these signals run out onto the expanse of the backplane buses and motherboards of a computer. That too takes time. Once you leave the chip surface and move to the pins, the problem begins to get more acute. The so-called Rent’s rule states that pins multiply by the square root of the number of transistors. In other words, while the number of transistors rises from seven million on a Pentium II to a hundred million on a new generation processor—a factor of sixteen—the number of pins ekes up by a factor of four. Some of these pins are for power and ground connections, not data. Nonetheless Rent’s rule makes it progressively harder to get data off the chip where you can use it. William Dally of MIT estimates that by 2010, the number of transistors will have risen one thousandfold and the number of data pins tenfold since the mid-1990s. With millions of times more transistors than links to the outside world, the chip faces a light-speed crisis that requires a radical change in the time-space relations of processors and memories.

Until recently, the effective speed of Intel microprocessors was measured by the clock rate, which mostly depended on how closely together its chief technical officer Gerry Parker could pack transistors on a chip. For the last several years, however, the effective speed of the microprocessor depends not on the clock rate but on the time it takes to fetch an instruction from memory. Richard Sites of Compaq subsidiary Digital Equipment Corporation estimates that the newest Pentiums and Alphas spend 80 percent of their time in wait states, marking time while the signals dawdle down the pins and across the bus to retrieve the data needed to perform instructions.

In sum, this problem is latency, the growing gap between processor speeds and memory access times. You can gun up clock rates and expand bus sizes and increase the bandwidth and capacity of memories by throwing money at the problem. A few billion dollars per year per fab will do it. But latency—the delay between the issuing of an instruction and the retrieval of needed data from memory—is determined by the time it takes for that round trip from the processor down the pins to the needed memory address, and that delay is set by the speed of light. Money won’t change it; you cannot bribe God.

Computer performance is now governed far more by memory speeds than by processing speeds. The only way around it is to stay on the chip as much as possible. This means single-chip systems and portends deep changes in the relationship between memory and processor. Today memories comprise perhaps 99 percent of the computer’s silicon area, and processors capture 75 percent of the profits. Thus processor manufacturers have been gaining some 400 times more profit per transistor than memory producers have. This financial gap will be closed in the future with single-chip systems. In essence, it will become more attractive to put processors on memories than to put memories on processors.

Moving a message across a network is similar to moving it across a computer bus; both hit the light-speed wall. While the new single-chip systems will integrate an entire computer on a single silicon substrate, the new networks will inscribe computers on the mostly silicon substrates of continents and sea beds. If the speed of light gets you even on the tiny expanse of a single chip, it dominates every calculation of computer networks. Here the relevant metric is how many meters a signal can travel in a microsecond or how many microseconds it takes to travel a kilometer (about five).

As bandwidth increases, an ever larger share of round-trip time is light-speed latency. Going between Boston and Albany, for example, bandwidth will hasten your trip only to the point that all the traffic is accommodated. Beyond this point, you cannot accelerate the trip down the Massachusetts Turnpike merely by adding new lanes to the road. Regardless of the bandwidth of the highway, physics imposes the ultimate speed limit: the velocity of light.

The only way to combat light speed is by moving closer to the data or moving the data closer to you. On networks, light speed enforces webs that use the same kind of caching systems previously employed on chips. Emerging is a “storewidth” paradigm that focuses on copying, mirroring, replicating, and storing web pages as close as possible to the final destination. Storewidth is a metric that combines storage and latency—it’s not only how large and fast the disk drives are on the net but how close they are to the user and how quickly they can respond to a query or request. This change exalts directories and search engines into the crucial facilities on the Internet.

The law of the microcosm returns with a vengeance in the telecosm. Far from bringing a concentration of computing, the telecosm is shattering the integrated and centralized networking dreams of telecommunications companies into millions of subnetworks and Internet nodes, interconnected through the web’s protocol. Based on one protocol and one optical technology, these networks in a sense will be more integrated, more unified, than any networks of the past. A planetary utility, they will be unitary and centralized on our single globe. But this planetary utility will release a fabulous diversity on its edges. The systole of compression will launch a diastole of decentralized intelligence around the world.

The new gigahertz computers and gigabit and terabit networks of the twenty-first century will comprise a fundamentally different architecture based on a different calculus of abundance and scarcity. Whether in a single computer or in a global network, the nemesis will be delay, or what computer scientists call latency. It refers to the loss of time in delivering the first bit, whether tapping a memory or crossing a network. In the new era, latency will become king.

As Leonard Kleinrock warned the industry back in 1992, in the new regime, communications speed “is of no use at all in speeding up the transmission of a file; it is the latency of the channel that dominates the time to deliver the file. The speed of light is the fundamental limitation for file transfer in this regime! And the speed of light is a constant of nature which we have not yet been able to change.”

Engineers have a slogan: Bandwidth problems are solved with hardware, latency problems with software. With software advancing at only about one tenth the speed of hardware, this shift of emphasis would seem to portend a drastic retardation of the pace of progress in the industry.

The answer will be a new paradigm. At the core of the net, software will harden. An all-optical fibersphere, mostly devoid of software intelligence, will prevail. On the edges of the network, where data are delivered to servers and personal computers, hardware will soften. Rather than hardwired telephones and television sets, or even systems like the Pentium dominated by fixed instruction sets, new software based on adaptable processors will prevail, using new kinds of software components delivered just in time across the net. Whether you want to play a game, read a “newspaper,” or conduct a video teleconference, your device will be adapted on the spot for the purpose at hand.

On all sides the information economy is bounded by the characteristics of light. Just as light constitutes the critical limit of information technology, light also supplies the redemptive abundance of the new hardware era. Measured in gigabits per second per kilometer without regeneration, bandwidth will increase over the next decade at least three times the pace of Moore’s law. New technologies of sand, glass, and air will form a web with a total carrying power, from household to global crossing, at least a million times larger than the network of today. By the end of this tidal ascent, the global information economy—from the internal architectures of chips to the topologies of networks—will assume an entirely new shape, responding to the entirely new matrix of scarcity and abundance.

The remedy for the limits of the speed of light in communications is not more processing but less, not network software but network hardware, not intelligent switches but dumb pipes of boundless bandwidth. To transcend the constraints of circuits integrated on silicon substrates and spread across mostly silicon continents, the industry must consummate its destiny of overthrowing matter. It must replace current systems based on the heavy lifting of massy electrons by the trillions per bit with the massless, passive routing of photons, weaving the limits of light speed into an abundance of spectrum. We must move into the fibersphere where networks of photons serve a penumbra of software on the edges: networks of light linking cathedrals of mind.
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