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Planet Google




Introduction



Google began with a grand aspiration: organize the world’s information. Lofty aspirations alone are not noteworthy—they are commonplace in every tiny start-up in Silicon Valley. What sets Google apart is the rapidity of its growth since its founding in 1998, growth that has, in turn, provided the company with the capital, smarts, technology, and brand to make its founders’ extravagant wish to organize the world’s information seem like a practical, one-item to-do list.

In the course of quickly becoming a ubiquitous presence—by 2003, a mere five years after the company’s founding, the popularity of google, the verb, was formally recognized by the American Dialect Society—Google has undertaken initiatives to attain comprehensive control of information. It has made great progress in expanding in numerous directions, doing so well ahead of our ability to notice the details or the cumulative impact. This book explores how Google has grown up and out, how early technology choices enabled it to extend its reach without limit, how its pursuit of information of all kinds has brought it unrivaled power, and how its power affects the general interests of everyone, for better or for ill.

Google version 1.0 searched Web pages. Google 2.0 has been reaching outward beyond Web pages, omnivorously. Books, news, and videos are three of many categories of information that Google has added to its storehouses, bringing it into conflict with entire industries: book publishing, newspapers, and television entertainment.

In other industries, it has acted at times as provocateur, and at other times as a friendly ally of everyone. In the wireless industry, for example, it had sufficient cash on hand in early 2008 to indulge in a playful multibillion-dollar game with Verizon, AT&T, and other bidders in the federal government’s spectrum auction. Google put $4.71 billion on the line for spectrum that it did not really want. (A Google manager later described his team’s anxiety that it might win: “We kept hitting the ‘refresh’ button on the browser” to see if other companies had bid higher, which eventually they did.) Google also has befriended a sizable and still growing segment of the wireless industry since it decided to organize and lead a coalition of companies that will introduce new cell phone handsets based on software that Google designed.

Google’s growth has not been held back by pride: when it has failed in its efforts to gain new markets that it desires, it will spend the large sums needed to acquire the companies that possess what it seeks. YouTube essentially owned the online video market, and cost Google $1.65 billion to acquire in 2006. DoubleClick essentially owned the dominating advertising network that places banner advertising on Web sites, and cost Google $3.1 billion to acquire in 2008.

As Google has expanded well beyond Web search, introducing new services developed in its own labs and absorbing market-leading companies that it acquired, the company has managed for the most part to maintain an appearance of benign innocence. Its senior executives do not speak in the militaristic language common in business—the lexicon of raw ambition, conquest, and mastery. Instead, they speak in the bland language of science and engineering, and the uplifting language of public service. The company was fortunate during its rise to acquire a patina of historical inevitability. Every age—coal, steel, oil—has a raw material that defines its historical moment. In ours it is information, and Google has become its preeminent steward.

The sense of historical predestination is illusory, however, an artifact of hindsight. Google’s power derives from its financial base, which was built upon an accidental discovery, two years after the company’s founding, that plain text advertisements on its search results pages produce enormous profits. Neither Larry Page nor Sergey Brin, the company’s cofounders, who met as graduate students in computer science at Stanford University, predicted—nor did anyone else—that those unobtrusive ads would form the foundation of a business that within seven years would be accorded by investors a historic high valuation, in early November 2007, of $225 billion.

The ad giveth, and the ad taketh away, too. Bright future prospects for those ads drove Google’s share price up to its historic peak, and when future prospects for continued growth in ad revenue dimmed, investors’ interest cooled. In the last quarter of 2007, Google enjoyed 30 percent annual growth in the number of clicks on its paid ads, but the growth disappeared in early 2008. When evidence surfaced that the number of clicks in the first two months of 2008 was flat, and when dark economic clouds gathered, portending a global recession and a difficult market for ad sales for Google by mid-March 2008, investors sent Google’s share price down 45 percent from its historic peak of $747. Then, when Google reported in April that its ad sales in the first quarter of 2008 had remained strong, its shares soared 20 percent in a single day.

Google’s dependence upon text ads is especially remarkable given that advertising was entirely absent in the original business plans of the founders. When the Google search engine was first made available to the public, visitors noticed superior search results, but they also noticed the service was entirely free of commercial messages. Google spared them the irritating pop-ups, flashing banners, and other mutating forms of advertisements that at that time were competing in an escalating arms race for a visitor’s attention on the Web.

Brin and Page were hostile to the very notion of permitting advertising on a search site. In an April 1998 academic paper prepared when they were still students, they criticized “advertising funded search engines,” which they believed would be “inherently biased towards the advertisers and away from the needs of the consumers.” They argued that for a search engine to remain immune from the temptation of biased results, it would have to remain “in the academic realm.”

Even after Google moved from its first home, a Stanford dorm, to a rented garage off campus, Brin and Page moved cautiously in permitting advertising on their site. They decided to introduce advertisements as an experiment, restricting the format to three very short lines of text and a Web address, which were placed on the right margin of the search results page and displayed only if the advertisement was directly relevant to the search term. This was sufficiently unorthodox that even some within Google were skeptical that plain text ads would succeed in attracting attention. Marissa Mayer, a Google vice president and early employee, later recalled that a colleague leaned over at the meeting that settled on the details of the text-only advertising and predicted, “You wait, in a month, we’ll be selling banners.”

When Google offered the ads on a trial basis in 2000, prospective advertisers were invited to spend a modest sum to see if plain text ads, matched to the keyword phrase used in a search, would draw customers. The effectiveness of the ads was easy to measure: only if a user clicked on the ad was it deemed successful. Google’s offer was risk free for advertisers: they would pay only when users clicked.

Initially, the text ads were displayed so sparingly that they went largely unnoticed. The self-imposed requirement that advertisements had to be meaningfully related to the search phrase meant that in 85 percent of all Google searches in 2000, no advertisements were shown at all because the search phrase had no relation to any commercial product or service offered by Google’s advertisers. Brin said in an interview at the time that he heard Google visitors report that they never saw an advertisement. Even in 2001, the advertisements were still so unobtrusive that how Google made money remained a mystery to journalists and analysts. The founders showed no indication that they foresaw how important advertising would be to the company: Google also earned money from licensing its search engine technology to other companies, like Yahoo, and that seemed to everyone at Google to be as promising a source of revenue as any other.

As late as 2002, four years after the company’s founding, Google’s text advertisements seemed, at least to some informed observers, to be so insignificant that the company’s ability to ever turn a profit seemed uncertain. The New York Times ran a story whose headline preserved the prevalent view that Google still lacked a means to make money: “Google’s Toughest Search Is for a Business Model.” Yuri Punj, an analyst at UBS Warburg, said, “The Internet advertising model has been shown not to work. We all know in business that free doesn’t work. I think Google will realize that they have to go to some paid search capability.” Indeed, Google’s own Omid Kordestani, a senior vice president who oversaw sales, wondered aloud whether Google might charge for its service in the future.

Those unprepossessing text ads, however, were providing advertisers one of the most cost-effective ways of reaching desirable customers ever devised in the history of advertising. It took a while before this was noticed. Achieving a one-to-one match between an advertiser and a receptive viewer is not only feasible, but relatively easy, because the very act of submitting a search term provides precise information about what a user is currently thinking about—permitting a highly educated guess about the user’s likely interest in an advertiser’s product. Freed of the inefficiencies of broadcasting a message to those who may or may not happen to be in a receptive frame of mind, Google’s advertisers are happy. And by setting up an auction system, in which interested advertisers bid against one another for the price they are willing to pay Google if a user clicks on their advertisements, Google is happy.

By 2002, Google’s revenue passed $400 million and then grew even faster—to $1.4 billion in 2003, $6.1 billion in 2005, $16.5 billion in 2007. Net income increased apace, growing from $100 million in 2002 to $4.2 billion in 2007.

Ninety-nine percent of its revenue still is generated by those simple text ads, many of which now appear on the Web pages of affiliates, companies with whom Google has arranged to place ads and receive a share of the advertising revenue. No annoying visual gimmicks are needed. Just a handful of words, placed before the right online audience in the right frame of mind at the right time, works wonders.

As Google reached out to affiliates, it relaxed its text-only rule, permitting advertisers to use display, banner, and video ads on the non-Google sites in its affiliate network. But for years Google resisted pressure from advertisers to tamper with the plain text format on its own search results pages. The text format had been instrumental in Google’s earliest growth and remained the sentimental favorite of veteran Google employees.

In early 2008, however, Google began a trial experiment that placed links to video ads on its own search results pages. It vowed it would not introduce the noise of the arcade, nor would it force any viewer to watch a video ad involuntarily. The online commercials do not roll—and Google is not paid—unless a user clicks on a plus sign that accompanies the otherwise ordinary text ad. The company said the video ads have to conform to the same principle applied when text ads are selected for placement on search results pages: all ads, of whatever format, must be directly relevant to the search. “If you search for golf clubs,” Marissa Mayer explained, “you get ads for golf clubs, not a banner ad about Pepsi that you may drink on the golf course.”

The best minds at Yahoo, Microsoft, and Google’s smaller rivals have spent years trying to replicate Google’s ad-placing formulas and all have failed to do so. Each advertisement Google places is so much more likely to attract a click and generate revenue that Yahoo in June 2006 struck an agreement with Google to outsource a portion of its own search advertising. Assuming the deal were to pass antitrust review, it was expected to generate $250 million to $450 million in increased cash flow for Yahoo in the first year of the four-year agreement, even after Yahoo shared the advertising revenue with Google. Jerry Yang, Yahoo’s CEO, expressed the rather fanciful hope that “the financial benefits of better monetizing our search traffic” by relying on Google would help to strengthen Yahoo’s “independent search business.”

The profits generated by its ads have provided Google with ample means to add to its collection of Web pages, adding indexes of published items in a variety of formats, including news, books, scholarly journals, street maps, satellite images, corporate financial information, patents, and more. Google has also started collecting personal information about its users. If you so choose, Google stores your photos, videos, e-mail messages, calendar, word processing documents, spreadsheets, presentation slides, bookmarks to your favorite Web pages, online discussion groups, personal blog, instant messaging chats, social network messages, and stock portfolio. No category is too personal to be deemed unsuitable for Google’s organizing—one’s medical records can also be included, with the launch in May 2008 of Google Health. And Google’s reach extends right into the home: the files that sit on your personal computer can be indexed by Google software, if you give it permission to do so.

Personal data will be collected by other software developers, which Google has invited to build applications on top of Google’s infrastructure. In April 2008 when Google introduced its new program the Google App Engine, its pitch to developers highlighted three features: No assembly required. It’s easy to scale. It’s free to get started.

Google’s expansion has been smoothed by its disarmingly anticorporate persona, the one known for its self-assigned “Don’t Be Evil” mantra and the one that gives its home page over to the primary colors in its company name, lots of unused white background, and the button that asks whether one is feeling lucky. When the New York Times published a story in 2006 with the headline “Planet Google Wants You,” it ran in the Fashion & Style section, not in business. It was a light piece on Google’s popularity, not an alarm raised about Google’s push for what the article called global ubiquity.

As Google has pushed outward, all has not gone smoothly. The colonization of Planet Google has taken it to places in which host governments restrict the access of citizens to Google’s services. In 2006, Google had to decide whether to set up a Google site located in China that would filter out search results deemed sensitive by the Chinese government, or operate outside of China, as it had been doing, which made it easy for the Chinese government to block access to Google completely. Constructing what it called an “evil scale” to weigh which course of action was less evil, it decided to set up in China, which it viewed as a step toward the eventual goal of providing full, unfiltered access to information. Its critics saw the move as craven and “Don’t Be Evil” as hollow.

Google still wears a white hat, at least in the eyes of those who see Microsoft as the Evil Empire. Google’s ambition now includes persuading customers to adopt a new model for personal computing, one that directly threatens Microsoft. The company known for search already has much of the necessary infrastructure, it turns out, to perform more tasks than search, such as creating documents like those that Microsoft Office’s Word, Excel, and PowerPoint applications produce. Google has begun to offer “software as a service,” using its own software and storing and processing users’ data on remote servers run by the company. The more that users rely upon Google’s Office-like software, the less need they will have to purchase and maintain software for a desktop computer.

The computer industry has adopted a newish phrase, cloud computing, for this model of highly centralized computing. A user’s documents will seem to float in cyberspace, accessible from anywhere with an Internet connection. The vision is not new—Sun Microsystems and a number of other computer companies had attempted a decade earlier to proselytize network computing, but the network was not ready and their marketing efforts failed. Today, the idea refurbished now as cloud computing seems feasible in all the ways it hadn’t earlier. But new complications have come to the fore. Some environmental critics see the “cloud” as a gauzy euphemism for data centers that sit not on a diaphanous cloud but solidly on earth, consuming enormous amounts of scarce energy. By 2006, data centers already consumed more power in the United States than did television sets.

When Google was founded in 1998, broadband Internet connections were not in place and cloud computing simply was not possible. Google’s search business certainly posed no possible threat to Microsoft’s profitable Windows and Office businesses. Yet today, Google, with its multifarious interests, constitutes the most formidable challenger that Microsoft has ever faced. Google is still a much smaller company—its $16.5 billion in sales in 2007 are dwarfed by Microsoft’s $51 billion. In terms of market capitalization, Google was the tenth largest U.S. company ($180 billion in June 2008) when Microsoft was the third largest ($270 billion). But Microsoft realizes which of the two is best positioned for the future, and its bid for Yahoo was widely interpreted as an expression of its fear of competing against Google alone.

For years Microsoft has tried to match Google by improving its own search and online advertising capabilities, and investing in its own nascent services in the cloud. Failing to make much headway, it decided to make its hostile bid for Yahoo. By offering a 62 percent premium on Yahoo’s share price at the time of its offer in January 2008, Microsoft revealed the extent of its desperation. Michael Cusumano, a professor at MIT’s Sloan School of Management, described Microsoft’s bid as a pursuit of “an old-style Internet asset, in decline, and at a premium.” Microsoft’s merger offer was rebuffed and withdrawn in May, but it drew a fair amount of mockery, perhaps most colorfully described by Dan Lyons, in his Secret Diary of Steve Jobs blog: “It’s like taking the two guys who finished second and third in a 100-yard dash and tying their legs together and asking for a rematch, believing that now they’ll run faster.”

In May 2008, Google fielded 68.3 percent of all U.S. Internet searches, up from 58.3 percent in March 2006. Second-place Yahoo’s share was only 20 percent—and Microsoft’s MSN Search’s share was 5.9 percent.

If Google were content to prosper with Web search, and only Web search, its story would be compact. It is Google’s pursuit of all information, in any form, that has made its story larger, more complicated, and more interesting. Yet it is an ambition that has remained unexamined for the most part. Google has been determined to “organize the world’s information and make it universally accessible and useful” since June 1999, when the company released its first press release on the occasion of its receiving $25 million of equity financing from two venture capital firms. Until then, Google had used a modest statement of company mission that the founders had hastily put on Google’s Web site at the time the site was launched: “To make it easier to find high-quality information on the web.” Once the company dropped this limited aim seven months after its founding and adopted the goal of organizing all the world’s information, its outsized ambition has been a matter of public record.

Google executives do understand that the further the company advances toward this ultimate goal, the more people are unsettled by the prospect that a single company controls an increasing share of precious information assets. In 2006, an unknown person at Google prepared a PowerPoint presentation that included an offhand remark in the slide’s comments that Google at that point had collected only 5 percent of the information it seeks. Another slide’s comments emphatically added: “We plan to…get all the world’s information, not just some.” The slides were posted on Google’s corporate Web site, but apparently someone thought better of it, because they were soon removed.

Google’s quest to organize all the world’s information originates in the founders’ engineering view of the world and their original work as graduate students in computer science. In the early 1990s, computer science was trying to come to the aid of library science, using computer technology to make the information in books searchable. Among those attracted to the intellectual challenge were Page and Brin. It was research that was based on the side of Stanford’s campus that housed its School of Engineering, not its Graduate School of Business.

Page and Brin have nothing in common with the business generalists that ran IBM for decades, nor the computer hobbyists that launched the early personal computer companies. Both born in 1973, they represent more than a new generation of founders in the computer industry. Having passed through the formal programs of computer science as undergraduates at the University of Michigan and the University of Maryland, respectively, they went on to doctoral programs in computer science at Stanford. They had not completed their dissertations in 1998 when they founded Google, but their extended period of academic socialization imbued them with the optimistic notion that any problem can be solved. Design and build a suitable system, and anything can be accomplished.

They have continued to favor engineering over business. When the two young men sought a CEO with more business experience, they looked for someone of a similar persuasion. In Eric Schmidt they found that person: a seasoned industry executive (Sun Microsystems, then Novell) who was also a computer scientist (Ph.D., University of California, Berkeley). Schmidt arrived at Google in 2001. Three years later, in 2004, on the eve of the company’s initial public offering (IPO), the three men committed to working together for the next twenty years—a feat of unfathomable corporate comity for a troika, should it endure.

Google employees who sit in on meetings with the executive team see on a daily basis that these three work so closely together that their shared sense of company priorities is all but indistinguishable. They communicate their priorities in unison throughout the company so that even teams at the lowest level of the hierarchy know what principles guide their decision making and what projects will be deemed most helpful in fulfilling Google’s mission.

The most visible difference distinguishing members of the trio is that Schmidt steps forward as the public spokesperson, and Brin and Page step back. Schmidt, who is eighteen years older than Brin and Page, is described in the general press as the person who supplies the “adult supervision,” but it is his skill at controlling what is said publicly, saying little without appearing to do so, that is most valuable to the executive team. In describing what Google is doing, or not doing, Schmidt has a more shrewd sense of what phrasing the world outside will receive in the most positive way. When Brin was asked in 2008 about why consumers should trust Google to protect their personal data, he responded in a tone that suggested the very question was absurd: “How many people do you think had embarrassing information about them disclosed yesterday because of [using Google]? Zero. It never happens. Yet I’m sure thousands of people had their mail stolen yesterday, or identity theft.” Schmidt, by contrast, regularly handles the same question calmly, without betraying irritation, acknowledging the concern about privacy and gently pointing out that Google is fully aware that its entire business relies upon maintaining the trust of its users.

Occasionally, though, Schmidt will blurt out a thought that has not passed through his internal review filter. When this happens, he sounds indistinguishable from the cofounders. One such instance was in May 2006. He was talking about Google’s strategic model, which he said is “designed to scale to no boundary. We don’t see today any limit to this model of continuing to grow. I’m sure there are limits, but we don’t see them today. This limitless-growth model is very exciting.” Exciting for Google, yes. What the prospect of growth without limit means for the public is something more complicated than a pure thrill. It’s a prospect that has appeared so quickly, historically speaking, that we have not really had time to take a good look at what Google has become, let alone to consider what comes next.

It is possible that Google is currently using as many as a million computers for its operations, harnessed together to create effectively a supercomputer, the world’s largest. Google will not disclose the number of computers nor say much about the data centers that house them. When Schmidt was asked in April 2007 how many data centers Google had, he replied, “I don’t actually know.” And then, anticipating that the answer would sound coy—how could the CEO not know such a thing?—he allowed that there were “dozens” of centers, including some of immense size. Then he added, cheerfully, “In a year or two the very large ones will be the small ones because the growth rate is such that we keep building even larger ones.” He was oblivious to the possibility that such growth might strike some as ominous.

Schmidt, Page, and Brin were also slow to appreciate that Google’s technical achievements would not necessarily be praised. When Google’s ambitious plan to digitize entire university libraries brought upon it legal difficulties and furious criticism from book publishers and authors, the company was utterly surprised. It had viewed book scanning as a practical matter of addressing engineering issues “at scale.” It had not realized that the problems on the engineering side were the easy ones; those concerning intellectual property and the law, far more difficult.

The company’s allegiance to the engineers’ ethos came through one day when I attended a weekly all-hands meeting at the Googleplex, the main corporate campus, in Mountain View, California. Schmidt, Page, and Brin all appear at the Friday afternoon meetings whenever they are in town. Within the company, they are not reclusive in the least. Their offices are on a busy floor, small, and in the case of Brin and Page, still shared. The TGIF gathering is a combination of official briefing, informal question-and-answer session, and party. Only a few hundred employees can pack into the atrium where the meeting is held, but live video feeds are sent to all Google offices around the world.

When I inquired about attending a TGIF, I was told that they were for employees only. Gaining admittance took a while. After five months of conversations with the company’s corporate communications staff, however, I sat down with Eric Schmidt for a heart-to-heart chat (or, more accurately, knee-to-knee; the room was no bigger than a closet). There I put directly to him my wish to see more of the company than my interviews with individual employees afforded. He brought up the TGIFs before I did and suggested that I attend. He did not have to ask me twice.

On the Friday that I chose in early May 2007, Schmidt and Brin were out of town and Larry Page was the sole emcee. He led off with a set of unremarkable announcements, a short demo of a new product, and then he dove into the real business of the day, fielding employee complaints.

Of all workplaces in the world, this would seem to be the place least likely to find employee unhappiness of any kind. Every conceivable condition that might impinge on workplace productivity seems to have been attended to. The company famously provides free meals—breakfast, lunch, and dinner—that make a gourmet’s heart flutter. For those who work at the Googleplex in Mountain View, a free shuttle service covering the entire Bay Area is available. Free on-site medical care is provided by two full-time doctors who are on staff. Subsidized massages are available on the premises. A company child care center is nearby and various services are provided, for a fee, right at the workplace: personal trainers, haircuts, a laundry, dry cleaning pickup, bike repairs, and car wash and oil-change services. Larry Page in 2004 had told Google’s shareholders in an “Owner’s Manual” to “expect us to add benefits rather than pare them down over time,” and so the company had. Little wonder that Google would be named in 2007 and again in 2008 by Fortune magazine as the Number One Best Company to Work For.

And yet, at the Friday meeting, complaints do come in. The machines that software developers use are too slow. An internal online calendar for scheduling massages is balky. Nearby traffic lights seem mistimed, causing irksome delays in the daily commute. Google’s maps for Japan lack English translations for place-names. As Page listens to each grievance, he is good-humored and patient, even when the pettiness of the grievance should embarrass the complainant. If Page agrees that the company should take action, he tries to fix the problem on the spot. When an employee complains that the legal department has decreed that every outgoing e-mail message from the sales team must include a long disclaimer in legalese, a very “un-Googley practice,” Page looks out over the crowd. “Who’s responsible for that?” A hand is raised. “All right. Don’t do it.” The audience laughs. (Whether corporate counsel will back down without a fight will be determined only later.) Page is ready to move to the next question, but he can’t resist adding, “It does seem kind of ridiculous.”

In the very middle of the meeting, Page fields a more hard-hitting question. It concerns Google’s recent hiring of so many newly minted MBAs. “How do we insure we don’t hire too many of them?” an employee asks him in an e-mail message. The question is greeted by approving applause. Page stops reading and asks for a show of hands to find out how many MBAs are present in the room. Almost no hands are raised. He tries, halfheartedly, to make the case that MBAs are “equally helpful to the world, too”—which provokes some derisive laughter. So he moves on quickly to say that he and the senior managers have taken measures to make sure that the company’s high ratio of engineers to nonengineers will remain constant.

Google goes after not just the well educated, but the very well educated. Among the company’s first hundred engineers, forty were Ph.D.’s. The company’s emphasis on Ph.D.’s was not shared universally in the software industry. Microsoft mostly recruited computer science majors who had only a bachelor’s degree; the company eschewed those with advanced degrees (“We’re huge believers in hiring potential,” Kristen Roby, Microsoft’s director of recruiting at colleges in the United States, said in 2004). In contrast, Google sought those with the most academic training possible. A typical Google job listing featured a three-word phrase rarely seen outside of academe: “Ph.D. a plus.”

At Google, management and staff use the empiricism of science to guide their business, developing hypotheses, collecting data, revising hypotheses, and repeating the cycle. Kevin Scott, a senior software engineering manager who worked at Google, described the iterative process: “Ideas at Google do not burst forth from the heads of geniuses and then find their way unimpeded to huge audiences of receptive users. Rather ideas emerge, are torn to shreds, reformulated, torn to shreds, prototyped, torn to shreds, launched to internal users, torn to shreds, rebuilt and relaunched, torn to shreds, refined some more…and launched, whereupon they are torn to shreds by bloggers, journalists, and competitors.”

Google has been in the enviable position of being able to afford additions to its information collections that may not produce profits, and may not even produce revenue. It is even dabbling in genomics as well as software, with an investment in 23andMe, a Silicon Valley start-up that offers individuals the ability to browse their individual genome. “Information,” if interpreted as broadly as possible, encompasses many kinds of businesses, and Google has shown an eagerness to try many things.

In 2005, Schmidt explained at a public forum, “We often do things that don’t make any sense from traditional norms. And we’re proud of that, and we talk about that. The founders have set the mission of the company—that we work on big problems that affect people at scale that have not been solved before.” That phrase at scale—a shortened form of on a very, very large scale—is heard often around campus.

Building at scale is not so much a business quest as an imperative that is dictated by Google’s core search technology, the software that makes judgments about the quality of Web pages based on what other Web pages have to say about them. Its software is self-teaching. The more data it massages, the more sophisticated the software becomes. “More data is better data” is a favorite maxim of Google’s engineers. Building systems at scale is the way to gather the data to create ever-smarter software.

There is no limit to the kinds of data that would help improve the software. A corollary of more-data-is-better-data is that any information not in a digital form that the software can process must be digitized. During a visit to London in May 2007, Schmidt was asked what Google might look like five years hence. He said that the total amount of information that Google possessed was still at an “early” stage. By broadening and deepening its information collections, he explained, Google will be able to provide search results better tailored to a particular user. He said the ultimate goal was to provide Google’s software with enough personal detail about each of its visitors that it could provide customized answers to the questions “What shall I do tomorrow?” and “What job shall I take?”

One need not squint hard to picture a computer being able to answer such questions: it’s the HAL 9000, whose omniscience made it the most disturbing and memorable character in 2001: A Space Odyssey, the 1968 film adaptation of Arthur C. Clarke’s saga. Sergey Brin told an interviewer in 2002 that HAL was “what we’re striving for,” with its ability to stitch together all of the information it was fed and, in Brin’s words, “rationalize it.” He said, “Hopefully, it would never have a bug like HAL did where he killed the occupants of the space ship.”

Were Google able to endow its own supercomputer with the power of HAL—Brin had said, “I think we’ve made it a part of the way there”—it would command a system that is the stuff of an advertiser’s dream; the more it knows about each visitor, the more precisely it can target the advertising. The better the customer response, the greater the company’s profits.

Brin, Schmidt, and their Google colleagues have felt free to imagine a world in which their company will hold, in a very literal sense, all the world’s information. Yet as the company proceeds, it must spend less time in dreamy ruminations about the big vision and more time on the prosaic details that, until recently, had seemed unimportant or, in the giddy rush of Google’s hypergrowth, seemed to take care of themselves.

If Google’s shares do not fully recover after falling steeply in early 2008, Google will no longer be able to assume that stock options for its employees will serve to ensure loyalty. Its veteran employees, having received all of their options that were granted when the strike price was extremely low, are leaving in significant numbers. It’s an exodus that is natural and expected, but some of its most able talent are heading for Facebook, which indirectly competes with Google. In March 2008, Facebook hired Google’s Sheryl Sandberg to be its chief operating officer; by one account, almost 10 percent of Facebook’s employees were ex-Googlers.

Google’s ability to pursue its most ambitious ventures depends on its continuing to have access to top technical talent, and recruiting is bound to become ever more difficult. Companies that have not yet had their own IPO and that can offer new employees both greater responsibilities and a much greater possibility of a financial windfall—like Facebook—vie with Google in the marketplace for engineers.

The company’s ability to recruit the most highly qualified new employees will be diminished further should it experience a disappointing quarter and decide that the generous employee benefits that Larry Page had said in 2004 he expected to expand indefinitely would have to be pared after all. The unthinkable, a rollback of benefits, was already visible in 2008 when subsidized child care was dropped from the list of employee perquisites. Then in June 2008, Google announced that rates for new child care centers near the Googleplex would jump 70 percent (to $2,290 a month for a toddler; more for an infant). Although it also introduced at the same time a “child care scholarship program” for those for whom the rates would create a financial hardship, the very idea that an employee would have to apply for a scholarship in order to afford company-provided daycare was an unsettling reminder that Google employees belonged to one of two classes: employees who had been hired early enough to receive stock options before the IPO and were wealthy––in many cases, extremely wealthy––and employees hired since the IPO, who had the same workaday concerns about living in high-cost-of-living areas as anyone else.

Or worse, what happens to Google’s golden aura when a difficult quarter or two forces its senior executives to decide that instead of hiring at a furious pace, the company must reverse course for the time being and trim its head count? There have not yet been layoffs of regular Google employees, but in March 2008, when Google completed its acquisition of DoubleClick, it did immediately terminate the employment of three hundred of DoubleClick’s twelve hundred U.S. employees. This produced a headline on the Bloomberg financial news service that referred to the firings as Google’s “biggest staff cuts.” Even with the qualification that these involved DoubleClick employees, it was jarring to see “Google” anywhere in the vicinity of “staff cuts.” But it served as a reminder that Google should not be regarded as permanently protected from encounters with the same kinds of adversity that other companies experience.

Is Google likely to be the primary beneficiary of the shift to cloud computing, or will it be supplanted by other companies, perhaps by one that has not yet been founded? Will Google’s cloud be popularly embraced, as users enjoy the benefits, or is it more likely to be rejected, as fear of misuse of personal information becomes a matter of great concern? Google’s future will be determined to no small degree by the view that its users hold of the company itself. Google has enjoyed mostly favorable public notice in its first ten years, but maintaining a cuddly, anticorporate image when it stands among the U.S. companies with the largest market capitalization may pose an increasingly difficult challenge.

The company that seems to be everywhere, deeply embedded in our daily lives, actually has a smallish physical presence. Googleplex brings to mind an architectural monstrosity the size of the Pentagon. In reality, the signature buildings are not much bigger than those of a single suburban high school. The core consists of four eccentrically ornamented two-and three-story buildings that had served previously as the home of computer manufacturer Silicon Graphics. These are arranged around a swath of shared space: young shade trees; tables protected from the almost always present sun by umbrellas in the Google colors of red, green, blue, and yellow; a grassy knoll and circular volleyball court; an outdoor garden; and “Stan,” a bronze Tyrannosaurus Rex skeleton. Depending on the time of day, many or few Googlers pass among the buildings. As a group, they have one striking attribute: they are a very young workforce, even for Silicon Valley.

At the end of 2003, the last year before its IPO, Google had 1,628 permanent employees; only four years later, at the end of 2007, the number had grown tenfold, to 16,805. Given its ambition, Google could not remain small. A reminder of this came up in May 2007, before the company’s annual shareholders’ meeting began, when Page and Schmidt met with a small group of reporters, including me. Page was asked how he felt about seeing so many new faces on campus and watching the company grow so large. He protested that Google was not large—not when measured by what it sought to do, to provide “all the world’s information to everybody in the world, and do a really good job of it.” He countered, “That’s just not a small company, right?”

Indeed. That is not a small company.








CHAPTER 1

Open and Closed




War, hyperinflation, breakdowns in public utility services. None of these elements of an adverse business environment have fallen into Google’s path. The company has had the good fortune to enjoy a most hospitable business environment. It is not widely appreciated, however, how dependent Google is upon an environment remaining free of not only major disruptions, particular to the online world, but also other problems that would bring its business to a standstill as surely as a war would. Google needs the Internet to remain open and true to its founding spirit, without (pay) walls, without (subscription) fences, without (proprietary software) barriers, without any other impediments to the unrestricted exchange of information.

The credo that holds that “information wants to be free” has always faced an opposing school of thought: “Information is too valuable to be free.” From this latter perspective, information is a commercially valuable asset, to be hoarded, not shared. Access to information is unimpeded in the open camp, and severely restricted in the closed camp. The epitome of open is “wiki” sites, which are completely open to anyone to edit, as well as read. Their opposites are social networking sites like Facebook, which permit only members to enter, limiting access to information to subsets of a member’s web of friends.

Google’s search engine needs access to the entire Internet, not merely the patches that remain outside the walled gardens of social networking sites. The company’s very existence depends upon the advocates of an open online environment holding at bay the threat of encroachment by their opponents.

Contention between open and closed is also the defining issue roiling the world of software development. Microsoft achieved its success as a practitioner of the closed approach to software development, keeping its source code secret and using its control of the operating system to extend its reach into other sectors of the software business. It treated industry standards that belonged to no single company as competitors to Microsoft’s own proprietary software. The company follows a strategy of what it calls “embrace and extend,” that is, begin with industry standards but “extend” them by attaching Microsoft’s own proprietary additions to them.

Microsoft’s self-aggrandizement antagonized many companies and software developers in the industry, and ultimately it created a backlash, the open-source software movement, which has become a potent challenge to Microsoft’s closed approach to software. Open-source software permits software developers to see all of a program’s source code, something that Microsoft would never allow. The movement depends upon software developers’ willingness to volunteer their time and skills, without remuneration, but hatred of Microsoft and all it stands for has provided ample motivation.

Google uses open-source software extensively for its own operations. It has not, however, placed its own proprietary search formulas into the public domain. It’s a company that is attached to its own secrets and will not win any contests for corporate transparency. Still, compared to Microsoft, Google is more closely aligned to those in the industry clustered around the open model. The two companies represent not just the interests of their own firms but also the interests of two ideologically opposed camps, open and closed. It was fitting that it was Microsoft that won the privilege in late 2007 of investing in Facebook: the two companies manifest the greatest comfort with closed over open. Their alignment unites them in fighting their principal ideological rival, Google.

The social networking phenomenon attracts inordinate attention now because of its recent popularity. The World Wide Web, Google’s original domain, has been a presence for so long that it has receded into the background. But as long as open and closed models contend for favorable position, the Web’s founding principles remain as relevant to the present moment as ever. The Web was conceived as an alternative to closed communications systems. It was built as an open medium—open to anyone to publish or read, designed not only to make information easy to access, but also to make tracing the origins of an idea easy, as simple as clicking on a link. No geographic boundaries, no fences, nothing to impede the researcher from zipping across the Internet, link by link, to find information that was both useful and free, wherever it happened to be, anywhere in the world.

It was conceived by an academic for fellow academics, and the only place the Web existed at first was on servers that belonged to research laboratories. Tim Berners-Lee, a computer scientist who was on the staff of CERN, the European Organization for Nuclear Research, in Geneva, Switzerland, came up with the essential concepts in 1989 and built the first servers for holding Web pages in 1990. From CERN, the Web spread to other particle physics laboratories. The Web browsers at that time worked only on scientific workstations, and the Web could easily have remained what it was then, a tool used within the closed world of physicists. In 1993, however, CERN announced that its Web technologies could be used by anyone, without paying royalties. It set in motion the creation of the world’s largest open network—and ultimately the creation of Google, the most valuable company to be built upon that open network.

The combination of open and network was an oxymoron in the 1990s, when commercial-grade networks were closed, by design. Cellular phone networks and cable television networks, for example, ensured quality by using a strong central authority to exert close control and restrict who and what had access to the network. In contrast, the Web lacked a central authority and also lacked built-in mechanisms for Web site publishers to collect revenue, so initially the Web appeared to be the place for academics, amateur authors, and others without interest in commercial pursuits to share information without concern about remuneration.

In its openness and radically decentralized design, the Web mirrored the design of the underlying technical standards for the Internet, the networking technologies that are used to transfer digital bits of information. But the Web was not an instant success. In June 1993, two years after it was introduced, less than one-half of 1 percent of all Internet traffic was used for Web pages—the rest of the traffic was for e-mail, file transfers, and discussions in “news groups.” There were not many places on the Web to go: only 130 or so sites were in existence then. In 1994, a year after the introduction of Mosaic, the first popular Web browser, there were twenty-seven hundred sites, but Web traffic still was only 6 percent of all Internet traffic. The Web remained a curiosity.

The Web would have remained a place for academics with very specialized information needs were it not for the willingness of more and more individuals outside of academe to place information on the Web for free. Today’s Google employees and shareholders should be eternally grateful to the Web’s early contributors, because later demand for Google’s search service came about only because so many people decided, one by one, to give information away without charge on the Web.

Before the Web, information was available online, but one had to pay dearly for access. The first generation of digital information services were commercial information providers, such as Lockheed’s Dialog service, which began in the 1970s and charged high prices to business clients. The second generation of pre-Web information services were sold to consumers by American Online (AOL), CompuServe, and Prodigy. They offered customers access to their private networks, reached with a dial-up modem using the household’s phone line, and information that was available only to their members.

No one in the early 1990s could have predicted that the Web would attract abundant information that was both of high quality and free. The only business model for information services that seemed practical was to build a walled garden around information and then charge users to enter the garden. Google enjoyed a huge advantage arriving when it did in the late 1990s, as a latecomer to the digital information business. It was conceived outside the walled garden and never had to pass through a painful transition, as did its forebears, replacing the core business model based on a closed network for one based on an open one.

Microsoft had the ill luck to become interested in information services later than incumbents like AOL but not late enough to grasp the competitive threat to closed networks that the Web would soon pose. Six years before Google’s founding, Microsoft began planning, in 1992, to offer its own information service, which would eventually appear as MSN (Microsoft Network) in 1995. It naturally followed the closed-network model of AOL and the others. Nathan Myhrvold, Microsoft’s research chief at the time, likened MSN’s future role to that of a shopping mall landlord. Other companies would be invited to sell information or goods within the Microsoft Network, and Microsoft would retain 10 to 30 percent of the revenue. When the growth of the Internet loomed as a free alternative to the walled garden, he held out hope that Microsoft could still set up a toll booth outside MSN’s garden by inserting Microsoft’s proprietary software into all e-commerce purchases on the Internet, and exact a transaction fee of 1 or 2 percent, just as Visa or MasterCard did.

The one company that seemed to be ideally positioned to profit from the advent of the Web was Netscape Communications, whose Netscape Navigator Web browser became sensationally popular upon release in 1994. The company grew so fast that in August 1995, only eighteen months after its founding, it had one of the most successful initial public offerings for any company in the technology industry. Netscape declared itself to be the faithful guardian of “openness,” the foundation of the Internet’s architecture, and the company placed the internal source code for its browser into the public domain in 1998. It learned that giving away its Web browser for free was easy. Collecting revenue from paying customers, however, was far more difficult: it required offering a product that embodied intellectual property that was not freely available, and when Netscape tried to sell Web server software to corporate customers, it found that sales came slowly. It attempted, in vain, to have its proprietary additions to Web standards adopted as a new industry standard. As a chronicle of Netscape’s history summed up, Netscape was “open, but not open.”

Almost every information technology company claims to be a champion of open standards—even Microsoft did so, too, touting Windows as an open platform, that is, open to any software developer who wished to create Windows applications, without having to secure Microsoft’s permission and without having to share the revenue with Microsoft (in contrast to game system manufacturers likes Nintendo, which control their own closed software systems and force game developers to share revenue from game sales). When Microsoft added its own proprietary code to the industry’s Internet standards, such as internal Web page tags that its Internet Explorer would recognize, but Netscape’s browser would not, it euphemistically called the changes “extensions” to preserve the appearance of adhering to open standards.

When Google was founded in 1998, it did not have to fight against Microsoft’s extensions, nor did it have to displace Microsoft’s operating system or push back Microsoft’s browser. It had the advantage of a better field position than previous Microsoft challengers had ever enjoyed—it floated above the fray. Any browser, running on any operating system, could reach Google.

Google was fortunate in another respect: the sheer mass of pages placed on the Web overwhelmed the abilities of Yahoo and others in the first generation of Web navigation and search businesses to develop search techniques that grew in sophistication as fast as the Web was growing. Their failure created the opportunity for Google.

Craig Silverstein, the first Google employee hired in 1998 by the two founders, later said that had the company been founded two years earlier, or even one year earlier, it surely would have failed. Before 1998, the Web was still small enough that almost any search method served well enough, producing a list of sites with matching Web pages that was short enough to be easy to scan in its entirety. By 1998, however, the Web was much larger and a need had arisen for a search engine that could do more than simply match the text of the search term with that of all Web pages that contained the phrase. Silverstein said it also had to “discriminate between good results and not-so-good results.”

Google would have no search service to offer if Web pages were inaccessible to its “spider,” the software that systematically “crawled” the Web, collecting copies of Web pages that were then indexed and analyzed, in readiness for matching when a visitor to Google later submitted a search request. (As fast as Google’s software appears to perform a search, it should be remembered that when Google receives a search request, its search does not at that moment check the world’s Web sites, but rather checks the copies of those sites that were collected earlier and stored on Google’s servers.) When the crawling software was written in unsophisticated form, as Google’s initial version was, it caused many problems for the Web sites it crawled. In some cases, where bandwidth was limited, the Google crawlers’ visits resulted in a spike in traffic that the Web site could not accommodate. The software that ran the Web site would freeze, closing the site to all visitors. This did not endear Google to the sites’ owners, some of whom sent Brin and Page angry e-mail messages or phoned them to convey their objections.

The upset passed. The code embedded in the Google spider was improved, which reduced the time that it spent on each site and also reduced the likelihood that it would crash the system it was visiting. At the same time, Web hosts became accustomed to the visits of automated software programs and understood spiders’ visits would, in turn, make their sites visible to the search engines and could serve in the future to draw in visits by actual humans.

The Web’s original designers agreed upon a piece of code Web site hosts could use to signal that a spider or any other kind of “robot” software was not welcome to visit. It was Google’s very good fortune that the Web grew without Web site owners’ electing to use this option to block visits by Google’s spider. The relevance of Google’s search results are dependent upon having access to the broadest possible range of Web pages. These provide the essential materials used in calculations that go into Google’s ranking of search results, placing Web pages with the greatest presumed authority at the top of the list.

To calculate authority for any given page, Google’s software looks at its database of links for the entire Web and notes which Web sites link to that page, providing, in effect, a recommendation. This provides only a beginning. The sites that provide recommendations have to be examined carefully, in order to determine whether the recommendation should be weighted heavily or lightly or disregarded entirely. The software returns to the database of links to see who recommends the recommending sites, and when those are found, to see who recommends those sites, and so on. The process works backwards, recursively. Checking who points to whom may seem as endless a process as going up a stairway in an Escher print, but the long chain of calculations eventually produces a distillation of relative authority for every page on the Web, which is expressed as a number, 1 to 10. It sums up whether editors at other Web sites regard any one Web page as authoritative and worthy of recommending to others. Google refers to the number as PageRank (the Page officially refers to Larry Page, who developed the original formula, but his surname permits the term to work nicely even if its paternity remains unknown to the reader). PageRank wasn’t the first system devised to analyze the Web’s structure—Cornell computer scientist Jon Kleinberg’s mid-1990s work at the IBM Almaden Research Center is generally credited as a landmark in the field—but PageRank was the one that made it out of the lab first.

With its near-endless tracing of links and cross-references, PageRank relies upon a complete database of all links found on pages in the entire Web, and that in turn requires that Google’s crawler be able to range freely across an open ecosystem. Google can utilize the judgments embodied in links without having to purchase rights to use them because of the open ethos of the Web. If even a small number of owners of Web sites with high PageRank scores and presumed high authority were to exclude Google’s spider—demanding, perhaps, that Google share revenue earned by indexing their sites—then Google’s ability to operate as it has would end.

The advent in the 1990s of an open model for publishing information on the Web did not immediately spell doom for the closed model of walled gardens. Novice users of e-mail and the Web were slow to venture out beyond the carefully manicured garden of their Internet service provider. This gave the service provider considerable leverage in negotiating deals with prospective tenants who wanted to set up shop within the proprietary network. The most sought after real estate online was screen space within the gated world of AOL, a fact that AOL exploited to the fullest in negotiations with prospective commercial tenants.

AOL was the widely acknowledged gatekeeper to online information in the place that its members found most convenient to access. The fact that the area within its garden was finite and merely a subset of what was available on the Web did not seem to bother its members. An observation that Vic Gundotra, a former Microsoft manager now at Google, made about Windows applied to AOL too: “At Microsoft, our view was that if the walled garden was big enough, it was indistinguishable from something that was open.”

When AOL customers sought faster Internet service than AOL’s dial-up service and switched to cable or DSL broadband service, they also began to see the limitations of AOL’s information services. AOL’s members began declining after 2001, falling from about 28 million membership in the United States to 9.3 million at the end of 2007. As it lost members, AOL executives realized that its wall prevented it from relying more heavily on advertising revenue to replace shrinking subscription revenue. In 2005, Michael Kelly, an ad-sales executive placed in charge of all of AOL’s Web properties, complained, “My biggest problem is the walled garden. The world can’t see the good stuff we do every day.” AOL edged closer to the outside world when it announced a strategic alliance with Google in late 2005. The next year, AOL finally tore down its own garden wall.

The opening of AOL’s closed network seemed to mark the permanent end of an era. Small vestigial gardens offering content from a single source, open to subscribers only, could be found here and there, but one by one, they, too, acknowledged the greater attractiveness of an advertising-based business model open to all visitors. The New York Times’s site experimented for a year with a “pay wall” that was placed around some of its columnists, and decided to remove the wall in 2007. The Wall Street Journal’s Web site remains the last major outpost of a gated, subscribers-only community.

At the same time, however, that the triumph of the open network model seemed complete, Facebook demonstrated that a closed network model could still work well—very well, indeed. In 2007, it grew into the second-largest social network site in the United States, with more than 42 million members by October—only MySpace, the sensation of 2006, was larger, with more than 100 million active users. For Google, Facebook’s growth was somewhat worrisome. When Facebook members logged on, their online communications and activities were fenced off from outside view. The more members that Facebook signed up, and the more time that they spent within its cozy but closed confines, out of reach of Google’s spider, the slower the pool of searchable information for Google to find on the open Web grew.

Google did not immediately respond to the steep climb in Facebook’s membership in early 2007. Orkut, Google’s own social network site, named after Orkut Büyükkökten, a Google engineer, remained on the periphery of Google’s core services and priorities. The service had been launched three years before, in January 2004, and left to make its way by word-of-mouth promotion. It had become hugely popular in Brazil and in India, but not in the United States. This was not a matter of concern to Google—until May 2007, when Facebook became more than a fast-growing irritant. Overnight, it changed into a potently self-sufficient secessionist from the open Web when it invited outside software developers to create mini software applications that would run within Facebook. The company shrewdly sweetened the offer by letting the developers retain all advertising revenues that their application generated. Developers rushed to accept the offer.

In a twinkling, Facebook became a miniature Web universe—behind a wall, inaccessible to Google. As Facebook became more fully furnished with software from the outside, Facebook members had fewer reasons to ever leave the site. This development brought back to life the once-discredited notion that “if the walled garden was big enough, it was indistinguishable from something that was open.”

For Google, Facebook’s creation of a flourishing closed world was of much more concern than the growth of MySpace, whose walls were more porous, permitting Google’s spiders to enter. Google had also struck an exclusive advertising deal with MySpace’s parent, Fox Interactive Media, the year before, so it was able to profit by MySpace’s growth. Facebook, however, had not struck a similar advertising deal with any search engine and had grown without building out an advertising system at the same time. To its rivals, Facebook’s self-contained world was a violation of the Web’s founding ethos of openness and free flow of information. Steve Rubel, an executive with Edelman, the giant public relations firm whose client list included MySpace, complained about Facebook on his blog: “Facebook gives nothing back to the broader web. A lot of stuff goes in, but nothing comes out. What happens in Facebook, stays in Facebook.”

How Google should respond to the social networking phenomenon in general, and to Facebook in particular, was not clear to Google’s executive troika, but they understood that the question was a pressing one. In June 2007, shortly after Facebook invited software developers in, Google appointed three executives in its applications group, Joe Kraus, Graham Spencer, and David Glazer, to organize an internal team that would provide an answer to the question, what would Google do about (in the new shorthand) “social”?

The first step was recruiting other members of the team. This did not require hiring new employees—scattered across different groups within Google were plenty of individuals who were working in one way or another on projects that could conceivably contribute to Google’s social networking initiative. Kraus and his fellow team leaders could not reassign these Google employees—they had to be persuaded. This called for a “sales process,” Kraus said. He had a printout of an e-mail message from the most senior executives, who bestowed their imprimatur on the “social” team. He brandished it when making the rounds of Google offices on his sales calls: “I really need your help, and your team needs to redirect because—as you see—this letter, from three levels up, says this is the project everyone should focus on.” The initial response was, in many cases, a shrug. Google may appear, on the outside, to be a monolithic organization that acts with terrifying efficiency and concentrated purpose when entering new markets. On the inside, however, it is a federation of autonomous teams, staffed by feisty individuals who have no compunction about slamming the door on fellow employees and the company’s top priorities.

Once a full team for the social networking initiative was signed up—and was able to secure office space, which required pushing out another group—it took up the question of whether it should try to make a success of Orkut in the United States, either retaining its name or creating a fresh brand identity and relaunching it. There was no enthusiasm for retaining the Orkut name, but there were some who believed that Google should introduce a new social network of its own. Kraus, however, was not enthusiastic. “At this point in the marketplace,” he said, “do people want to join yet another social network?” He almost was convinced otherwise by another team member, who argued, “Look, social networks are one of maybe only three communications media to gather hundreds of millions of users—you have e-mail, you have instant messaging, you have social networking. How can you actually believe that you don’t want to start another social network?”

Kraus’s position, which eventually prevailed, was that Google should not try to persuade users to create a brand-new habit but rather should try to make all Google services more social, that is, connected to one’s network of friends. Compared to starting a new social networking site, this marked a substantial shrinking of the initiative’s ambitions. After a little while, the team decided it did not want to settle for modest changes to existing services. It changed course again, seizing the opportunity to make what Kraus called “the bigger play”: attempting to make every site on the entire Web more social, recognizing that the way users searched for information was changing. “Information discovery is evolving,” he said, “from a solitary exercise to one that involves what your friends are up to, and discovering things based on what your friends like.”

Google was set up to help the solitary user find information. A socially oriented approach to search did not play to Google’s traditional strengths. What Kraus and his team thought would be a wise course was to eschew anything that would appear to further Google’s own proprietary interests and instead lead an industry-wide alliance to adopt standards that would make social networking data universally available to software developers for use at all Web sites. The story Google would tell itself was that this was an altruistic project, helping everyone use their social network to find the information they were seeking, even if they weren’t using Google’s products. If there was any self-interest at stake, Google would say only what it always said—that Google’s interests were tied indirectly to the health of the Internet. Anything that induced people to spend more time on the Web is good for Google because, sooner or later, online users end up using Google’s services.

Another way of viewing Google’s initiative, however, was to see it as a move to try to preserve the open Web as new fences like Facebook’s were erected. And still another view was that Google was acting in desperation, trying to address what it internally referred to as “the Facebook Problem” and find some means of counteracting Facebook’s influence. It was remarkable that a company of Facebook’s size, with only about three hundred employees, was a cause of concern at Google, with about sixteen thousand—or a bit fewer, thanks to Facebook’s maddening ability to poach some senior Google engineers. In this view Google declined to promote Orkut in the United States not because it preferred a more noble cause—making the entire Web more socially aware—but because it understood it was too late for it to have a chance to compete head-to-head with Facebook.

When Facebook finally aligned with a larger partner, it was with Google’s old rival Microsoft. In October 2007, Microsoft announced that it was making a $240 million investment in Facebook, which was accorded a valuation of $15 billion and reciprocally bestowed upon Microsoft the rights to serve as the exclusive intermediary selling advertising for the site to third parties. Reserving rights to sell advertising itself, Facebook prepared to unveil its own advertising system two weeks later.

The business press was filled with coverage of the Facebook-Microsoft deal, of the astounding valuation of a company with paltry revenues, and with speculation about how Facebook planned to convert its intimate knowledge of its members’ lives into advertising dollars. Google decided that in the few days remaining before Facebook’s next announcement it should try to reclaim some attention and make a formal public announcement of its own social initiative.

One problem: Google had little to announce, other than a name—“OpenSocial.” The initiative’s software standards were far from complete, and Google’s efforts to assemble a roster of the most influential social networking sites as participants had not produced much. Two days before the OpenSocial announcement was to be made public, the list of participants was composed of social networking also-rans: Orkut, of course, and Bebo, Six Apart, Hi5, Friendster, LinkedIn, Ning, and some others that were not social networking sites, like Salesforce.com. Conspicuously missing were MySpace and Facebook. At the end of the week, the initiative received a badly needed injection of credibility when MySpace joined in, too. But the fact that Google had earlier that week felt it had no choice but to unveil the coalition without a major anchor tenant suggested the OpenSocial team’s belief that it could not wait to try to slow Facebook’s momentum.

The primary competitive weapon that Google possessed was semantic: it used open, and all the positive connotations associated with it, to attack Facebook at what appeared to be Facebook’s most vulnerable spot, the closed nature of its software universe. It was not a hypocritical ploy. From its birth, Google had been a devotee of the creed of open. More than any other company, Google had depended upon unrestricted access not only to the Web, but also to the software created as open source, which it used for its search engine and other services, and to which it contributed new code. It created a free hosting site for open source projects. It hired as Google employees a number of coders who were leaders in prominent open source projects. And each year, it organized a Summer of Code, in which it paid hundreds of computer science students to work on open source projects. Google’s credentials as an advocate of an open approach to software development were in good order.

When open was used to apply to a social networking model, however, the adjective’s meaning was ambiguous. The most fundamental way that the social networking world could be opened would be by endowing all social network sites with interoperability, permitting a member’s data and web of relationships that were originally collected at one site to move with the user to other sites, too—what publisher and commentator Tim O’Reilly calls “data mobility.” OpenSocial had a grand-sounding name, but in its initial announcement, it spoke of no such ambition. More modestly, it would attempt to provide software developers the standards for writing mini applications designed to work within all social networking sites, making life easier for the developers by eliminating the need to customize software for each site. It was not designed to make social network data truly mobile.

When Joe Kraus was asked on the eve of his announcement of OpenSocial why Google had not yet implemented OpenSocial capabilities on its own Web properties to demonstrate the initiative’s promise, he readily conceded that its absence was embarrassing. He added that his team was concerned about increased risk of privacy breaches and was moving slowly to ensure the integrity of the company’s privacy protections. “Trust builds up over a very long time,” he said, “and can be lost very quickly.”
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