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Foreword
      

      
      
      
      “May you live in interesting times,” goes the old half-curse. And I don’t know about you, but it feels like the web is perpetually
         stuck in interesting times. We’re designing for an ever-expanding number of mobile devices, each one more powerful than most
         laptops I’ve owned throughout my career. But we’re also designing for a web that travels over the aging infrastructure of
         developed economies, as well as to cheaper, low-powered mobile devices in younger, emerging markets.
      

      
      In other words, the web is more broadly accessed today than ever before—but over a network that’s far more fragile than we
         might like to think. Once a user requests one of our web pages, any number of things can fail. Maybe a connection drops, or
         a network’s latency is too high for an asset to load. Or maybe the users exceeded their data allotment for the month.
      

      
      We’re building digital experiences—some responsive, some not—that are more beautiful than anything produced at any other point
         in the web’s history. But we need to start designing for performance as well. We need to create sites and services optimized for the fragility of the network, as well as the widths of our users’
         screens.
      

      
      Thankfully, you’ve begun reading Web Performance in Action, a book that can help you do just that. Jeremy Wagner has written an invaluable, accessible reference for the modern web
         developer, one that demystifies even the most arcane-sounding acronyms and frames even the most arcane-seeming web optimization
         tricks in approachable, plain language. In interesting times like these, Jeremy’s guide is indispensable: As you travel through
         these pages, you’ll gain the skills to ensure your sites are as beautiful as they are fast, nimble, and bandwidth-friendly.
      

      
      Ethan Marcotte

      
      Designer, Ethanmarcotte.com

      
      Author of Responsive Web Design

      
      

Preface
      

      
      
      
      Well before I ever entertained the notion of writing a book, the idea that websites ought to be fast was a high priority in
         all my projects. In my humble opinion, slow websites are not a mere inconvenience. They are a critical sort of user experience
         problem. Until a website loads, no user experience exists. The longer it takes for a site to load, the more this absence is
         felt by the user.
      

      
      When I proposed this book to Manning in 2015, I was hardly the first to write on the topic of web performance. Many authors
         before me had written in this space, and I knew that I would be standing on the shoulders of giants. My goal with Web Performance in Action was to provide a modern guide for today’s web developers that would give them the knowledge they need to make their websites
         faster than ever. I think this book meets that goal.
      

      
      When web performance is discussed, it’s often tied to financial concepts. The idea that a poorly performing website can affect
         sales or ad revenues is hardly new. What we don’t hear enough about, however, is how such a website can be potentially costly
         for the user on a restricted data plan. Or how slow websites are an impassible sort of barrier for people mired in an antiquated
         internet infrastructure. So much of the world has such a difficult time accessing the web. While infrastructure is slowly
         improving, we as developers can move the needle for users by developing sites with performance in mind.
      

      
      I wrote Web Performance in Action to help you meet your goals, and the folks at Manning participated in refining it. In an age where the web is becoming increasingly
         complex, the time has never been more appropriate to tackle this problem. I think this book will help you get to where you
         want to be.
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About this Book
      

      
      
      
      The purpose of Web Performance in Action is to teach you how to create faster websites, and through the course of this book, I’ll help you get here. The techniques
         you’ll learn as you read should also come in handy for improving performance on existing websites.
      

      
      
      
Who should read this book
      

      
      This book focuses heavily (though not exclusively) on improving website performance on the client side. This means that it’s
         targeted toward front-end developers who have a good command of HTML, CSS, and JavaScript. You, the reader, should be comfortable
         working with these technologies.
      

      
      This book occasionally strays into the server side where appropriate. For instance, some server-side code examples are in
         PHP. These examples are intended to be illustrative of a concept, and are often peripheral to the task at hand. Chapter 10 covers server compression, including the new Brotli compression algorithm, which fits into the server-side category. Chapter 11 explains HTTP/2, so having an interest in how this new protocol can affect how you optimize your site can be helpful.
      

      
      You should also be somewhat comfortable on the command line, but even if you’re not, you’ll still be able to follow along
         in the examples provided. Now, let’s talk about how this book is structured.
      

      
      
      
      
      
Roadmap
      

      
      Unlike most other Manning titles, this book is not divided into parts, but it does follow a logical flow of sorts. Chapter 1 is an introduction to the fundamentals of web performance—bedrock stuff, such as minification, server compression, and so
         forth. If you’re already a performance-minded developer, this chapter will feel familiar to you. It’s intended for the front-end
         developer who’s new to the concept of web performance. Chapter 2 covers performance assessment tools, both online and in the browser, with a focus on using Chrome’s developer tools.
      

      
      From there, we’ll venture into the realm of optimizing CSS. Chapter 3 is a grab bag of topics and examples of how you can make your CSS leaner, and use native CSS features that can help increase
         the responsiveness of your website to user input. Chapter 4 is about critical CSS, a technique that can give your site’s rendering performance a real shot in the arm.
      

      
      Then, we’ll tackle image optimization. Chapter 5 focuses on different image types and how to use them, as well as how to deliver them optimally to different devices both
         in CSS and inline in HTML. Chapter 6 covers how to reduce the file size of images, automating the creation of image sprites, Google’s WebP image format, and how
         to lazy load images by writing a custom lazy loading script.
      

      
      After all of that, we’ll turn our focus away from images toward fonts. Chapter 7 covers optimizing fonts. This ranges from creating an optimal @font-face cascade to font subsetting, using the unicode-range CSS property, compressing legacy font formats on the server, and how to control the loading and display of fonts with CSS
         and JavaScript.
      

      
      Chapters 8 and 9 focus on JavaScript. Chapter 8 speaks more to the need for minimalism in JavaScript by advocating the use of in-browser features, rather than relying on
         jQuery and other libraries. For those who can’t abandon jQuery, I talk about jQuery-compatible alternatives that offer a subset
         of what jQuery does, but with less overhead. This chapter also talks about proper placement of the <script> tag, as well as how to use the async attribute, and animating with the requestAnimationFrame method. Chapter 9 ventures into the territory of JavaScript service workers. In this chapter, you’ll learn how you can serve content to users
         who are offline, as well as how you can improve the performance of pages for online users with this technology.
      

      
      Chapter 10 is yet another grab bag of topics. It covers the impact of poorly configured server compression, the new Brotli compression
         algorithm, resource hints, configuring caching policies, and the benefits of using CDN-hosted resources.
      

      
      Chapter 11 covers HTTP/2, the performance problems that it solves, how optimization practices differ between it and HTTP/1, Server Push,
         and a proof of concept of how you can adapt the delivery of your website’s content to accommodate both versions of the protocol.
      

      
      Chapter 12 takes a good chunk of what you’ve learned and automates it with the gulp task runner. In this chapter, you’ll learn how to
         automate various aspects of optimizing your website’s performance, which will help you optimize your sites as you code them,
         saving you valuable time.
      

      
      There are two appendixes. Appendix A is a tools reference. Appendix B highlights common jQuery functions and shows you how to accomplish the same tasks by native means.
      

      
      
      
      
Tools used in this book
      

      
      While following examples in this book, you’ll have open your favorite text editor and a command-line window. Beyond that,
         two tools are used consistently throughout, so you’ll want to have them installed.
      

      
      
      
Node.js
      

      
      Node.js, sometimes referred to as Node, is a JavaScript runtime that allows you to use JavaScript outside of the browser.
         It can be used for all kinds of crazy stuff that, some years ago, no one would have thought that JavaScript would be used
         for. I’m talking about task runners, image processors, and even web servers. All these things are installed using the Node
         Package Manager (npm).
      

      
      In your optimization efforts throughout the book, you’ll use Node for all of that. You’ll often use it to run local web servers
         using the Express framework for examples that we’ll work through together. In chapter 11, you’ll even use it to run a local HTTP/2 server. You’ll use Node in chapter 6 to optimize images in bulk, and in chapter 12, you’ll use it to automate common optimization tasks with gulp. It’s used in nearly every chapter for one kind of function
         or another.
      

      
      If you’re serious about working your way through this book, you’ll need to have Node installed. If you don’t have it set up,
         go to https://nodejs.org and head to the downloads section. If you’re feeling trepidation because you don’t know Node, don’t worry! Everything is
         explained, and if you follow the directions, you should be fine. But, if you feel that you’d benefit from a deep dive into
         how Node works later on, check out Node.js in Action, another title from Manning (https://www.manning.com/books/node-js-in-action). Just know that a deep knowledge of Node is not necessary to navigate through this text.
      

      
      
      
      
Git
      

      
      Git is a version control system used for keeping track of changes in software applications. There’s a good chance you’ve used
         it, but if not, you’ll get to use it in this book. Git is used to download code for examples from this book’s collection of
         GitHub repositories hosted at https://github.com/webopt. You can download Git at https://git-scm.com.
      

      
      Why use Git instead of downloading zip files of code examples? For one, using a version control system like Git on the command
         line makes it easier to grab things and go. The biggest advantage, though, is that you’ll be able to easily skip ahead to
         finished code examples if you get stuck or just want to see the final result.
      

      
      If you’ve never used Git, don’t sweat it. All the instructions for using it are delineated clearly, and you’ll be able to
         follow along. If you prefer not to use Git, you can go to https://github.com/webopt and download zip files from each repository.
      

      
      
      
      
      
Other tools
      

      
      Most of the tools you’ll use in this book will be installed by Node Package Manager, and are thus dependent on Node. There
         are two instances, however, where you’ll get an opportunity to use tools beyond Node.
      

      
      In chapter 3, there’s an example where you’ll apply the DRY (don’t repeat yourself) principle to CSS, which entails combining redundant
         rules under multiple selectors. A Ruby-based tool named csscss is used in this example to detect redundancies. If you have a Mac or you’re running any other UNIX-like operating system,
         this may already be available for you. If you’re running Windows, you’ll have to download Ruby at http://rubyinstaller.org.
      

      
      In chapter 7, there’s an example where you’ll subset fonts to make them smaller. You’ll use a Python-based tool called pyftsubset. Like Ruby, there’s a good chance that on UNIX-like systems, Python will already be available. If you use Windows, you’ll
         want to head over to www.python.org and grab the installer.
      

      
      
      
      
      
Code conventions
      

      
      Code in this book is written in a fashion that most developers will be comfortable with. All source code in the book is in
         a fixed-width font like this, which sets it off from the surrounding text. In code snippets throughout the book, relevant portions are annotated for clarity.
         Changed portions of an existing snippet are typically set in bold font like this. Regarding the code you download from GitHub, indentations are done with tabs. When it comes to how many spaces you want
         a tab character to represent, that’s up to you. When I wrote the examples, I went with four spaces. The code snippets in the
         book follow that convention.
      

      
      Source code for all working examples is available on the publisher’s website (www.manning.com/books/web-performance-in-action) as well as GitHub (https://github.com/webopt).
      

      
      
      
      
Author Online
      

      
      Purchase of Web Performance in Action includes free access to a private web forum run by Manning Publications where you can make comments about the book, ask technical
         questions, and receive help from the author and from other users. To access the forum and subscribe to it, point your web
         browser to www.manning.com/books/web-performance-in-action. This page provides information on how to get on the forum once you’re registered, what kind of help is available, and the
         rules of conduct on the forum.
      

      
      Manning’s commitment to our readers is to provide a venue where a meaningful dialog between individual readers and between
         readers and the author can take place. It’s not a commitment to any specific amount of participation on the part of the author,
         whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the author challenging questions
         lest his interest stray!
      

      
      The Author Online forum and the archives of previous discussions will be accessible from the publisher’s website as long as
         the book is in print.
      

      
      
      

About the Author
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      Jeremy Wagner is a professional front-end web developer with over ten years of experience in various agencies and large companies. In addition
         to his writings on web performance, he also speaks at conferences on a variety of web development–related topics. He can be
         found on the web at https://jeremywagner.me or @malchata on Twitter.
      

      
      

About the Cover Illustration
      

      
      
      
      The figure on the cover of Web Performance in Action is captioned “Man from Bednja, near Zagreb, Croatia.” The illustration is taken from a reproduction of an album of Croatian
         traditional costumes from the mid-nineteenth century by Nikola Arsenovic, published by the Ethnographic Museum in Split, Croatia,
         in 2003. The illustrations were obtained from a helpful librarian at the Ethnographic Museum in Split, itself situated in
         the Roman core of the medieval center of the town: the ruins of Emperor Diocletian’s retirement palace from around AD 304.
         The book includes finely colored illustrations of figures from different regions of Croatia, accompanied by descriptions of
         the costumes and of everyday life.
      

      
      Dress codes and lifestyles have changed over the last 200 years, and the diversity by region, so rich at the time, has faded
         away. It’s now hard to tell apart the inhabitants of different continents, let alone of different hamlets or towns separated
         by only a few miles. Perhaps we have traded cultural diversity for a more varied personal life—certainly for a more varied
         and fast-paced technological life.
      

      
      Manning celebrates the inventiveness and initiative of the computer business with book covers based on the rich diversity
         of regional life of two centuries ago, brought back to life by illustrations from old books and collections like this one.
      

      
      
      
      


Chapter 1. Understanding web performance
      

      
      This chapter covers

      
      

      
         
         	Why web performance matters
            
         

         
         	How web browsers talk to web servers
            
         

         
         	How poorly performing websites can be detrimental to the user experience
            
         

         
         	How to use basic web optimization techniques
            
         

         
      

      
      You’ve probably heard about performance as it relates to websites, but what is it and why should you and I care about it?
         Web performance refers primarily to the speed at which a website loads. This is important because shorter load times improve the user experience
         for your site on all internet connections. Because this improves the user experience, the user is more likely to see what
         your website has to offer. This helps you achieve goals as simple as getting more users to visit and read your website’s content,
         or as lofty as getting users to take action. Slow websites test users’ patience and might result in them abandoning your website
         before they ever see what it has to offer.
      

      
      If your website is a major source of revenue, it literally pays to take stock of your site’s performance. If you have an e-commerce
         site or a content portal that depends on advertising revenue, a slow site affects your bottom line.
      

      
      In this chapter, you’ll learn the importance of web performance, basic performance-boosting techniques, and ways to apply
         them in order to optimize a client’s single-page website.
      

      
      
      
1.1. Understanding web performance
      

      
      You may be a developer who has heard of web performance, but you don’t know a lot about it. Maybe you’ve used a few techniques
         for quick wins, or you may already be well versed in the subject, and picked up this book to discover new techniques you can
         use to further tune your own websites.
      

      
      Don’t worry! Whether you have little experience in this arena or fancy yourself somewhat of an expert on the subject, the
         goal of this book is to help you better understand web performance, the methods used to improve the performance of a website,
         and the ways to apply these methods to your own website.
      

      
      Before we can talk about the specifics of web performance, however, it’s important to understand the problem we’re trying
         to solve.
      

      
      
      1.1.1. Web performance and the user experience
      

      
      High-performing websites improve the user experience. By making sites faster, you improve the user experience by speeding
         up the delivery of content. Moreover, when your site is faster, users are more likely to care about what’s on it. Not one
         user cares about the content of a site that doesn’t load quickly.
      

      
      Slow websites also have a measurable effect on user engagement. On e-commerce sites in particular, nearly half of users expect
         a website to load within 2 seconds. And 40% of users will exit if it takes more than 3 seconds to load. A 1-second delay in
         page response can mean a 7% reduction in users taking action (https://blog.kissmetrics.com/loading-time). This means not only a loss of traffic, but a loss of revenue.
      

      
      In addition, the performance of your website impacts not only your users, but also your website’s position in Google search
         results. As early as 2010, Google indicated that page speed is a factor in ranking websites in its search results. Though
         the relevance of your site’s content is still the most important factor in your site’s search ranking, page speed does play
         a role.
      

      
      Let’s take the search rankings for Legendary Tones, a relatively popular blog about guitars and guitar accessories that receives
         about 20,000 unique visitors a month. This site receives much of its traffic from organic search results, and has well-written,
         relevant content. Using Google Analytics, you can get data on the average speed of all pages and correlate them to their average
         rankings. Figure 1.1 shows the graphed findings for a month in 2015.
      

      
      
      
      Figure 1.1. The average rankings of all pages on the Legendary Tones website according to its page download time by Google. Lower values
         are better.
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      Search rankings remain stable, but when crawl times start straying beyond a second, the ranking slips. It pays to take performance
         seriously. If you’re running a content-driven site such as a blog, your organic search rankings are the greatest source of traffic you have. Reducing your
         website’s load time is one part of a formula for success.
      

      
      Now that you know why performance is important, we can begin to talk about how web servers communicate and how this process
         can lend itself to making websites slower.
      

      
      
      
      1.1.2. How web browsers talk to web servers
      

      
      To know why web optimization is necessary, you need to know where the problem lies, and that’s in the basic nature of the
         way web browsers and web servers communicate. Figure 1.2 illustrates an overview of this concept.
      

      
      
      
      Figure 1.2. A user’s request for example.com. The user sends the request for the web page via a browser and then must wait for the server
         to gather its response and send it. After the server sends the response, the user receives the web page in the browser.
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      When it’s said that web performance focuses on making websites load faster, the primary focus is on reducing load time. The
         most simple interpretation of load time is the time between the instant a user requests a website and the instant it appears on the user’s screen. The mechanism
         driving this is the time it takes for the server’s response to reach the user after the user requests content.
      

      
      Think of this process as being similar to walking into a coffee shop and asking for a cup of dark roast. After a bit of a
         wait, you get a cup of coffee. At its most basic level, talking with a web server isn’t much different: you request something
         and eventually receive what you requested.
      

      
      When a browser fetches a web page, it talks to a server in a language called Hypertext Transfer Protocol, commonly known as HTTP. The browser makes an HTTP request, and the web server replies with an HTTP response, which consists of a status code and the requested content.
      

      
      In figure 1.3, you see a request being made to example.com (an actual website, believe it or not). The verb GET tells the server to locate /index.html. Because a few versions of HTTP are in use, the server wants to know which version of the protocol is being referenced (which
         in this case is HTTP/1.1). In the last step, the request is clarified with the host of the resource.
      

      
      
      
      Figure 1.3. The anatomy of an HTTP request to example.com.
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      After making the request, you receive a response code of 200 OK, which assures you that the resource you’ve requested exists,
         along with a response containing the contents of /index.html. The content of /index.html is then downloaded and interpreted by the web browser.
      

      
      All of these steps incur what is called latency, the amount of time spent waiting for a request to reach the web server, the amount of time for the web server to collect
         and send its response, and the amount of time for the web browser to download the response. One of the primary aims of improving
         performance is to reduce latency, the amount of time it takes for a response to arrive in full. When latency occurs across
         a single request as in the example of example.com, it’s trivial. But loading practically any website involves more than a
         single request for content. As these requests increase in volume, the user experience becomes increasingly vulnerable to slower
         load times.
      

      
      In communication between HTTP/1 servers and browsers, a phenomenon known as head-of-line blocking can occur. This occurs because the browser limits the number of requests it will make at a single time (typically, six).
         When one or more of these requests are processing and others have finished, new requests for content are blocked until the
         remaining request has been fulfilled. This behavior increases page-load time.
      

      
      HTTP/2, a new version of HTTP, largely solves the head-of-line blocking problem and enjoys wide support among browsers. The
         responsibility is on servers to implement the protocol, however. As of July 2016, only approximately 8.5% of all web servers
         are using HTTP/2 (http://w3techs.com/technologies/details/ce-http2/all/all). Because HTTP/2 has the ability to fall back to HTTP/1 for clients that don’t support it, clients that understand only HTTP/1
         are still susceptible to the problems of the older protocol. Moreover, any browser communicating with an HTTP/1 server will
         encounter the same issues, regardless of its ability to support HTTP/2.
      

      
      Because we live in a complex world, we need to be able to accommodate both versions of the protocol for the time being. Going
         forward, we’ll discuss ways to optimize sites for HTTP/1, but also call out practices that may be counterintuitive on HTTP/2.
         To learn more about HTTP/2, as well as how to conditionally implement the best workflows for each version of the protocol,
         check out chapter 11.
      

      
      The next section covers how websites load content and how this behavior can lend itself to performance problems with websites.

      
      
      
      1.1.3. How web pages load
      

      
      In a boring world, all websites would be like example.com: one page with no images or JavaScript, and with minimal styling.
         But in reality, websites are often more complex than a single HTML file. Websites are an assortment of visual media that provides
         accompaniments to content, style sheets that apply design to bland markup, and JavaScript that turns static pages into applications
         capable of complex behaviors. It sounds neat, but these pieces come at a cost. Figure 1.4 shows a user’s request to get index.html from a web server.
      

      
      
      
      Figure 1.4. Steps to get index.html from a web server
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      After the browser downloads index.html, it discovers a <link> tag to a style sheet, a couple of <script> tags linking to JavaScript files, and an <img> tag referring to an image. When the browser discovers these references to other files, it makes new HTTP requests on the
         user’s behalf to retrieve them. What started off as one request for a web page has now turned into five requests. Although
         five requests aren’t much, a typical website can easily have ten times that many, or a complex one could have even a hundred
         or so. As these requests increase, so too does the amount of data downloaded. As requests and the data accompanying them increase,
         so does the amount of time it takes a page to load.
      

      
      Therein lies the challenge of enhancing website performance: balancing the requirements of modern websites with the importance
         of serving them as fast as possible. You need to know performance-enhancement techniques so you can keep complex web experiences
         from encroaching on the most valuable part of the user experience: the ability to access content.
      

      
      
      
      
      
1.2. Getting up and running
      

      
      Performance problems often signify issues in front end architecture. Although some issues can originate from a poorly configured application back end, those issues are specific to those application platforms (for example,
         PHP or .NET) and are admittedly outside the scope of this book. In this section, you’ll investigate how to fix common performance
         problems through an interactive exercise that enhances the performance of a client’s single-page website.
      

      
      This client, Coyle Appliance Repair, is an appliance repair company from the Upper Midwest. The owners have approached you
         and asked whether you can make their site faster. You’ll help them out by employing techniques that will decrease the load
         time of the website by 70% by the end of this chapter.
      

      
      In this section, you’ll get the client’s website running on your computer. To do this, you’ll use Node.js and Git. You’ll
         also use Google Chrome to simulate a network connection to a remote server so that you can measure the results of your work
         in a meaningful way.
      

      
      
      1.2.1. Installing Node.js and Git
      

      
      Node.js (informally called Node) is a JavaScript runtime that allows JavaScript to be used outside the browser. It can be used for
         numerous things, but in this case you’ll use a small Node program that runs as a local web server for running the client’s
         website. You’ll also use a couple of Node modules to achieve some optimization goals.
      

      
      You’ll use Node instead of a traditional web server (such as Apache) for simplicity. With Node, you can spin up a local web
         server quickly. It allows you to pull down exercises in this book without having to install or configure a web server. Using
         Node, you can pull down and run the example websites in this book in a matter of minutes, even if you have little or no experience
         with Node.
      

      
      To install Node, go to http://nodejs.org. In the Download section, find the installer for your operating system. When running the installer, choose the standard installation
         option to ensure that the Node Package Manager (npm) is installed. npm provides access to the vast Node package ecosystem available on http://npmjs.com, and is required to complete the client website exercise.
      

      
      You also need to install Git to pull down the client website in this chapter and the example websites later in this book.
         By using Git, you’ll be able to grab code in this book whenever you need it from a centralized location. If you’re familiar
         with Git, that’s great, but previous experience is unnecessary for following along in this book’s exercises. To download Git,
         head over to https://git-scm.com/downloads, choose the installer for your system, and run it. After you’ve installed Node and Git, continue on!
      

      
      
      
      1.2.2. Downloading and running the client’s website
      

      
      You can download the client’s website for this chapter from GitHub. To do this, download the repository into a folder of your
         choosing from the command line:
      

      
      git clone https://github.com/malchata/ch1-coyle.git
cd ch1-coyle

      
      This downloads the exercise files from the repository on GitHub into the current working directory on the command line. If
         you don’t have Git installed, or you don’t feel like cloning the repository, you can download the exercise as a zip file at
         https://github.com/webopt/ch1-coyle and extract it where you like.
      

      
      After the exercise has been downloaded, you’ll need to use npm to download the packages necessary for the web server to run. Run the following command in the same folder to download and
         install the needed packages:
      

      
      npm install express

      
      This command installs the Express framework to your current directory, which you can use to create a simple web server that
         serves static files for this and many other examples that you’ll run locally on your computer. You don’t need to know Express
         or how it works in order to follow along. None of the examples in this book makes heavy use of this framework beyond serving
         static files from your computer.
      

      
      
         
            
         
         
            
               	
            

         
      

      
         
         Permissions issues on UNIX-like operating systems
         
         npm usually installs packages without a problem on most operating systems, but if you run into problems on a Mac or any other
            UNIX-like environment, running the npm command with sudo should clear up any permissions issues. In Windows, opening a new command line as an administrator should help.
         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      Depending on your connection speed, the installation could take 10 or more seconds. After it finishes, you can run the following
         command to start the local web server:
      

      
      node http.js

      
      When you run this command, a local web server running the client website will be accessible on your computer at http://localhost:8080
         and will appear as shown in figure 1.5.
      

      
      
      
      Figure 1.5. The client’s website in the web browser running from your local machine
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      If you have another service running on port 8080, you can open the http.js file in your text editor and change the port number
         on line 8. To stop the server from running, press Ctrl-C.
      

      
      
      
      1.2.3. Simulating a network connection
      

      
      Because you’re running the client’s website on a local machine, no latency occurs when you make requests to localhost. Without latency, it’s difficult to measure any gains in performance, because no network bottleneck exists in this scenario.
      

      
      One way to get around this is to deploy the website to a remote web server as you complete the steps, but this can be convoluted
         for our purposes. A better way is to use Google Chrome Developer Tools.
      

      
      To get started, open Chrome. To open the Developer Tools on a Windows machine, press F12. On a Mac, press Command-Alt-I. The
         Developer Tools should appear within the Chrome window. Alternately, you can choose View > Developer > Developer Tools. When
         the Tools menu appears, click the Network tab that appears at the top of the window, as shown in figure 1.6.
      

      
      
      

      
      
      Figure 1.6. The location of the Network tab in the Google Chrome Developer Tools window. You can simulate internet connection speeds by
         using the throttling menu.
      

      
      [image: ]

      
      
      Near the top and to the right of the Disable cache check box is a drop-down menu labeled No throttling. This is the network
         throttling menu. When you click it, a list of options appears. These options allow you to simulate conditions that can be
         useful for performance testing. For now, select the Regular 3G profile, which simulates a slower mobile network connection.
      

      
      
         
            
         
         
            
               	
            

         
      

      
         
         Don’t forget!
         
         When you’re finished optimizing the client’s website, make sure you switch this drop-down menu back to No throttling. If you
            forget, all of your web browsing will be throttled to the selected setting while the Developer Tools are open.
         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      With your client’s website running and your network throttling set up, you’re ready to audit the client’s website and create
         a waterfall chart with Chrome’s Developer Tools.
      

      
      
      
      
      
1.3. Auditing the client’s website
      

      
      To optimize a website, you have to be able to identify areas of improvement. This means analyzing the number of requests on
         a page, the amount of data the page contains, and the amount of time it takes for the page to load. This is where Chrome’s
         network tools come in handy. In this section, you’ll learn how to create waterfall charts with these tools and how to quantify
         aspects of your client’s website so that you have a starting point for optimizing.
      

      
      Chrome’s network tools are accessible in the same place where you chose a network throttling profile, which is under the Network
         tab. To profile a site, the Record button in this pane must enabled, as shown in figure 1.7.
      

      
      
      
      Figure 1.7. The Record button must be in the enabled state (red) before you can generate a waterfall chart of assets. The Disable Cache
         check box should also be selected so that no caching is done when you reload the page to measure the results of your work.
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      The first thing you’ll want to do in the Network tab is ensure that the Disable cache check box is selected. When a website
         is first visited, none of the assets are cached, and this is the scenario that you want to be able to replicate. Otherwise,
         the site’s assets will be served from the cache. Although a site loads faster when cached, it’s best to assume that your average
         user won’t have your site assets cached. For a small site such as this, this is likely.
      

      
      In the Network tab, make sure the Record button in the upper-left corner is in the enabled state (see figure 1.7). It’s red when enabled. If you haven’t already, navigate to the client website running on your computer at http://localhost:8080
         (or reload) to generate the waterfall chart. After the page is done loading, you can see the results. Figure 1.8 shows a waterfall chart for your client’s website.
      

      
      
      
      Figure 1.8. A waterfall chart generated for your client’s website. At the top, you can see the request for index.html, followed by the
         site’s CSS, JavaScript, and images. Each bar represents a request for a site asset. The bars are positioned on the x-axis
         according to the time they began downloading on the left, and the time they have finished downloading on the right. The length
         of a bar corresponds to the amount of time it takes for the asset to be requested and downloaded by the web browser.
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      The waterfall chart generated for your client’s site shows eight requests. Although this isn’t an obscene number of requests,
         536 KB of data is spread across them, and that’s a significant amount for a small site like this. Because of the amount of
         data, the site loads in about 6.15 seconds on the Regular 3G throttling profile, which means that this site will take even
         longer to load on slower mobile networks than some users would like.
      

      
      Because this is a responsive website, it’s important to know that differences in load times will occur among devices. Responsive websites display differently at different screen widths because of mechanisms called media queries that are part of the site’s CSS. These are covered in more detail in chapter 3, but the important point to know is that this site renders differently across three types of devices: desktop computers,
         tablets, and mobile phones.
      

      
      More than that, screens across these devices vary not only in size, but in capabilities such as display density (the number
         of pixels per inch on the screen). If you’ve ever used an Apple product, for example, you’ve seen a high DPI (dots per inch)
         display at work. In order to retain high visual quality on these screens, a higher-resolution set of images is needed than
         for standard DPI displays. More information on these screen types and methods for serving images specific to them can be found
         in chapter 5.
      

      
      Don’t worry if you don’t understand all this talk of CSS media queries and screen sizes right now. The point is that the client
         website’s load time can differ not only because of the quality of its network connection, but also because of the characteristics
         of the device itself. Depending on the site visited, devices with higher display densities may download more data than devices
         with standard displays. Table 1.1 lists the amount of data transferred and website load times according to the device’s type and display density.
      

      
      Table 1.1. A comparison of page-load times across various devices. Results vary depending on the amount of data and the display density
         of the device.
      

      
         
            
            
            
            
         
         
            
               	
                  Device type

               
               	
                  Display density

               
               	
                  Page weight

               
               	
                  Load time

               
            

         
         
            
               	Mobile (phone and tablet)
               	Standard
               	378 KB
               	4.46 seconds
            

            
               	Mobile (phone and tablet)
               	High
               	526 KB
               	6.01 seconds
            

            
               	Desktop
               	Standard
               	383 KB
               	4.51 seconds
            

            
               	Desktop
               	High
               	536 KB
               	6.15 seconds
            

         
      

      
      As you proceed in performance-tuning the client’s website, you’ll keep tabs on load times and the amount of data you reduce
         for each scenario as it pertains to the Regular 3G throttling profile you’ve chosen. Let’s get to work!
      

      
      
      
      
1.4. Optimizing the client’s website
      

      
      When improving the performance of a website, the goal is simple: reduce the amount of data transferred. By pursuing this,
         you’ll decrease the amount of time that the site loads on any device. The best part of this pursuit is that it benefits the
         user on both HTTP/1 and HTTP/2 servers. If there’s one piece of advice that always wins out, it’s this: fewer bytes transferred
         means faster load times.
      

      
      Reducing requests can help, and some performance-boosting techniques that follow in this book will encourage you to do this,
         but be aware that this approach works best for an HTTP/1 workflow. This client’s site is already light on requests and won’t
         benefit much from it.
      

      
      In these optimization efforts, you’ll start by minifying the assets of the site, which includes the CSS, the JavaScript, and
         the HTML itself. Then you’ll move on to optimize the images on the site without compromising their visual integrity. Finally, you’ll finish by employing compression on the
         server for text assets.
      

      
      
         
            
         
         
            
               	
            

         
      

      
         
         Want to skip ahead?
         
         If you get stuck at any point while working on the client’s website (or you’re curious to see how it all comes together),
            you can skip to the final, optimized code by using the git command. Type git checkout -f optimized in the root folder of the web project, and the final, optimized site will be downloaded to your computer. Be aware that performing
            this action overwrites any work you’ve done locally, so back up your work!
         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      
      1.4.1. Minifying assets
      

      
      Minification is a process by which all whitespace and unnecessary characters are stripped from a text-based asset without affecting the
         way that asset functions. Figure 1.9 illustrates the basic idea of minification as it applies to CSS.
      

      
      
      
      Figure 1.9. Minification of a CSS rule. In this example, a CSS rule is minified from 98 bytes down to 77, which represents a 21% reduction.
         When this concept is applied to all text assets on a site, the reductions can total many kilobytes.
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      Many human-readable files such as CSS and JavaScript contain whitespace and characters that are inserted by developers during
         development. We use line breaks and indentation in our CSS and JavaScript to make them easier to read, as well as using comments
         in source code for documentation purposes.
      

      
      Web browsers need no such help when reading these files. The fewer unnecessary characters that are in these files, the faster
         the web browser will download and parse them.
      

      
      
         
            
         
         
            
               	
            

         
      

      Tip

      
      
      When minifying files, it’s important to preserve the original, unminified source. Chances are near certain that you’ll have
         to edit files in a web project again after you minify them. Chapter 12 will help you in this endeavor.
      

      
      
         
            
         
         
            
               	
            

         
      

      
      In this section, you’ll start by minifying the site’s CSS, then JavaScript, and finally the HTML. Before you continue, you’ll
         download a couple of packages by using npm that will allow you to minify files on the command line:
      

      
      npm install –g minifier html-minify

      
      This installation could take a minute or so. After the packages install, you’ll be ready to minify the site’s assets. When
         you’re finished with this section, you’ll have reduced the site’s total weight by 173 KB.
      

      
      
      
Minifying the website’s CSS
      

      
      The site’s CSS is 18.2 KB. By minifying it, you could reduce the weight of the page a bit. To minify the site’s CSS, you need
         to do two things: run the minifier program and then update the HTML to point to the newly minified file. To minify the CSS,
         run this command inside the website’s css folder:
      

      
      minify -o styles.min.css styles.css

      
      This command’s syntax is simple. It specifies the output file (styles.min.css) with the -o argument. After this argument, the input filename (styles.css) is specified. After the command finishes, check the size of
         the output file, and you’ll notice that the minified file is 14% smaller, at 15.6 KB. Not a huge savings, but it’s a good
         start. Let’s update the reference to this file in index.html by changing the <link> tag reference from styles.css to styles.min.css, like so:
      

      
      <link rel="stylesheet" type="text/css" href="css/styles.min.css">

      
      Next, reload the client’s website in your web browser to ensure that the website’s styles still work. You can verify that
         the minified styles are in place by checking the updated waterfall graph and looking for a reference to styles.min.css. Your
         client website’s CSS is now minified!
      

      
      
      
      
Minifying the website’s JavaScript
      

      
      The website’s JavaScript has a much larger share of data than the CSS does. This site uses two JavaScript files: jquery.js
         (the jQuery library) and behaviors.js (the site’s behaviors that are dependent on jQuery). These weigh in at 252.6 KB and
         3.1 KB, respectively. To minify these files, you run the minify command on them, as you did for the site’s CSS:
      

      
      minify -o jquery.min.js jquery.js
minify -o behaviors.min.js behaviors.js

      
      After the .js files are minified, check the size of the output files and compare them to the unminified versions. You’ll see
         that behaviors.js has been reduced by 46% to 1.66 KB, and jquery.js has been reduced by 66% to 84.4 KB. This tremendous improvement
         knocks off a large chunk of the site’s total weight (which you’ll measure and compare at the end of this section).
      

      
      You need to update the references to jquery.js and behaviors.js, to jquery.min.js and behaviors.min.js, in index.html. Locate
         the <script> tags that reference these files and change them to the following:
      

      
      <script src="js/jquery.min.js"></script>
<script src="js/behaviors.min.js"></script>

      
      Then reload the page and check the Network tab to see that the minified files are referenced. If they are, you’re ready to
         minify the last asset, which is the website’s HTML.
      

      
      
      
      
Minifying the website’s HTML
      

      
      Although not as large as the savings you’ve realized by minifying the site’s JavaScript, the site’s HTML is another asset
         that you can minify. Rather than using the minify Node package (which is intended for use with CSS and JavaScript files), you’ll use the htmlminify package instead.
      

      
      
         
            
         
         
            
               	
            

         
      

      
         
         Unintended consequences of minifying HTML
         
         Minification of HTML usually goes off without a hitch, but you may notice that minor shifts can occur to the layout. This
            is due to the influence of whitespace on CSS display types such as inline and inline-block. If you indent your HTML, these CSS display types could act a bit differently after the whitespace around them is removed. Some tweaking of your CSS may be necessary
            if the effects are dramatic. Also be aware of any properties or tags that treat whitespace literally, such as the CSS white-space property or the HTML <pre> tag.
         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      Before you minify the site’s HTML, you need to copy index.html in the site’s root folder to a separate source file named index.src.html
         so you can preserve the original for changes. After you copy this file, you can minify it with htmlminify, like so:
      

      
      htmlminify -o index.html index.src.html

      
      You’ll see that the minified file is 19% smaller than its original size—from 4.57 KB to 3.71 KB. Not a huge savings, but it
         does squeeze a bit more toothpaste out of the tube, so to speak, and for not much more effort.
      

      
      With your site assets minified, you’ve managed to slim down your website by 173 KB. Because these assets are needed for the
         web page to work across all types of devices, this is a consistent performance gain for users of any device. Figure 1.10 compares load times before and after minification for all device types shown in table 1.1.
      

      
      
      
      Figure 1.10. Load times of the client’s website on the Regular 3G network throttling profile before and after minification. Improvements
         range anywhere from 31% to 41%, depending on the visitor’s device.
      

      
      [image: ]

      
      
      Through a modest effort, you were able to decrease load times by anywhere from 31% to 41%! This is no small improvement, and
         more is yet to come. In the next section, you’ll further improve the yields on text assets via a server-side mechanism called
         server compression.
      

      
      
      
      
      
      1.4.2. Using server compression
      

      
      Surely you’ve been emailed compressed files. These files are often used in online communications as a handy way to package
         multiple files into a single one. Aside from the convenience of consolidation, compressing files can also reduce their size.
         Server compression works on a similar principle with respect to reduction of file sizes, and web browsers are able to accept
         and decompress compressed content on behalf of the user. Figure 1.11 provides an overview of this concept.
      

      
      
      
      Figure 1.11. The process of server compression
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      Server compression works as follows: A user requests a web page from a server. The user’s request is accompanied by an Accept-Encoding header that tells the server the compression formats the browser is capable of using. If the server is capable of encoding
         the content as indicated in the Accept-Encoding header, it will reply with a Content-Encoding header that describes the compression method used along with the compressed content.
      

      
      This is useful because much of the content that’s downloaded from websites tends to be text, which compresses well. A compression
         method called gzip has nearly universal browser support, and is very effective in reducing the size of text assets. In this step of optimizing your client’s website, you’ll configure your server
         to serve compressed content. As a result of these efforts, you’ll reduce the weight of the page by an additional 70 KB and
         improve its load time by 18% to 32%, depending on the visitor’s device. Before you do this, though, go to your command line
         and stop the web server by pressing Ctrl-C. Then type the following command to install the compression module:
      

      
      npm install compression

      
      After the installation finishes, open http.js in your text editor and add the bold lines that you see in this listing.

      
      
      
      Listing 1.1. Configuring the Node HTTP server to use compression
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      After you’ve made these changes, restart the web server. Reload the page and view the waterfall graph to see the results.
         Table 1.2 compares text assets before and after compression.
      

      
      Table 1.2. A comparison of text assets on the client’s website before and after the application of server compression
      

      
         
            
            
            
            
         
         
            
               	
                  Asset filename

               
               	
                  Size before

               
               	
                  Size after

               
               	
                  Reduction

               
            

         
         
            
               	index.html
               	4 KB
               	1.8 KB
               	55%
            

            
               	styles.min.css
               	15.9 KB
               	3.1 KB
               	80.5%
            

            
               	jquery.min.js
               	84.7 KB
               	30 KB
               	64.5%
            

            
               	behaviors.min.js
               	1.9 KB
               	1.1 KB
               	42.1%
            

            
               	Total:
               	106.5 KB
               	36 KB
               	66.2%
            

         
      

      
      The reduction of file sizes is clearly significant. The size of all text assets prior to applying compression was 106.5 KB.
         After using compression, you were able to reduce this by about 66%, to an even lower 36 KB! So what does this do for load
         times? Quite a bit. Figure 1.12 compares load times across devices.
      

      
      
      
      Figure 1.12. Load times of the client’s site on the Regular 3G throttling profile before and after applying compression. Depending on the
         visitor’s device, load times improve anywhere from 18% to 32%.
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      This simple step has significantly improved the site’s load time. It’s important to note that different web servers require
         different steps to configure compression for assets. The following listing shows how to enable compression for common asset
         media types in the software’s httpd.conf configuration file.
      

      
      
      
      Listing 1.2. Enabling server compression on Apache web servers
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      In Microsoft Internet Information Services (IIS), compression can be configured by entering the admin panel via the inetmgr executable, going to a specific website, and editing the compression settings through the utility’s GUI. No matter what kind
         of web server you use, the benefit of compression is largely the same. Some allow more configuration than others.
      

      
      With compression applied and working on your client’s website, you can move on to the final part of this optimization plan:
         optimizing images.
      

      
      
      

      
         
            
         
         
            
               	
            

         
      

      
         
         Compression pro tip
         
         Have you ever tried to zip a JPEG or an MP3 file? Not only does this provide no additional savings, but the final zip file
            may end up being larger. This is because those types of files are already compressed when they’re encoded. Compressing content
            on the web is no different. Avoid compressing file types that already use compression when they’re encoded, such as JPEG,
            PNG, and GIF images and WOFF and WOFF2 font files.
         

         
      

      
         
            
         
         
            
               	
            

         
      

      
      
      
      1.4.3. Optimizing images
      

      
      Image compression has come a long way since the days of Photoshop’s Save for Web dialog box. Today’s algorithms are so efficient
         at reducing the file size of full-color images that the end result is usually indistinguishable from the source image. The
         savings in file size, however, can be significant. Figure 1.13 compares two images, before and after optimization.
      

      
      
      
      Figure 1.13. Image optimization in action on a PNG image. Optimizing images in this manner uses a re-encoding technique that discards unnecessary
         data from the image, but doesn’t noticeably impact the image’s visual quality.
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      If you can’t notice a difference between the two images, that’s the point. The idea behind this type of optimization is to
         retain as much visual quality as possible from the source, while discarding unnecessary data.
      

      
      That’s not to say that this type of optimization can’t lead to undesirable results. Any optimization can go too far, leading
         to a noticeable loss in quality. Chapter 6 delves into image optimization not only for PNG files, but for JPEG and SVG images as well. The rule of thumb is to compare
         the result of any optimization to the original source, and make sure that you’re satisfied with the results.
      

      
      Many services can compress images for you, including some command-line and automated tools covered in chapters 6 and 12. For the sake of simplicity, though, you’ll go with a web service named TinyPNG (http://tinypng.com), shown in figure 1.14.
      

      
      
      
      Figure 1.14. TinyPNG compressing the client website’s images and reporting a 61% reduction of total size
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      Despite the name, this site compresses not only PNG images, but also JPEG images. Depending on the visitor’s device, four
         images show in the desktop view, and only three in the mobile views. The size of these images depends on the kind of screen viewing them. High DPI screens (such as
         Retina screens on Apple devices) need the larger set of images to provide the best visual experience, whereas standard DPI
         screens can use the smaller set of images. The differences between these screens and the ways to serve them based on a device’s
         capability are covered in chapter 5. At this point, the goal is to take whatever images are in the img folder, use the TinyPNG service to optimize them, and
         observe the gains.
      

      
      To compress these images, upload them to the TinyPNG site, and the site will automatically optimize them. When finished, download
         all of them and copy them to the img folder of the website. When prompted, select the Overwrite option for any conflicts.
         Then reload the page and check the waterfall graph again in Chrome’s Developer Tools to see the difference these smaller images
         have made. Table 1.3 lists images on the site before and after their optimization.
      

      
      Table 1.3. A comparison of image sizes before and after their optimization using the TinyPNG web service
      

      
         
            
            
            
            
         
         
            
               	
                  Asset filename

               
               	
                  Size before

               
               	
                  Size after

               
               	
                  Reduction

               
            

         
         
            
               	bg.png
               	56.6 KB
               	32.0 KB
               	-43%
            

            
               	bg@2x.jpg
               	147.4 KB
               	29.4 KB
               	-80%
            

            
               	brothers.jpg
               	11.9 KB
               	9.7 KB
               	-18%
            

            
               	brothers@2x.jpg
               	33.8 KB
               	29.8 KB
               	-12%
            

            
               	logo.png
               	31.6 KB
               	12.0 KB
               	-62%
            

            
               	logo@2x.png
               	70.5 KB
               	25.2 KB
               	-64%
            

            
               	states.png
               	4.9 KB
               	1.8 KB
               	-63%
            

            
               	states@2x.png
               	9.6 KB
               	3.5 KB
               	-63%
            

         
      

      
      By the looks of it, all images benefit to a varying degree from this optimization—some more than others, certainly. But the
         real question is, how does this impact page-load time? Figure 1.15 compares load times before and after this image optimization effort.
      

      
      
      
      Figure 1.15. Load times of the client’s website on the Regular 3G network throttling profile before and after optimizing images. Depending
         on the visitor’s device, load times improve anywhere from 23% to 53%.
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      Optimizing images has had a pronounced effect on your load times. Load times for all devices have been reduced to less than
         2 seconds, which is significant, especially for 3G networks! With your work done, let’s take a look at the full impact of
         your efforts.
      

      
      
      
      
      
1.5. Performing the final weigh-in
      

      
      With your optimization efforts in the can, you can compare the amount of data transferred by the server before and after your
         efforts for each of the four scenarios in table 1.4.
      

      
      Table 1.4. A comparison of page weights for the client’s website for various device types before and after optimizations have been made
      

      
         
            
            
            
            
         
         
            
               	
                  Device type

               
               	
                  Page weight before

               
               	
                  Page weight after

               
               	
                  Reduction

               
            

         
         
            
               	Mobile (high DPI)
               	526 KB
               	118 KB
               	77.5%
            

            
               	Mobile
               	378 KB
               	87.4 KB
               	76.8%
            

            
               	Desktop (high DPI)
               	536 KB
               	121 KB
               	77.4%
            

            
               	Desktop
               	383 KB
               	89.5 KB
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