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   forewords
 

  
 

   

   Working with graph neural networks and large language models over the years has taught me that each technology has profound strengths and equally profound limitations. Graph neural networks excel at understanding structured relationships but struggle with natural language interfaces. Large language models can engage in sophisticated conversations but frequently hallucinate facts and lack reliable grounding in structured knowledge.
 

  
 

   

   Knowledge Graphs and LLMs in Action tackles an important challenge in AI: how do we combine these technologies to build systems that are both intelligent and trustworthy? Alessandro Negro, Giuseppe Futia, Vlastimil Kůs, and Fabio Montagna don't just theorize about this convergence; they provide practical recipes for making it work. Their approach bridges the gap between the precision of knowledge graphs and the accessibility of natural language, creating systems that can reason over complex data and explain their conclusions.
 

  
 

   

   What impressed me most about this work is its rare emphasis on real-world implementation. The authors walk you through building knowledge graphs from messy, unstructured data and then show how to integrate them with language models for applications in healthcare, law enforcement, and beyond. The examples are concrete and the code is production-ready, making this both a learning resource and a practical guide.
 

  
 

   

   The technical depth here is substantial, covering everything from graph construction to advanced retrieval systems, but the authors never lose sight of the practical goal: building AI systems that can serve as reliable advisors in critical decisions. This hybrid approach addresses the reliability and explainability challenges that have limited AI deployment in high-stakes environments.
 

  
 

   

   If you're working on AI systems that need to be both powerful and trustworthy, Knowledge Graphs and LLMs in Action provides a clear framework for achieving it. The combination of knowledge graphs and language models represents a significant step toward AI that can handle complexity while maintaining the transparency and reliability that real-world applications demand.
 

  
 

   

   —Maxime Labonne
 

  
 

   

   Head of Post-Training, Liquid AI
 

  
 

   

   As a data science leader and passionate advocate for knowledge graphs, I’m thrilled to recommend Knowledge Graphs and LLMs in Action. We are witnessing a transformative moment in AI, shaped by the rise of generative AI and large language models (LLMs). Systems like Gemini and ChatGPT have opened the doors to natural language interaction at scale, offering a glimpse of intelligent machines. Yet we know these models are not without flaws. Hallucinations, outdated knowledge, limited transparency, and a lack of contextual grounding remain real challenges.
 

  
 

   

   Addressing concerns like these is where knowledge graphs (KGs) shine, not just as a complement to LLMs, but as a necessary foundation for building accurate, explainable, and context-aware systems. This book demonstrates how the convergence of KGs and LLMs creates a powerful synergy, mitigating each other’s weaknesses while unlocking their full potential.
 

  
 

   

   The authors—Alessandro Negro, Vlastimil Kůs, Giuseppe Futia, and Fabio Montagna—bring years of hands-on experience and consulting expertise. Their work moves beyond theory to deliver actionable, production-ready insights grounded in real-world applications.
 

  
 

   

   This book is more than a reference for knowledge graphs and LLMs. It’s a practical toolkit for developing intelligent systems that enhance, not replace, human decision-making across domains like healthcare, finance, and law enforcement.
 

  
 

   

   In an age where AI must be transparent, contextual, and trustworthy, this book is both timely and essential. It belongs on the shelf of every data scientist, engineer, architect, and knowledge-driven professional ready to build the next generation of intelligent systems.
 

  
 

   

   Thank you, Alessandro, Vlastimil, Giuseppe, and Fabio, for this insightful and practical book!
 

  
 

   

   —Khalifeh AlJadda
 

  
 

   

   Director of Data Science, Google Customer Solutions
 

  


 

   

   preface
 

  
 

   

   When I was nearing completion of my previous book, Graph-Powered Machine Learning, I reached out to my acquisitions editor, Mike Stephens, with a proposal for a natural continuation. That earlier work introduced knowledge graphs and demonstrated how they could be built using natural language processing, but many readers pointed out that graph neural networks were a significant missing piece. My proposed book would fill that gap while extending the knowledge graph story further, including detailed analysis and building techniques.
 

  
 

   

   Mike accepted the proposal, and I embarked on a new adventure with the working title Knowledge Graphs Applied. Recognizing the scope of the challenge, I invited three colleagues from GraphAware—Fabio, Giuseppe, and Vlastimil—to join the effort, confident that their combined expertise would be invaluable. I naively thought that if one author could write a book in four years, four authors could complete a book in just a year. That assumption proved as flawed as expecting nine women to deliver a baby in one month.
 

  
 

   

   Reality had other plans. Over the past years, significant changes swept through the technology landscape. Large language models (LLMs) and generative AI disrupted the field entirely, and knowledge graph practitioners suddenly found themselves with unprecedented opportunities to use this established technology in revolutionary ways. We initially planned to build on existing natural language processing (NLP) tools like BERT, but these were rapidly being superseded by LLM capabilities that opened new possibilities for building, querying, and analyzing knowledge graphs.
 

  
 

   

   This was precisely where many practitioners, ourselves included, were struggling. Rather than resist this transformation, we decided, together with Mike and Dustin Archibald (our development editor), to embrace it. We adjusted our title to Knowledge Graphs and LLMs in Action and substantially revised the content to position LLMs as an integral component of our ultimate goal: intelligent advisor systems that empower humans in performing complex decision-making tasks. This pivot required extensive refactoring and a fundamental shift in our approach, but the result exceeded our expectations.
 

  
 

   

   The book you are reading has evolved into a manifesto for the power of hybrid systems. It demonstrates how combining these technologies—knowledge graphs, which are well established, and LLMs, which are newly emerged—creates a flywheel effect that delivers remarkable long-term results. Knowledge graph practitioners will discover how to use LLM capabilities for greater impact, and LLM practitioners will learn techniques that address some of the major limitations of language models.
 

  
 

   

   We invite you to join us on this journey toward more intelligent, more reliable, and more human-centered AI systems.
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   about this book
 

  
 

   

   Knowledge Graphs and LLMs in Action is a comprehensive guide to building hybrid intelligent systems that combine the structured reasoning capabilities of knowledge graphs (KGs) with the natural language understanding of large language models (LLMs). This book demonstrates how these complementary technologies can work together to create more powerful, reliable, and explainable AI solutions that address real-world challenges across various domains.
 

  
 

   

   Who should read this book
 

  
 

   

   This book is designed for machine learning engineers, data scientists, graph experts, and AI engineers who want to harness the synergistic power of KGs and LLMs. Whether you're working with structured enterprise data, building recommendation systems, developing fraud detection algorithms, or creating question-answering applications, this book will show you how to use both technologies to achieve better results than either could deliver alone.
 

  
 

   

   If you're a data scientist looking to enhance your models with structured knowledge, a machine learning engineer seeking to reduce hallucinations in LLM applications, or an AI practitioner interested in building explainable and verifiable systems, this book provides the practical guidance you need. Although some familiarity with machine learning concepts and graph databases is helpful, the book introduces all necessary concepts and builds complexity gradually.
 

  
 

   

   How this book is organized: A roadmap
 

  
 

   

   The book has 15 chapters organized into 5 parts, progressing from foundational concepts to advanced implementations.
 

  
 

   

   Part 1 establishes the theoretical and practical foundations for hybrid intelligent systems:
 

  
 

   

   	 Chapter 1 introduces the powerful combination of KGs and LLMs, demonstrating their complementary nature through concrete examples and use cases. 
 

   	 Chapter 2 explores fundamental concepts of intelligent systems, diving deep into knowledge representation and reasoning strategies, and illustrating how KGs and LLMs work together in practice. 
 

  
 

   

   Part 2 focuses on building KGs from structured data sources:
 

  
 

   

   	 Chapter 3 demonstrates KG construction through a healthcare example, showing how to help clinicians diagnose rare diseases using the Human Phenotype Ontology. 
 

   	 Chapter 4 expands on these foundations with advanced analysis methodologies, including community detection algorithms and multisource integration across biomedical applications. 
 

  
 

   

   Part 3 tackles the challenging realm of extracting knowledge from unstructured text:
 

  
 

   

   	 Chapter 5 demonstrates the fundamental pipeline for converting text to KGs using both traditional natural language processing (NLP) and modern LLM-based methods through a case study at the Rockefeller Archive Center. 
 

   	 Chapter 6 expands on document processing workflows, from OCR scanning to sophisticated graph analytics for identifying research networks and influence patterns. 
 

   	 Chapter 7 explores named entity disambiguation in healthcare regulation, showing how to link entities to structured knowledge bases like the Unified Medical Language System (UMLS) and Systematized Nomenclature of Medicine (SNOMED). 
 

   	 Chapter 8 introduces an innovative approach to disambiguation that combines open LLMs with domain ontologies for enhanced accuracy. 
 

  
 

   

   Part 4 explores machine learning applications on KGs:
 

  
 

   

   	 Chapter 9 introduces fundamental concepts for applying machine learning to KGs and establishes the theoretical foundation for learnable representations. 
 

   	 Chapter 10 illustrates feature engineering approaches through practical examples in fraud detection and drug repurposing. 
 

   	 Chapter 11 advances into graph neural networks, showing how these architectures automatically learn optimal representations from graph structures. 
 

   	 Chapter 12 demonstrates real-world applications through anti-money laundering and movie recommendation systems. 
 

  
 

   

   Part 5 brings everything together in practical information retrieval systems:
 

  
 

   

   	 Chapter 13 explores integrating KGs with LLMs through retrieval augmented generation, demonstrating graph RAG systems. 
 

   	 Chapter 14 shows how to build sophisticated question-answering systems that emulate domain expert reasoning through a law enforcement example. 
 

   	 Chapter 15 provides a complete implementation using LangGraph and Streamlit, demonstrating how to build production-ready systems. 
 

  
 

   

   The book is designed to be read sequentially for comprehensive understanding, but experienced practitioners can focus on specific parts based on their immediate needs. Beginners should start with parts 1 and 2 to establish foundational knowledge before exploring specialized applications in later parts.
 

  
 

   

   About the code 
 

  
 

   

   This book contains extensive source code examples demonstrating practical implementations of KG and LLM integration. Code appears both in numbered listings and in line with explanatory text, formatted in a fixed-width font like this to distinguish it from regular content. Sometimes code is also in bold to highlight relevant pieces.
 

  
 

   

   In many cases, the original source code has been reformatted; we've added line breaks and reworked indentation to accommodate the available page space in the book. In rare cases, even this was not enough, and listings include line-continuation markers (↪). Additionally, comments in the source code have often been removed from the listings when the code is described in the text. Code annotations accompany many of the listings, highlighting important concepts.
 

  
 

   

   All source code examples are available for download from the book's GitHub repository at https://github.com/alenegro81/knowledge-graphs-and-llms-in-action. The repository includes complete implementations for each chapter's examples, along with setup instructions and data files needed to run the code.
 

  
 

   

   The examples require Python 3.8 or higher and various libraries, including Neo4j, NetworkX, transformers, LangChain, and Streamlit. Specific requirements and installation instructions are provided in each chapter and the repository's documentation. Some examples also require access to OpenAI APIs or other language model services, with instructions for setting up the necessary credentials.
 

  
 

   

   You can get executable snippets of code from the liveBook (online) version of this book at https://livebook.manning.com/book/knowledge-graphs-and-llms-in-action. The complete code for the examples in the book is also available for download from the Manning website at https://www.manning.com/books/knowledge-graphs-and-llms-in-action.
 

  
 

   

   liveBook discussion forum
 

  
 

   

   Purchase of Knowledge Graphs and LLMs in Action includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the authors and other users. To access the forum, go to https://livebook.manning.com/book/knowledge-graphs-and-llms-in-action/discussion. 
 

  
 

   

   Manning’s commitment to our readers is to provide a venue where a meaningful dialogue among individual readers and between readers and the authors can take place. It is not a commitment to any specific amount of participation on the part of the authors, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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Part 1 Foundations of hybrid intelligent systems

 

  
 

   

   The convergence of knowledge graphs (KGs) and large language models (LLMs) marks a pivotal moment in the development of intelligent systems. This part of the book lays the foundation for understanding how these complementary technologies can work together to create more powerful and effective solutions. 
 

  
 

   

   The integration of these technologies addresses the key limitations of each approach while amplifying their strengths. KGs provide the explicit, verifiable, and updatable knowledge representation that LLMs often lack; and LLMs offer the natural language understanding and generation capabilities that make complex knowledge structures more accessible. This synergy enables the development of intelligent systems that can
 

  
 

   

   	 Handle both structured and unstructured data effectively 
 

   	 Combine multiple types of reasoning strategies 
 

   	 Provide explainable and verifiable results 
 

   	 Continuously update their knowledge base 
 

   	 Interact naturally with users while maintaining accuracy and reliability 
 

  
 

   

   Chapter 1 introduces the powerful combination of KGs and LLMs, establishing their complementary nature and illustrating how they can enhance each other's capabilities through concrete examples and use cases. It sets the stage for understanding the transformative potential of this hybrid approach.
 

  
 

   

   Chapter 2 explores the fundamental concepts of intelligent systems, diving deep into different types of knowledge representation and reasoning strategies. It illustrates how KGs and LLMs can work together in practice, examining their roles in knowledge acquisition, representation, and various forms of reasoning.
 

  
 

   

   The frameworks and concepts introduced in these chapters provide the foundation for the practical implementations and advanced applications discussed throughout the remainder of the book.
 

  


 

   

   
1  Knowledge graphs and LLMs: A killer combination

 

  
 

   

   This chapter covers
 

    

    	Introducing knowledge graphs
 

    	Introducing large language models
 

    	Building data-driven applications using knowledge graphs and large language models
 

   
 

  
 

   

   Generative artificial intelligence (GenAI), powered by large language models (LLMs) like Google’s Gemini and OpenAI’s GPT, has transformed how we work and live, revolutionizing business after business. Despite this success, generative AI falls short in domains where specific domain knowledge, high accuracy, and explainability are essential. And it has other significant limitations, including hallucinations and a lack of context and relations. This is where knowledge graphs (KGs) come in, providing contextual information—such as experiences, environmental characteristics, cultural aspects, and social norms—needed to build the “third wave of AI” [1] for mission-critical applications.
 

  
 

   

   KGs are sophisticated graph structures that represent real-world entities (people, places, diseases, proteins), define meaningful connections between them, and provide context. KGs provide structured, explainable knowledge representation but are challenging to build and query; LLMs offer natural language processing capabilities but suffer from hallucinations, stale information, and a lack of domain-specific grounding. Together, they are a “killer combination”: LLMs can extract entities and relationships from unstructured text to build KGs more efficiently, providing more autonomous and powerful graph querying and analysis. Meanwhile, KGs provide reliable, up-to-date domain knowledge to ground LLM responses and prevent hallucinations.
 

  
 

   

   Blending KGs and LLMs is a powerful approach to building sophisticated data-driven applications that can harmonize disparate data sources, provide natural language interfaces, and deliver contextually grounded intelligent responses. In this book, you’ll learn to adopt business-focused approaches, model KG schemas, use LLMs for entity extraction, validate information integrity, and create conversational AI systems that can answer complex domain-specific questions using structured and unstructured data.
 

  
 

   

   
1.1 Knowledge graphs
 

  
 

   

   KGs incorporate a structured representation of human knowledge into machines, enabling more intelligent behavior. This is achieved by creating a sophisticated graph structure with these elements:
 

  
 

   

   	 Nodes represent real-world entities (people, places, organizations, diseases, proteins, genes). 
 

   	 Relationships define meaningful connections between these nodes (a person born in a place, a disease causing symptoms, a gene encoding a protein). 
 

   	 Properties provide context (birth dates, geographic coordinates, organizational history, disease descriptions in multiple languages). 
 

  
 

   

   Figure 1.1 shows a healthcare KG in which entities (diseases, drugs, compounds, anatomical structures) are connected through meaningful relationships. This explicit representation enables machines to perform reasoning and inference on the structured knowledge, supporting complex intelligent systems for decision-making.
 

  
 

    

   [image: figure] 

   
Figure 1.1 Example KG in the healthcare domain. Nodes (circles) represent entities, such as people, diseases, and anatomic parts. Edges (relationships) represent meaningful connections among entities. Nodes and edges have properties describing relevant details.



  
 

   

   Despite their effectiveness and advantages in supporting the development of intelligent systems, KGs haven’t been widely adopted for several reasons, including the following:
 

  
 

   

   	 They are expensive to build and maintain in terms of time, effort, and money. 
 

   	 Intricate access patterns are required to navigate multiple hops. 
 

   	 Their results scatter information across multiple nodes and relationships. 
 

  
 

   

   Building a KG requires recognizing and extracting relevant entities and connections from heterogeneous data sources, structured and unstructured. Dealing with structured data sources is vastly less complicated than working with unstructured data. In structured or semistructured data (from relational databases or files in CSV, XML, or JSON format), items are isolated, identified, and often typed. Such data must still be mapped from the original schemas to a common graph schema, but the process is controllable and predictable. 
 

  
 

   

   Unstructured data is another story. Extracting information from text has always been a complex task for the following reasons:
 

  
 

   

   	 Multiple languages—Each language has its own grammatical rules, vocabulary, idioms, and nuances. Processing text in multiple languages requires a system that understands and manages these differences. Additionally, languages can have unique writing systems (e.g., Latin, Cyrillic, Chinese), requiring support for various scripts and encodings. 
 

   	 Typos—Human-written text often contains typographical errors, misspellings, and other mistakes requiring sophisticated algorithms to understand the intended meaning. 
 

   	 Pronouns—Resolving what a pronoun refers to (coreference resolution) is vital for accurate comprehension. For example, in the sentence “John saw Bob and he waved,” it is unclear whether “he” refers to John or Bob. 
 

   	 Different writing styles—Authors use synonyms, varied sentence structures, and unique expressions, making it hard for systems to maintain consistency and accurately interpret different writing styles. 
 

   	 Domain-specific terminology and concepts—Many specialized fields use unique vocabularies, technical jargon, and concepts that require domain expertise to understand and extract accurately.  
 

  
 

   

   Accurately extracting and interpreting information from human languages requires advanced techniques and robust systems. But building a KG is just the beginning. It holds vast, interconnected information (knowledge) that must be accessed correctly to obtain the right answers to questions and support intelligent systems. Flexibility in defining the schema for a KG helps with handling heterogeneous data sources and complex domain connections but complicates access by those who don’t know how to query it properly. Predefined queries and analyses can help build specific intelligent systems but limit the types of users and the support these systems can provide. And results are often difficult to interpret by non-experts and across user interfaces.
 

  
 

   

   Let’s look at some examples. The best-known early adopter of KGs was Google, which used them to enhance user searches by providing “relevant” connected information. This approach emphasizes searching for things, not just strings, but it’s limited to search applications. 
 

  
 

   

   Many analysts use KGs to answer complex investigative questions. But due to the complexity of the graph querying process and the need for specific interfaces, this use is confined to a smaller user base. 
 

  
 

   

   Imagine individuals posing questions to a KG using natural language, and the intelligent system finding the correct answers by querying the graph effectively and then transforming the results into simple summaries. We construct this scenario throughout this book.
 

  
 

   

   
1.2 Large language models
 

  
 

   

   LLMs, which specialize in handling natural language, can eliminate barriers to the evolution of intelligent systems that use KGs as the core technology. These systems can help users accomplish tasks in complex domains.
 

  
 

   

   The foundation of LLMs is transfer learning: the ability to reuse patterns learned in generic tasks (such as predicting masked tokens) for specific tasks (such as relation extraction) [2] (see figure 1.2). This breakthrough shifted the paradigm from training many small, task-specific models to training a few large models that are reusable across multiple tasks, significantly reducing the training data and computational resources required for supervised learning. 
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Figure 1.2 In transfer learning, a model (or part of it) trained on a specific task is used as part of the training and predictions for another task. 


  
 

   

   Pretrained language models (PLMs) trained with transformer architectures [3] on large-scale corpora demonstrated the capacity to perform natural language processing (NLP) tasks with a single big model. Enhancements in model scaling led to increased model capacities, and further investigations of scaling effects expanded the parameter scale. The term large language model refers to a PLM with significant scale—typically tens or hundreds of billions of parameters. The emergence of LLMs such as GPT-2 [5], which are trained on enormous volumes of textual data, transformed the field of AI. Their modern counterparts, including GPT-4 [5], Gopher [6], and PaLM [7], breathe new life into the phrase “unreasonable effectiveness of data” [8]. Their performance is deemed “unreasonable” for three interconnected reasons: 
 

  
 

   

   	 Model complexity (a.k.a. number of parameters) 
 

   	 Size—and, in the case of GPT, quality—of the training corpus 
 

   	 Their ability to reduce tasks requiring human intelligence to next token prediction 
 

  
 

   

   As shown in the paper “Scaling Laws for Neural Language Models” [9], larger neural models (i.e., those with more trainable parameters) require fewer data samples to reach the same performance in terms of the test-set loss. The same paper proves that the size of the training corpus is of paramount importance. Not surprisingly, the more data the model has to learn from, the better it gets. But data quality is equally crucial. Traditional machine learning typically followed a model-centric paradigm, focusing on identifying the best model architecture and fine-tuning hyperparameters. However, faulty data can lead to faulty predictions. A data-centric paradigm prioritizes data engineering to improve both the quality and quantity of data used for training high-complexity ML models. With these improvements, we can formulate tasks in natural language, and LLMs generate accurate answers with minimal model engineering required (see figure 1.3). 
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Figure 1.3 LLM building blocks and differentiating characteristics


  
 

   

   
1.3 KGs and LLMs: Stronger together
 

  
 

   

   KGs and LLMs support each other in delivering better service, and together they can enhance the implementation of powerful, intelligent systems. We are particularly interested in these ways that LLMs can assist KG-based solutions:
 

  
 

   

   	 Building KGs—Specifically, extracting relevant concepts and connections from unstructured data. This task has traditionally required training custom NLP models for specific domains. LLMs have simplified this process by providing a model that can serve multiple purposes with minimal configuration (such as the prompt); see figure 1.4. We discuss building KGs in parts 2 and 3. 
 

   	 Querying KGs—Extracting knowledge can involve multiple steps, or hops, from the starting concept to the destination. Such hops often require understanding the schema and query language. LLMs help by extracting relevant, precise information to support querying and search. We discuss this in part 5. 
 

   	 Summarizing—Information extracted from KGs can be returned in text form rather than in a table, graph, chart, or other format.  
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Figure 1.4 KGs building with and without LLMs and LLMs support for querying and retrieval


  
 

   

   KGs can also help overcome LLM limitations related to domain-specific accuracy, transparency, and timeliness. Here are some drawbacks of LLMs that can be mitigated by integrating KGs [10]:
 

  
 

   

   	 Hallucinations—KGs provide structured, verified knowledge that acts as a factual foundation, significantly reducing LLMs’ tendency to generate plausible but incorrect information. LLMs complement this by offering sophisticated query mechanisms, such as text-to-cypher translation, which enables natural language questions to be converted into precise graph queries that extract reliable information directly from the structured knowledge base. 
 

   	 Stale information—KGs enable dynamic knowledge updates through advanced retrieval-augmented architectures. LLMs cannot be constantly retrained, but KGs can be continuously updated and accessed via techniques such as KG-based prompting and GraphRAG systems. GraphRAG organizes knowledge into meaningful clusters and community summaries, providing LLMs with the most current information available in constantly updated KGs. 
 

   	 Explainability—KGs provide transparent information paths and structured reasoning that users can trace and validate, building trust through explainable AI processes. Combined with LLMs’ natural language processing, this creates systems where knowledge extraction is understandable and repeatable, and findings can be summarized in an intelligible, human-readable format. 
 

  
 

   

   Figure 1.5 summarizes how these two technologies support and complement each other. 
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Figure 1.5 Summary of how LLMs and KGs can complement each other. Inspired by [11].


  
 

   

   
1.4 The paradigm shift in data-driven applications
 

  
 

   

   Traditional paradigms build systems for specific purposes with structured, homogeneous databases. This approach works for tailored needs but is impractical for complex domains that need to adapt to user characteristics and integrate heterogeneous data. KGs capture connections, enabling relationship discovery through graph pattern matching and traversal. Both the Resource Description Framework (RDF) and Labeled Property Graphs (LPGs) provide machine-readable formats that humans can interpret. KGs emphasize rich, meaningful data representations usable by both humans and machines, enabling a paradigm shift where intelligent behavior is encoded in a unique source of truth.
 

  
 

   

   According to McKinsey & Company [12], addressing data fragmentation can cut annual data spending by 5% to 15% in the short term. KGs overcome siloed data issues, creating knowledge sources while lowering barriers to data access and enhancing governance.
 

  
 

   

   
1.4.1 The four pillars of knowledge graphs
 

  
 

   

   To encode this paradigm shift in a concrete implementation, we propose a new definition of a KG that includes all the features which affect the technical and business sides:
 

  
 

   

   Definition  A knowledge graph is an ever-evolving graph data structure composed of a set of typed entities, their attributes, and meaningful named relationships. Built for a specific domain, it integrates both structured and unstructured data to craft knowledge for humans and machines.
 

  
 

   

   This definition provides the groundwork for the four pillars of KGs: 
 

  
 

   

   	 Evolution—KGs allow us to continuously ingest, integrate, and unify information into a single source. The graph structure can be easily extended, evolving according to the needs of the analysis and our purposes. A KG can seamlessly incorporate new interactions or content without needing a complete overhaul of the existing structure. 
 

   	 Semantics—A KG makes the meaning of the data—its semantics—explicit, modeling information in a knowledge infrastructure characterized by typed entities and meaningful relationships. New data is combined with existing data and is immediately available for analysis. Contextual knowledge emerges from this infrastructure and drives business activities and decisions. Such knowledge connects typed entities describing categorizations and supports, for instance, identity, transitive, or inverse relationships. This expressiveness in representing data opens the doors to explainability [13]. KGs provide a backbone for reasoning mechanisms ranging from consistency checking to causal inference. 
 

   	 Integration—The KG serves as the central reference for all structured and unstructured data related to a domain. Because a KG represents information by focusing on the meaning of data, users can overcome challenges related to data types, formats, and provenance, connecting information from multiple data sources. 
 

   	 Learning—A KG represents the core information and big picture of a domain. Humans can analyze, visualize, and query graph data to extract insights. Inference rules and machine learning algorithms are performed on top of the KG to infer new information not explicitly encoded within the KG. Analysts can use methods such as centrality and connectivity analysis to identify influential nodes, network analysis to detect the shortest path between nodes, and community analysis to recognize groups of similar nodes. 
 

  
 

   

   Figure 1.6 shows the four pillars that characterize a KG. 
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Figure 1.6 The four pillars of KGs: evolution, semantics, integration, and learning


  
 

   

   
1.5 Building data-driven applications using KGs and LLMs
 

  
 

   

   In this section, we look at several examples of potential applications for KGs and LLMs in critical areas. 
 

  
 

   

   Note  We frequently mention healthcare in this book because its characteristics, issues, and requirements can easily be applied to other domains. Healthcare also offers abundant publicly available data, so we can discuss real-world examples using datasets that are comparable to actual use cases.
 

  
 

   

   
1.5.1 Example use case: Drug discovery and development
 

  
 

   

   Drug development integrates knowledge from numerous domains, from biology to chemistry, and bringing a new drug to market is costly and has a high chance of failure. Fast, practical approaches are essential to guide research in new drug development.
 

  
 

   

   	 Challenge—Integration of medical and pharmaceutical data must ensure data integrity, accuracy, and consistency while correctly contextualizing data points. 
 

   	 KG-based solution —Models interactions between biological entities at different scales, connecting genes, diseases, and drugs using relationship types. Typed relationships with multiple rules better represent domain meaning, enabling transitive bonds and inference. 
 

   	 Role of LLMs —Process unstructured data from scientific publications, clinical reports, and databases, ensuring consistency in integrated knowledge bases. LLMs expand KGs by analyzing literature and inferring potential relationships, as well as performing sophisticated text mining for chemical structures and experimental results. 
 

  
 

   

   Integrating LLMs enhances data integration, augments KGs, facilitates hypothesis generation, improves information retrieval, and enables advanced text mining. These capabilities ultimately accelerate the development of new therapeutics.
 

  
 

   

   
1.5.2 Example use case: Conversational AI for customer support
 

  
 

   

   Personalized assistant systems must answer user queries and be able to ask follow-up questions. An effective tool needs to combine general expertise with specific user requests, managing vast amounts of information efficiently.
 

  
 

   

   	 Challenge —Despite advancements in natural language generation (NLG) techniques, answers from language models can be repetitive and uninformative (Zhang et al. [14]). For a conversational system to provide useful suggestions and information, it needs to extract relevant entities and relationships from the text while being supported by external and internal structured knowledge to ground the conversation.  
 

   	 KG-based solution —Zhang et al. [14] claim that “conversations often develop around knowledge.” In particular, natural conversations evolve around concepts that form this knowledge. KGs connect such concepts and establish meaningful relationships between them. KGs can ground conversations, integrate information, and support response generation: NLP technologies extract entities and relationships, and the graph-based background context of the dialogue drives the conversational flow. 
 

   	 Role of LLMs —LLMs can handle a wide range of topics and provide coherent responses, making them valuable for building sophisticated conversational systems. However, without additional contextual grounding, their responses can become generic and lack depth. 
 

  
 

   

   By integrating LLMs with knowledge sources such as KGs, the conversational system can enhance its responses. LLMs can use structured information in KGs to provide more accurate and contextually relevant answers. This integration allows the system to navigate complex queries, offer precise information, and maintain a natural conversational flow. 
 

  
 

   

   
1.5.3 Deciding whether to use a KG
 

  
 

   

   Despite their diversity, the previous scenarios share common challenges. The following questions can help you understand whether a KG is the right solution to address your business and technical challenges.
 

  
 

   

   Consider KGs if you answer yes to these questions:
 

  
 

   

   	 Do I need to harmonize disparate data silos into consistent overviews? 
 

   	 Do I need to connect data meaningfully across structured and unstructured sources? 
 

   	 Do I need flexible data representations where structure evolves? 
 

   	 Do I need to track pipeline provenance and consistency? 
 

   	 Do I need to equip advanced search and recommendation services? 
 

   	 Do I need to visualize network structures, showing communities and interdependencies? 
 

   	 Do I need to apply ML models that benefit from the relational nature of data? 
 

  
 

   

   Consider LLMs if you answer yes to these questions:
 

  
 

   

   	 Do I need to extract entities and relationships from unstructured data? 
 

   	 Do I need to interpret complex user queries for accurate answers? 
 

   	 Do I need to provide conversational interfaces? 
 

   	 Do I need to summarize comprehensive results into text? 
 

  
 

   

   If you answer yes to even one of these, you need LLMs to empower your KG-based solution.
 

  
 

   

   
1.6 Knowledge graph technologies
 

  
 

   

   In this book, we adopt a technologically agnostic approach and provide code examples that interchange two common paradigms in creating and querying KGs:
 

  
 

   

   	 RDF and the SPARQL query language, both defined by the World Wide Web Consortium (W3C). RDF is a data model that focuses on knowledge representation, where the graph is encoded as a collection of statements or triplets. It aims to standardize data publication and sharing on the web. The core of intelligent systems is based on reasoning performed on the semantic layer. 
 

   	 The LPG approach and query languages such as openCypher (https://opencypher.org/) and Gremlin (https://tinkerpop.apache.org/gremlin.html). The LPG representation focuses on the structure (properties and relationships) of the graph. Nodes and edges have properties, emphasizing the features of the graph data.  
 

  
 

   

   RDF excels at data interoperability and consistency across systems through standardized statements, offering powerful hypergraph and federation features that enable linking different RDF graphs with rich contextual information. LPG implementations provide advantages in pathfinding queries and graph traversal operations. In LPG, each edge has a unique identity and properties, whereas in RDF, relationships are global predicates that can be reused across statements throughout the knowledge base.
 

  
 

   

   RDF and LPG are distinct paradigms but can be complementary depending on the use case. RDF excels in scenarios requiring semantic consistency, web-scale interoperability, and the use of ontologies for knowledge inference, and LPG provides rich property-based representations and efficient graph traversals. 
 

  
 

   

   
1.6.1 Taxonomies and ontologies
 

  
 

   

   Modern implementations of KGs must use traditional features of graph data and, as defined by [15], the organizing principle enabled by semantics, turning the latent knowledge of a graph into a KG. Graph models can be instantiated from a collection of statements (RDF) or through the LPG model. But just incorporating this structural information does not fully capture the relationships within the data. We can inject these semantic features into KGs using taxonomies and ontologies: 
 

  
 

   

   	 Taxonomies represent the hierarchical dimension of the data, organizing categories in broader–narrower relationships. For example, in a taxonomy, a “Vehicle” category might be broader than a “Car” category, which in turn is broader than a “Sedan” category. Complex KGs can integrate multiple taxonomies. 
 

   	 Ontologies introduce more complex relationships beyond simple hierarchies. We can clarify identity, difference, and more intricate interconnections between entities. For instance, an ontology might specify that “Car” and “Automobile” are identical (synonyms), whereas “Car” and “Bicycle” are disjoint (cannot be the same). Ontologies support class definitions including union, complement, disjointness, and cardinality restrictions. They capture the domain’s conceptual structure. Without an ontology, a vocabulary remains vague because it does not encode the intrinsic relationships between concepts.  
 

  
 

   

   Traditional approaches to defining taxonomies and ontologies are rigid and complex and make these systems less adaptable to evolving knowledge and diverse data sources. Modern KGs adopt a pragmatic approach characterized by “just enough semantics.” This involves selecting a subset of ontology features that address current issues without being overly prescriptive. For example, in a healthcare KG, practitioners might focus on a specific medical domain—such as oncology or cardiology—while leaving room to expand into other specialties as needed. 
 

  
 

   

   Rather than enforcing rigid, complete taxonomies, modern KGs integrate partial ontologies that can be extended organically. This flexibility enables dynamic, scalable knowledge representation that adapts to real-world constraints and evolving business needs.
 

  
 

   

   
1.7 How do we teach KGs and LLMs?
 

  
 

   

   This book will equip you with essential tools for creating and using KGs while demonstrating how to use LLMs for advanced intelligent applications. You will learn to do the following:
 

  
 

   

   	 Adopt a business-need mindset focusing on goals, then data, and then algorithms. 
 

   	 Model KG schemas, considering future extensions, taxonomies, and ontologies. 
 

   	 Import data from structured sources and map entities/relationships to schemas. 
 

   	 Use LLMs to extract domain-relevant entities and relationships from text. 
 

   	 Validate ingested information, ensuring integrity and accuracy. 
 

   	 Perform analysis using the latest ML technologies, such as graph neural networks. 
 

   	 Query and visualize graph portions, using LLMs for natural language questions. 
 

  
 

   

   We’ll explain these concepts through concrete, practical examples drawn from our direct experience. 
 

  
 

   

   Summary
 

  
 

   

   	 KGs are ever-evolving graph data structures containing typed entities, attributes, and meaningful relationships. They are built for specific domains from structured and unstructured data to craft knowledge for humans and machines. 
 

   	 KGs have four pillars: evolution, semantics, integration, and learning. 
 

   	 KGs represent a core abstraction for incorporating human knowledge into machines, and LLMs provide natural language understanding. LLMs and KGs empower each other by overcoming their individual limitations. 
 

   	 KG and LLM adoption represents a paradigm shift where intelligent behavior is encoded once in a unique source of trust. This empowers data representation for different applications and diverse tasks. 
 

   	 Two key technologies represent KGs: the Resource Description Framework (RDF) and labeled property graphs (LPG). 
 

   	 Taxonomies and ontologies play fundamental roles by incorporating semantic metadata that makes traditional graphs smarter. 
 

  


 

   

   
2  Intelligent systems: A hybrid approach

 

  
 

   

   This chapter covers
 

    

    	Design concepts and architecture for intelligent advisor systems
 

    	How hybrid systems use the complementary strengths of KGs and LLMs
 

    	Combining KGs and LLMs in intelligent advisor systems
 

   
 

  
 

   

   This chapter explores the foundational concepts behind intelligence and intelligent behavior. At the core of our discussion lies the application of knowledge graphs (KGs) and large language models (LLMs) to solve highly complex problems by combining existing knowledge and context with reasoning and natural language understanding capabilities to build intelligent systems. 
 

  
 

   

   To make informed decisions about the trustworthiness and safety of intelligent systems for critical applications, we must understand how these systems operate internally, avoiding attributing capacities they lack while using their genuine capabilities. By dissecting the functioning of these systems, we can better understand their limitations and take advantage of their potential. 
 

  
 

   

   
2.1 What is intelligence?
 

  
 

   

   What is intelligence? It is the ability to acquire and apply knowledge: to learn from experience, solve problems, and interact with the environment. This natural process, honed by evolution, gives humans a competitive edge over other species. Humans do this effortlessly and unconsciously, but to design an intelligent system and a detailed structure for each element, we must dissect these processes by breaking down the various tasks and components. 
 

  
 

   

   The first goal of an intelligent agent is to get examples, evidence, and rules from the world, memorize them, and use them to act or make decisions. From the outside, an intelligent system is a black box that accomplishes complex tasks. The first step in understanding it is to break it into simpler and smaller components based on their primary functions. We start by decomposing an intelligent agent into two components that accomplish the most relevant activities:
 

  
 

   

   	 Knowledge representation is the “language” that AI systems use to structure, encode, and communicate information about the domain they are modelling. AI systems need it to reason or predict, and we use it to interpret the results they produce. The choice of how to represent knowledge can significantly affect the capabilities and limitations of the AI system. 
 

   	 Reasoning is the cognitive process of analyzing information, applying rules, and drawing conclusions based on evidence or premises. There are various types, such as deductive and inductive reasoning, each serving different purposes in problem-solving and decision-making. AI systems, particularly those combining KGs and LLMs, are increasingly adept at mimicking and even enhancing this fundamental cognitive skill. 
 

  
 

   

   Figure 2.1 depicts a high-level architecture of a generic intelligent system. This schema is the mental model for the chapter. It highlights how multiple instances of the two components can coexist in a single intelligent agent; they can interact in sequence and in parallel, and the same knowledge representation can be used for multiple reasoning engines or as a communication pattern among models. The output of one process can be the input for another, creating a cycle of knowledge refinement.
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Figure 2.1 A high-level schema of an intelligent system. It is made of two component types: knowledge bases and reasoning engines. Each type can have multiple instances based on the system’s tasks.


  
 

   

   There’s often a trade-off between how expressive a knowledge representation is and how efficiently it can be processed. Effective knowledge representation also often depends on the domain and task. Knowledge representation and reasoning are interconnected and influence each other. 
 

  
 

   

   One of our central arguments is that KGs serve as fundamental data structures for efficiently representing knowledge, deriving fresh insights, and laying the groundwork for precise and effective reasoning. When used in combination with LLMs, they can improve how data sources are converted into knowledge and facilitate interpreting tasks and providing answers to users. 
 

  
 

   

   In this chapter, we will design a basic intelligent system that can do the following:
 

  
 

   

   	 Gather and effectively represent knowledge 
 

   	 Autonomously reason using that knowledge 
 

   	 Answer questions and support informed decisions 
 

  
 

   

   Many concepts discussed here apply broadly to generative AI, but our emphasis is on LLMs.
 

  
 

   

   
2.2 Designing an intelligent system
 

  
 

   

   To define an intelligent system, we’ll implement a high-level architecture and identify its most critical aspects. To do that, let’s consider a concrete task. Suppose you have been tasked to create an autonomous medical diagnostic system that will support doctors in choosing a sequence of actions (e.g., queries, medical tests, therapies) to diagnose diseases and heal patients. We will use this complex scenario to understand the type of system we will build and its structure. Such a system combines global generic knowledge with contextualized information and provides more accurate and specific answers. 
 

  
 

   

   To unlock the power of machine learning (ML), we need to build a system of algorithms and tools in which the output of one algorithm is often used as the input of another, or the output of two algorithms is combined. We will examine how approaches that include KGs and LLMs enable practitioners to implement more efficient, explainable, and effective systems.
 

  
 

   

   
2.2.1 What is an intelligent system?
 

  
 

   

   We prefer the definition of an intelligent system offered by Geoff Hulten [1]:
 

  
 

   

   Definition  Intelligent systems connect users to AI and ML to achieve meaningful objectives. An intelligent system is one in which intelligence evolves and improves over time, particularly when it improves by watching how users interact with the system.
 

  
 

   

   This definition emphasizes the pivotal role of the user. The primary objective of the intelligent system is to support users in accomplishing complex tasks—not by replacing them, but by enhancing their decision-making capabilities. For example, an autonomous medical diagnosis system is designed to assist physicians in making informed decisions rather than replace their expertise. This contrasts with other types of intelligent systems, such as self-driving cars, where the aim is to make the machine function independently of the user. 
 

  
 

   

   An intelligent system must also have the ability to learn from user interactions and explicit feedback, as well as utilize contextual information. The system should continuously develop, use, and maintain an evolving knowledge base. This evolution is driven not only by data sources but also by ongoing interactions with users. Figure 2.2 provides a high-level overview of an intelligent system (shown as a black box for now) and how it interacts with users and other systems. 
 

  
 

    

   [image: figure] 

   
Figure 2.2 An intelligent system and its interactions with other elements. It acquires knowledge by observing the environment and ingesting data from existing sources. Internal processes provide results to the end user.


  
 

   

   
2.2.2 Categories of intelligent systems
 

  
 

   

   The distinction between supporting users and acting on their behalf defines two main categories of intelligent systems: intelligent autonomous systems and intelligent advisory systems (IASs) [2]. In an intelligent autonomous system, the machine performs tasks independently, effectively replacing the user in decision-making and execution. Key features of autonomous systems include the following:
 

  
 

   

   	 Full automation—The system operates without human input (or with minimal input), making all decisions based on its programming and sensory data. 
 

   	 Real-time decision-making—The system must analyze data and make decisions in real time. 
 

   	 Adaptability—Autonomous systems often need to adapt to changing environments and unexpected situations. 
 

  
 

   

   On the other hand, an intelligent advisor system’s role is to provide information and recommendations. Key features of advisor systems include the following: 
 

  
 

   

   	 Decision support—The system provides insights, suggestions, and recommendations to help users make informed choices, but it does not execute actions on its own. 
 

   	 Context awareness—The system uses contextual information, such as user preferences or specific scenarios, to tailor its advice to the situation at hand. 
 

   	 User interaction—These systems are designed for easy interaction, allowing users to explore options, ask questions, and receive detailed explanations to aid their decision-making. 
 

  
 

   

   Figure 2.3 illustrates the differences between these two types of intelligent systems.
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Figure 2.3 Differences between (a) an intelligent autonomous system and (b) an intelligent advisor system. The first acts on behalf of users, whereas the second only makes suggestions. In both cases, the intelligent system supports or helps the end user; it is not meant to replace the user.


  
 

   

   We focus primarily on IASs, as their features align closely with the strengths of KGs that we have outlined previously: enhanced decision support, deep context awareness, and an interactive user experience. IASs allow us to fully exploit the capabilities of KGs, providing users with more powerful and effective decision-support tools. Examples of IASs can be found in various fields:
 

  
 

   

   	 In law enforcement, predictive policing systems analyze crime data to identify potential hotspots or forecast where crimes are likely to occur. 
 

   	 In financial services, IASs analyze transaction patterns, flagging suspicious activities that could indicate fraud. 
 

   	 In biomedical scenarios, these systems can provide a list of potential diagnoses and recommend treatment options based on available data. 
 

  
 

   

   It’s important to note that in all these cases, although the systems offer valuable insights, the humans—using them—make the final decisions about what actions to take.
 

  
 

   

   
2.2.3 Characteristics of an intelligent system
 

  
 

   

   An intelligent system must include four key characteristics that should drive both design and implementation:
 

  
 

   

   	 A meaningful objective—The system should exist for a specific, achievable purpose that is meaningful to end users. This objective must drive the entire development process. 
 

   	 The intelligent experience—The system must present intelligent outputs to users in ways that achieve desired outcomes. This requires interfaces that adapt based on predictions, maximize value when intelligence is correct, and minimize costs when mistakes occur. The interface must also facilitate implicit and explicit user feedback. 
 

   	 Knowledge creation and update—Intelligent behavior requires the capability to build, maintain, and reason with knowledge continuously. Combining LLMs and KGs enables proper handling of evolving knowledge and user feedback. 
 

   	 Orchestration—Intelligent systems involve multiple algorithms and tools working together, with the output of one becoming input for another. This includes managing how the system acquires knowledge from sources, controls risk, and maintains quality throughout its lifecycle. 
 

  
 

   

   Continuing our design process, we need to consider key aspects that drive our architectural decisions:
 

  
 

   

   	 Focus on autonomous advisor systems. Our intelligent system should suggest actions rather than accomplish actions on behalf of users. 
 

   	 Use an established knowledge base. This includes research papers, existing ontologies, and structured data sources rather than generic knowledge. The system shouldn’t provide generic answers but should use domain-specific understanding refined by experts. 
 

   	 Learn from experience. The system should extend its knowledge base using feedback from the results of suggested actions. 
 

  
 

   

   We now have all the elements to design our intelligent system, as summarized in figure 2.4. The next two sections focus on the key processes of an intelligent system: 
 

  
 

   

   	 Knowledge acquisition—Collecting information from data sources, the environment, or domain experts 
 

   	 Reasoning—Converting acquired knowledge into actionable expertise 
 

  
 

   

   Through these processes, we’ll explain how intelligent system elements interact and compare how KGs and LLMs store, process, and use data.
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Figure 2.4 Extended model of an intelligent system. The focus is on the core components (the knowledge base and the reasoning engine) and the core processes (knowledge acquisition and reasoning). 


  
 

   

   
2.3 Knowledge acquisition and representation
 

  
 

   

   Knowledge acquisition enables the IAS to “learn” from existing data available within the domain where the system will be deployed, from user feedback, and from the environment. This process converts raw data into structured knowledge representations that are tailored to the system’s requirements and used during the reasoning phase. The result is stored in one or more knowledge bases. How knowledge is acquired, represented, and stored depends on the underlying reasoning mechanisms, which is where LLMs and KGs diverge significantly. Figure 2.5 shows the components of our mental model covered in this section.
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Figure 2.5 In this section, we focus on the knowledge acquisition part of our mental model. It allows the intelligent system to acquire data and convert it into knowledge.


  
 

   

   For KGs, knowledge acquisition typically involves transforming raw, structured, or semistructured data into a graph-based format, where entities are represented as nodes and their relationships are captured as edges. The structure and semantics of the domain—defined by ontologies or schemas—are essential in guiding this transformation. The process often involves a domain expert to better understand the semantics of the data and the intrinsic relationships among entities. Converting heterogeneous data sources into a unified, explicit schema demands meticulous work to ensure that the resulting KG accurately reflects the domain it represents. However, this preparation pays off in terms of flexibility. 
 

  
 

   

   In contrast, LLMs acquire knowledge by ingesting vast amounts of unstructured text data, which is encoded into dense, high-dimensional vector spaces during training. Unlike KGs, LLMs do not require extensive data preparation (considering the enormous amount of data), and the process is mostly unsupervised; the main effort consists of selecting the data sources and cleaning them. Information is encoded as statistical patterns rather than as explicit relationships defined by schemas. This implicit approach allows LLMs to grasp subtle contextual meanings and complex linguistic relationships, but makes the knowledge opaque and difficult to inspect or modify.
 

  
 

   

   Figures 2.6 and 2.7 compare the acquisition process for KGs and LLMs, respectively. There are clear differences in terms of model complexity and the role of domain experts. 
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Figure 2.6 Knowledge acquisition for KGs: converting available data into an explicit knowledge representation through structured entities, relationships, and properties. This process involves a domain expert who identifies relevant data sources, supports the data model, and evaluates the results.
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Figure 2.7 Knowledge acquisition for LLMs: converting text data into an implicit knowledge representation through statistical parameters. Domain experts are involved during data source selection and result evaluation.


  
 

   

   A few key differences must be considered when designing systems that use both technologies:
 

  
 

   

   	 Access—LLMs store knowledge through implicit representation using billions of parameters in continuous vector spaces, making it opaque and inaccessible to humans. KGs use explicit knowledge representation through nodes, relationships, and properties that are directly interpretable by both humans and machines. 
 

   	 Updates—Updating a KG involves adding, removing, or modifying nodes and relationships. Updating an LLM is far more complex, requiring retraining or fine-tuning the model. 
 

   	 Capabilities—LLMs are inherently adept at understanding and generating human language. KGs depend heavily on how developers design their access patterns and domain schemas. 
 

  
 

   

   Although there are clear advantages and limitations to each method of knowledge acquisition and representation, these differences are also complementary. A hybrid approach to the development of intelligent systems can overcome the limitations of both, and they can empower each other by offering solutions for a wider set of tasks. This new paradigm embraces a broader spectrum of computational tasks and uses diverse forms of knowledge representations, from structured data models to numerical parameters. In this era, reasoning is no longer confined to formal inference mechanisms but also includes probabilistic, contextual, and pattern-based computations that LLMs excel at. This shift allows AI systems to reason with explicit, structured knowledge (as in traditional expert systems) and, at the same time, unstructured, ambiguous, and contextual knowledge derived from language and experience. 
 

  
 

   

   
2.4 Reasoning
 

  
 

   

   In an IAS, the reasoning engine delivers insights and suggestions. The user provides input by formulating a request that contains the desired goals and further information required. Figure 2.8 shows the reasoning component in our mental model. 
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Figure 2.8 Reasoning uses the knowledge base(s) to accomplish the tasks that the intelligent system is designed to do for end users.


  
 

   

   We must consider some important open questions:
 

  
 

   

   	 How do we deal with uncertainty? Not all the information we have is true, accurate, or unequivocal. Reasoning accuracy depends on the certainty of the initial statements. 
 

   	 How can we infer some of the knowledge we need? Under some circumstances, we can derive new information from the available data. 
 

   	 How can we abstract from what we have seen to a broader understanding of the domain? 
 

  
 

   

   We’ll describe the learning process with an example taken from Alessandro Negro’s book, Graph-Powered Machine Learning [3]. Consider the implementation of a spam filter for email. A pure programming solution is to write a program that memorizes all emails labeled as spam by a human user and stores the result in a knowledge base. When a new email arrives, the pseudo-agent searches for a match in the knowledge base. If a match is found, the new email is rerouted to the spam folder. Otherwise, the email passes through the filter untouched. This approach can work and, in some scenarios, can be useful. But it is not a proper learning process because it lacks the ability to generalize and to transform individual examples into a broader model. In this specific use case, this means the ability to label unseen emails even though they are not the same as the previously labeled emails. This process is also referred to as inductive reasoning or inductive inference. 
 

  
 

   

    

    Deductive and inductive reasoning
 

   
 

    

    Deductive reasoning is a basic form of reasoning. It begins with a general statement or hypothesis and examines the possibilities to reach a specific, logical conclusion. For example, consider the reasoning: “All men are mortal. Alessandro is a man. Therefore, Alessandro is mortal.” With deductive reasoning, the hypothesis must be correct. It is assumed that the premises, “All men are mortal” and “Alessandro is a man,” are true. Therefore, the conclusion is logical and true. 
 

   
 

    

    Inductive reasoning makes broad generalizations from specific observations. It starts with data that includes samples of reality and then draws conclusions. For example, “The coin I pulled from the bag is a penny. The second and the third coins from the bag are pennies. Therefore, all the coins in the bag are pennies.” Note that even if all the premises are true in the original statement, inductive reasoning can lead to false conclusions. Here’s an example: “Harold is a grandfather. Harold is bald. Therefore, all grandfathers are bald.” In this case, the conclusion does not follow logically from the statements. 
 

   
 

  
 

   

   Because ChatGPT and similar tools can mimic human conversation, people often think that they possess extensive reasoning capabilities. Let’s look at a quick example. We used Claude.ai (https://claude.ai), which offers one of the best “reasoning” tools powered by LLMs, to verify our assumptions. 
 

  
 

   

   Note  The version of Claude.ai we tested is 3.5 Sonnet. Considering the speed of improvements, we’re pretty sure that by the time this book is printed, running the same experiment will generate a different result.
 

  
 

   

   We used the following prompt.
 

  
 

   

   
Listing 2.1 Prompt for checking reasoning capabilities
 

    

    A farmer stands at the side of the river with a sheep. There is a boat with enough room for one person and one animal. How can the farmer get himself and the sheep to the other side of the river using the boat in the smallest number of trips?
  

   
 

  
 

   

   We selected this example because it is a simpler version of a well-known problem (which includes a wolf and a head of lettuce in addition to the farmer and the sheep), and we are confident that the training data used to train the LLM included many similar examples. So, we expect the probabilistic reasoning engine to go in the direction of the full problem instead of “understanding” what we asked for. The answer confirmed our assumption. Figure 2.9 is a snapshot of the results from Claude.ai. 
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Figure 2.9 Result from Claude.ai when we prompted it with the contents of listing 2.1


  
 

   

   The answer contains some reasoning issues: there is no sense in the farmer going back and forth without sheep. The problem was solved completely after step 1, but because the problem formulation is very similar to (but not the same as) one from the data sources used during Claude.ai’s training, the proposed solution is “probabilistically” the closest.
 

  
 

   

   This example illustrates the limitations of LLMs in certain types of reasoning. Wu et al. [4] tested a suite of 11 different tasks: coding to drawing, logic to spatial, and chess to arithmetic. They observed interesting performance with counterfactual variants—as they deviated from the default or well-known tasks—like the farmer and the sheep without wolf and lettuce, but they found that performance substantially and consistently degraded compared to the default conditions. Although current LLMs possess some abstract task-solving skills, they often rely on narrow, nontransferable procedures. 
 

  
 

   

   Thus, as we said earlier, KGs and LLMs can be the foundation for different types of reasoning, complementing each other in intelligent systems. We can use KGs for tasks that require precise, rule-based reasoning and explicit knowledge representation, and LLMs for tasks involving pattern recognition, context understanding, handling ambiguity or incomplete information, and reasoning about graph structures and their derived metrics. However, neither approach inherently possesses common-sense reasoning capabilities comparable to those of humans, and they often fail to make intuitive leaps or understand the implicit context that would be obvious to a person. These limitations underscore the importance of carefully considering the strengths and weaknesses of each approach when designing intelligent systems and potentially developing a powerful hybrid IAS. 
 

  
 

   

   
2.5 Reasoning engines
 

  
 

   

   Let’s extend our framework to explore how the knowledge base and reasoning engine interact in the development of an intelligent system (see figure 2.10). The depicted reasoning engine is generic; it can use a single type of reasoning—deductive, inductive, or otherwise—or a combination of reasoning strategies. Importantly, this engine not only reads from the knowledge base but also writes back to it. The actions (or suggestions) generated by the engine influence the environment, which in turn produces new observations. These observations are processed by the reasoning engine to build new knowledge, driving subsequent actions or suggestions. This feedback loop creates an iterative process, where the system continuously improves its ability to respond to environmental changes.
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Figure 2.10 Multiple reasoning engines, each with different types of reasoning strategies, can contribute to delivering the tasks required to implement the intelligent system.


  
 

   

   
2.5.1 Limitations of a pure deductive reasoning engine
 

  
 

   

   Let’s look at an example of applying the deductive reasoning process in the context of automated medical diagnosis. Imagine a patient visiting a virtual doctor: our intelligent system. The system must propose a series of actions (e.g., medical tests, treatments, queries) to diagnose the illness and suggest a course of therapy.
 

  
 

   

   This sequence of actions is computed using the knowledge base, which contains information about the costs and outcomes of potential actions, probabilistic relationships between diseases and symptoms, and the patient’s preferences. The deductive reasoner can logically infer optimal actions when the knowledge base encodes all necessary data. In this idealized scenario, the deductive reasoner can outperform other reasoning methods.
 

  
 

   

   However, a major limitation of deductive reasoning is that it requires a highly complete and accurate knowledge base, which is rarely available. In figure 2.11, the knowledge base is constructed by transforming data sources into logical statements that guide decision-making.
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Figure 2.11 The deductive reasoner. The knowledge base is created by transforming data sources. The deductive reasoner uses logical statements applied to segments of the knowledge base to act or to provide suggestions.


  
 

   

   
2.5.2 Using inductive reasoning and ML
 

  
 

   

   Inductive reasoning, powered by ML, addresses some of the limitations of purely deductive reasoning. Inductive reasoning can enhance the system in two key ways:
 

  
 

   

   	 By learning and building relevant ontologies and relationships, ML expands the knowledge base, enabling it to handle a broader range of cases. 
 

   	 By providing inference under uncertainty, ML allows the system to generalize from incomplete data and make predictions even when not all information is available. 
 

  
 

   

   Figure 2.12 shows how an inductive reasoner works. The first step transforms raw data into a structured format, often with the help of ML algorithms. For example, natural language processing (NLP), powered by LLMs, converts unstructured text into structured data that can be incorporated into the knowledge base. This step can contribute to the creation or extension of a KG. The second step uses this knowledge to make predictions or generate actions through inductive reasoning, which abstracts patterns from available observations.
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Figure 2.12 An inductive reasoner. Constructing the knowledge base requires more effort; it is not a simple transformation. This reasoning engine can abstract from the knowledge base and work under some level of uncertainty.


  
 

   

   In traditional ML approaches, this process often requires manually selecting features from the knowledge base to train prediction models. This can be a tedious and sometimes infeasible task, especially in complex domains.
 

  
 

   

   
2.5.3 The role of LLMs in the reasoning engine 
 

  
 

   

   Unlike purely deductive systems that require complete knowledge bases and explicit rules, LLMs can use their probabilistic reasoning capabilities to generate contextually relevant suggestions even when critical information is missing. Consider a medical scenario where a patient presents with nonspecific symptoms that could indicate anything from stress to serious neurological conditions. Traditional deductive reasoning would struggle with such an ambiguous presentation, especially when patient records are incomplete. An LLM, however, can draw on patterns learned from vast medical literature to evaluate multiple diagnostic possibilities simultaneously. The LLM’s strength lies in its ability to reason probabilistically with uncertainty. It can weigh the likelihood of different conditions based on available data and, rather than providing a single definitive answer, recommend a prioritized diagnostic approach.
 

  
 

   

   This probabilistic reasoning capability enables LLMs to bridge knowledge gaps that would halt a purely deductive reasoning process. When integrated with KG-based reasoning engines, an LLM acts as a reasoning layer that can interpret ambiguous inputs and provide nuanced recommendations that account for the inherent uncertainty in complex decision-making scenarios. This hybrid approach enables IASs to function effectively in real-world environments where information is often incomplete or uncertain. 
 

  
 

   

   
2.6 A KG approach to IASs
 

  
 

   

   Where do KGs fit in the development of IASs? The short answer is, everywhere. In recent years, academia and industry have used KGs extensively as a form of structured human knowledge [5–8]. In addition to this graph-based representation, several reasoning and analysis algorithms have been devised to derive insights from KGs. 
 

  
 

   

   The idea of using a graph to support decision-making processes is not new. Stokman and de Vries [9] anticipated that with knowledge-based systems, it would be possible to construct computer programs that advise professional users with a limited domain of expertise. In this context, they speculated that “The structuring of knowledge in a graph can be seen as the construction of a knowledge-based system integrating knowledge from different sources” [9].
 

  
 

   

   In recent years, KGs have become a standard approach to merge distributed data sources into a single connected source of truth [10]. And with the advent of generative AI and LLMs, KGs can mitigate hallucinations and provide up-to-date data, among other benefits [11]. 
 

  
 

   

   But simply viewing KGs as aggregators of knowledge overlooks the goal for which they were introduced: building intelligent systems. We consider this a bottom-up approach to KG construction. It begins with data from various sources, consolidates that data into a single source of truth, and then initiates the discovery process. It expects the data to tell a story without any idea of what the end user is looking for. Figure 2.13 summarizes this approach.
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Figure 2.13 A bottom-up approach to KG creation. It begins with importing all the data, rather than first considering the functional tasks we want to achieve. 


  
 

   

   Our experience is that this bottom-up approach often leads to the failure of KG adoption. There are too many data sources, each with different structures and identifiers, and significant effort is required to normalize the data into a single homogeneous structure. Much of the content is task-specific and therefore not relevant to global thinking. 
 

  
 

   

   Developing intelligent agents requires us to represent knowledge (in our case, as a KG) in a way that is effective and capable of capturing and handling the intrinsic complexity of the domain in which the agent must operate. This approach should be driven by business objectives rather than by available data. Building on established ML project methodologies, CRISP-DM [12], we can use a purpose-driven approach for KG construction. Figure 2.14 illustrates how a KG serves as the central knowledge representation in this process.
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Figure 2.14 CRISP-DM revisited, applied to KG platforms. The KG is used as a model of the knowledge base for the intelligent system. It is the center of the revisited CRISP-DM process.


  
 

   

   This approach emphasizes that everything starts from the business understanding. These goals drive the data understanding, allowing us to focus on the specific portion of the data we need rather than blindly importing all available data sources. This determines the requirements for defining the content and structure of the KG. In this context, the KG represents a self-sufficient, domain-specific, customizable source of truth that copies and transforms the data we need. During acquisition, LLMs extract relevant entities and relationships from unstructured data and provide generic understanding, such as sentiment analysis or topic identification.
 

  
 

   

   In the modeling phase, we use and test one or more algorithms to reach specific goals; in the next phase, the results are evaluated. LLMs can be involved in reasoning on top of KGs to understand users’ questions and provide answers in natural language. The output of these two phases is composed of a set of algorithms, a set of trained or pretrained models, and a report describing the tests and the overall quality of the trained models. 
 

  
 

   

   If everything goes well, we incorporate the graph schema and model, the pipelines for ingestion and post-processing, the algorithms, and the predictive models into a product and then deploy. Then a new round can start—but this time we do not start from an empty KG. 
 

  
 

   

   Definition  A predictive model is a formula for estimating an unknown value of interest: the target. It represents in an efficient format the result of the learning process on the training dataset, and we access it to perform the actual prediction.
 

  
 

   

   In the second round, we work by difference and extension, ensuring that the results of the previous iteration are not affected. The schemaless approach for the graph allows for extensions with new nodes and relationship types, without compromising previous data and functionalities.
 

  
 

   

   Definition  Schemaless refers to the flexibility of storing data in a database or a generic data structure with fewer (or no) constraints on how data items are formatted and related to each other. Graph databases are generally considered schemaless because their elements (nodes and relationships) and attributes can store practically everything.
 

  
 

   

   In the book, we frequently use schemas to drive the process between scenarios and use cases. These schemas are repurposed, and the different phases are highlighted as examples of how this process works in practice. 
 

  
 

   

   Summary
 

  
 

   

   	 Intelligence is fundamentally about acquiring and applying knowledge, making knowledge representation and reasoning the core components of intelligent system architecture. 
 

   	 Intelligent systems are categorized as either autonomous systems that act independently or advisory systems that support human decision-making. 
 

   	 Knowledge acquisition differs between KGs and LLMs: KGs use explicit, structured representations requiring domain expertise but offering interpretability, whereas LLMs use implicit statistical patterns that capture language understanding but lack transparency. 
 

   	 Hybrid systems combining KGs and LLMs use their complementary strengths: KGs provide structured reasoning and explicit knowledge, and LLMs handle ambiguity, context, and natural language understanding. 
 

   	 LLMs enhance reasoning engines by bridging knowledge gaps and providing contextual interpretation, making intelligent systems more robust with incomplete or ambiguous information. 
 

   	 Purpose-driven KG development starting from business objectives is more effective than bottom-up data integration strategies, which often lead to project failure. 
 

  


 

   

   
Part 2 Building knowledge graphs from structured data sources

 

  
 

   

   This part of the book addresses the complex but essential process of constructing KGs from disparate structured data sources—a fundamental step before enriching them with unstructured information and combining them with large language models (LLMs). Organizations maintain vast repositories of data, each with its own schema, structure, and storage format. The challenge is harmonizing this data into a coherent KG while preserving its semantic meaning and relationships. We’ll guide you through this process, demonstrating how to transform diverse structured data sources into a unified knowledge representation.
 

  
 

   

   A key theme is the importance of data quality and validation, because the quality of downstream applications depends on the reliability of the underlying knowledge representation. You’ll learn how to verify data integrity, ensure accurate entity matching, and validate the semantic correctness of KGs. 
 

  
 

   

   Chapter 3 presents a healthcare example, constructing a KG that helps clinicians diagnose rare diseases based on patient symptoms. It introduces fundamental concepts like semantic integration through ontologies, compares KG technologies, and provides hands-on implementation guidance.
 

  
 

   

   Chapter 4 explores the progression from simple networks to comprehensive multisource integration across biomedical applications. It demonstrates advanced analysis methodologies, including community detection algorithms and domain-specific metrics, and it introduces the integration of large language models for result interpretation and decision support.
 

  
 

   

   The examples in these chapters demonstrate the technical aspects of KG construction and also illustrate how these principles can be applied to solve real-world problems in any domain. 
 

  


 

   

   
3  Create your first knowledge graph from ontologies

 

  
 

   

   This chapter covers
 

    

    	Selecting the best KG technology based on use cases 
 

    	Constructing a KG to support clinicians’ activities
 

    	Performing analysis and ontology-based reasoning on top of a KG
 

   
 

  
 

   

   KG construction is complex due to the need to extract and integrate information from data sources that differ in format (XML, CSV, JSON), storage technology (relational or document-oriented), information syntax (e.g., 2022-08-09 or 9 August 2022), and especially the meaning of the data. In healthcare, for instance, varied expressions that identify the same concept (type 2 diabetes versus ketosis-resistant diabetes), identical acronyms that define distinct concepts (PE as physical examination or pulmonary embolism), and information granularity (necrosis or lobular necrosis) are obstacles to data integration.
 

  
 

   

   When constructing a KG, we aim for a unified, well-grounded, and meaningful representation of data from various sources, where individual pieces of information are integrated into a coherent view. Issues related to the meaning of data can be addressed using semantic integration. A common strategy is to adopt one or more ontologies as a reference schema and vocabulary for incoming data. An ontology lets you model data using a standard vocabulary that includes elements such as formal names, properties, categories, and relationships between entities described within the data. 
 

  
 

   

   The ontology acts as an intermediary between semantically heterogeneous information. A mapping bridges a data source’s local schema to the ontology’s reference schema. We can map each data element to concepts expressed by the ontology; these annotations bring together data elements from different origins.
 

  
 

   

   This chapter offers guidelines for building a KG using a reference ontology, focusing on helping clinicians identify rare diseases. We highlight data understanding and preparation, ingesting and processing the Human Phenotype Ontology (HPO; https://hpo.jax.org/app/) and an HPO-annotated dataset. The HPO source provides information about the connections between diseases and their associated phenotypic abnormalities. These abnormalities represent observable physical or biochemical characteristics that deviate from typical human traits and may result from genetic mutations, environmental influences, or a combination of both. We also explore the differences among KG technologies and offer a blueprint for selecting the most suitable option. Finally, we outline a set of analyses, including ontology-based reasoning, to support clinicians in diagnosing rare diseases. 
 

  
 

   

   Figure 3.1 provides a mental model for this chapter. The center shows the steps to create a KG in our example context, and the bottom illustrates an abstract pipeline for constructing a KG that can be used in different scenarios. The components of this pipeline come from a version of the CRISP-DM model introduced in chapter 2 (and shown again in figure 3.2).
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Figure 3.1 Mental model of the KG construction process as a specification of the CRISP-DM model, from understanding the business goal to defining the KG queries that support clinicians’ activities
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Figure 3.2 The CRISP-DM model adapted to KGs. A subset of these components, including business understanding, data understanding, data preparation, and KG model creation/update, are key phases described in this chapter.


  
 

   

   
3.1 Knowledge graph building: Warmup
 

  
 

   

   Before creating a KG, we’ll analyze the problem we want to solve, build an overview of the application domain, and scout for data.
 

  
 

   

   
3.1.1 Business and domain understanding
 

  
 

   

   The target persona of our KG is the clinician: a healthcare professional who diagnoses and treats diseases. One of the clinician’s most complex activities is correctly identifying a disease based on symptoms (phenotypic traits), particularly in the case of rare syndromes (see figure 3.3). 
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Figure 3.3 Understanding the business domain for creating a KG that supports clinicians’ activities. This phase is not strictly related to the technical aspects, but it is fundamental for the next steps.



  
 

   

   In addition to prescribing specific tests to reach a diagnosis, the clinician can use a structured knowledge base of available information. It should have these two features:
 

  
 

   

   	 A contextual description of the phenotype domain—For instance, phenotypic anomalies related to the same organs or systems should be explicitly connected. 
 

   	 Data describing the relationship between phenotypic anomalies and diseases. This information must be tracked so clinicians can access the sources of the connections. 
 

  
 

   

   We want to build a KG that incorporates these features. To better understand the application domain, here are some definitions.
 

  
 

   

   Definition  The phenotype of an individual with a disease can be said to be the sum of all of the phenotypic features manifested by that individual [1]. 
 

  
 

   

   Definition  A disease is an entity characterized by (1) a set of causes for a specific condition, (2) a time course, (3) a group of phenotypic features, and (4) characteristic response to a particular treatment.
 

  
 

   

   For example, the common cold is characterized by distinct phenotypic features, including fever and fatigue. The time course ranges from a couple of days to a week, and treatments such as aspirin can support healing. 
 

  
 

   

   But the clinician’s work also involves gray areas. For instance, diabetes mellitus can be classified as a disease or as a phenotypic characteristic of other rare syndromes (see figure 3.4). We’ll work on this use case as an example of how we can help clinicians handle this kind of uncertainty.
 

  
 

    

   [image: figure] 

   
Figure 3.4 Type 1 diabetes mellitus can be considered either a disease or a phenotypic feature. Based on the context, two different IDs can be adopted.


  
 

   

   
3.1.2 Data understanding
 

  
 

   

   Our data source is the Human Phenotype Ontology (HPO) repository. It provides two sets of information for our example (figure 3.5). The first, in an RDF/XML file called hpo.owl (http://purl.obolibrary.org/obo/hp.owl), is an ontology that contains standardized information on phenotypic anomalies. This kind of standardization allows interoperability and lets us integrate data from multiple sources. Listing 3.1 shows part of the hpo.owl file related to Type I diabetes mellitus; the data is serialized to Turtle (Terse RDF Triple Language) for better readability.
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Figure 3.5 Understanding the data to support clinicians’ activities. This explorative phase gets the key information needed to construct the KG. 


  
 

   

   
Listing 3.1 Type I diabetes mellitus details in hpo.owl
 

    

    obo:HP_0100651 a owl:Class ;   #1

    rdfs:label "Type I diabetes mellitus" ^^xsd:string ; 

    obo:IAO_0000115 "A chronic condition in which the pancreas produces 

        little or no insulin…" ^^xsd:string ;  #2

    oboInOwl:created_by "doelkens"^^xsd:string ;   #3

    oboInOwl:creation_date "2010-12-29T06:37:55Z"^^xsd:string ;

    oboInOwl:hasDbXref "MSH:D003922"^^xsd:string,  #4

        "SNOMEDCT_US:46635009" ^^xsd:string,

        "UMLS:C0011854" ^^xsd:string ;

    oboInOwl:hasExactSynonym "Diabetes mellitus Type I"^^xsd:string,

        "Juvenile diabetes mellitus" ^^xsd:string,

        "Type 1 diabetes",

        "Type I diabetes";

    oboInOwl:hasRelatedSynonym "Insulin-dependent diabetes 

        mellitus"^^xsd:string ;

    oboInOwl:id "HP:0100651"^^xsd:string ;

    rdfs:comment "The onset of type 1 diabetes is typically during 

        adolescence…" ^^xsd:string ;

    rdfs:subClassOf obo:HP_0000819 .   #5
 

     #1 Defines Type I diabetes mellitus, identified by URI obo:HP_0100651, as an ontology class

     
#2 Describes the disease in natural language

     
#3 Shows metadata related to the author (“doelkens”) of this entry

     
#4 IDs of external data sources that refer to this form of diabetes

     
#5 Defines Type I diabetes mellitus as a subclass of the phenotypic feature identified by the obo:HP_0000819 URI, which corresponds to diabetes mellitus

     


    
 

   
 

  
 

   

   Reading an OWL file can be challenging. We can use the rdflib Python library to explore this file as a collection of triples, each of which includes a subject, a predicate, and an object, as shown in listing 3.2.
 

  
 

   

   
Listing 3.2 Processing an OWL file using the rdflib Python library 
 

    

    from rdflib import Graph, URIRef

g = Graph()

g.parse("hp.owl", format="xml")



g.bind("obo", "http://purl.obolibrary.org/obo/")

g.bind("rdf", "http://www.w3.org/1999/02/22-rdf-syntax-ns#")

g.bind("rdfs", "http://www.w3.org/2000/01/rdf-schema#")

g.bind("xsd", "http://www.w3.org/2001/XMLSchema#")



subject_uri = URIRef("http://purl.obolibrary.org/obo/HP_0100651")

filtered_statements = g.triples((subject_uri, None, None))

for subject, predicate, obj in filtered_statements:

  print(

        f"({g.qname(subject)}, {g.qname(predicate)}, "

        f"{g.qname(obj) if isinstance(obj, URIRef) else obj})"

    )

  print()
  

   
 

  
 

   

   The output from this script is as follows (long strings have been truncated for clarity).
 

  
 

   

   
Listing 3.3 Sample OWL file shown as a set of triples
 

    

    (obo:HP_0410050, rdf:type, owl:Class)



(obo:HP_0410050, owl:equivalentClass, N25507ac984704bd78a0effd951947a7f)



(obo:HP_0410050, rdfs:subClassOf, obo:HP_0011013)



(obo:HP_0410050, obo:IAO_0000115, A decrease in the level of…)



(obo:HP_0410050, dc:date, 2018-01-27T00:26:24+00:00)



(obo:HP_0410050, dcterms:creator, ns1:0000-0001-5208-3432)



(obo:HP_0410050, oboInOwl:hasExactSynonym, Decreased level of 1,5-AG…)



(obo:HP_0410050, oboInOwl:hasExactSynonym, Decreased level of 1,5-anhydro…)



(obo:HP_0410050, rdfs:label, Decreased level of 1,5 anhydroglucitol in serum)
  

   
 

  
 

   

   The second set of information from HPO repository, contained in the tab-separated-values (TSV) file phenotype.hpoa, collects recognized, discovered, and annotated phenotypic features associated with different diseases, including rare syndromes. These annotations include modifiers that clarify the age of onset and the frequency of each feature related to the illness. The following listing shows a sample of this annotation file.
 

  
 

   

   
Listing 3.4 Sample of the phenotype.hpoa file
 

    

    database_id    disease_name    qualifier    hpo_id    reference    evidence  

onset    frequency    sex    modifier    aspect    biocuration



OMIM:222100    Diabetes mellitus, insulin-dependent-1    

    HP:0410050    PMID:9357814;PMID:17659063;PMID:16731998

    PCS    30/30        P    

    HPO:NicoleVasilevsky[2018-02-23];HPO:NicoleVasilevsky[2018-03-02]



OMIM:222100    Diabetes mellitus, insulin-dependent-1    

    HP:0000103    OMIM:222100    

    IEA                P    HPO:iea[2009-02-17]
  

   
 

  
 

   

   This file includes the following fields:
 

  
 

   

   	 database_id (OMIM:222100)—Disease identifier from ontologies such as Online Mendelian Inheritance in Man (OMIM) and Orphanet. 
 

   	 disease_name (Diabetes mellitus, insulin-dependent-1)—Disease name from the related ontology. 
 

   	 hpo_id (HP:0410050)—HPO identifier of the related phenotypic abnormality. 
 

   	 reference (PMID:9357814;PMID:17659063.PMID:16731998)—Source of information used for the annotation. This may be from an article indicated with the related PubMed ID (PMID). 
 

   	 evidence (PCS)—Level of evidence supporting the annotation. PCS stands for published clinical study. 
 

   	 frequency (30/30)—A count of patients affected within a group of people with a common statistical characteristic. 30/30 indicates that 30 of the 30 patients with the specified disease were found to have the phenotypic abnormality referred to by the HPO term. 
 

   	 aspect (p)—Phenotypic aspect. P means phenotypic abnormality. 
 

   	 biocuration (HPO:NicoleVasilevsky[2018-02-23];HPO:NicoleVasilevsky [2018-03-02])—research center or user making the annotation and the date on which the annotation was made. 
 

  
 

   

   For further details, see https://mng.bz/EwAo. 
 

  
 

   

   
3.2 Understanding knowledge graph technologies
 

  
 

   

   Now that we understand the data, the next phase involves ingesting and processing it from the available sources. But first, we will examine the different KG technologies so we can make an informed decision for our use case. 
 

  
 

   

   Two of the most popular approaches for creating KGs are the Resource Description Framework (RDF) and Labeled Property Graph (LPG). RDF is a standard framework, defined and regulated by the World Wide Web Consortium (W3C), for data exchange on the web. With RDF, each statement is composed of three elements: subject, predicate, and object (a triple). The subject is a node (vertex) in the graph, the predicate represents a relationship (edge), and the object is another node. This framework models a KG as a collection of statements, and we can use web technologies to represent, store, and exchange information. RDF is particularly suitable for creating ontologies that describe a specific domain of knowledge. 
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