

[image: image]




[image: image]




[image: image]




Copyright © 2023 by Bob Muglia


All rights reserved. No part of this book may be reproduced in any manner without the express written consent of the publisher, except in the case of brief excerpts in critical reviews or articles. All inquiries should be addressed to Skyhorse Publishing, 307 West 36th Street, 11th Floor, New York, NY 10018.


Peakpoint Press books may be purchased in bulk at special discounts for sales promotion, corporate gifts, fund-raising, or educational purposes. Special editions can also be created to specifications. For details, contact the Special Sales Department, Skyhorse Publishing, 307 West 36th Street, 11th Floor, New York, NY 10018 or info@skyhorsepublishing.com.


Peakpoint Press® is a registered trademark of Skyhorse Publishing, Inc.®, a Delaware corporation.


Visit our website at www.skyhorsepublishing.com.


10 9 8 7 6 5 4 3 2 1


Library of Congress Cataloging-in-Publication Data is available on file.


Cover design by Brian Peterson


ISBN: 978–1-5107–7841-2


Ebook ISBN: 978–1-5107–7842-9


Printed in the United States of America






GLOSSARY


Artificial general intelligence (AGI): AGI is a computing system with intelligence equivalent to an average person.1


Complex data (Unstructured data): “Complex data” describes content like text, video, still images, and audio, which remain challenging to manage using traditional databases.


Data applications (intelligent applications): Unlike most conventional applications that respond to people, a data application takes independent action in response to changes in data.


Data cloud: Most of the digitized data in the world is mass-migrating to the public cloud, where service operators run remote data centers. Data is managed, shared, analyzed, and safeguarded more easily there.


Data economy: This twenty-first-century phenomenon dictates how data and data analytics (including AI) increasingly power economic growth and vitality.


Foundation models: Large-scale machine-learning models created and trained using the entire universe of information found on the internet.2


Generative AI: Applications built on foundation models that generate output and provide well-defined services. ChatGPT, DALL-E, and Stable Diffusion are frequently called generative models or generative AI.


Information at your fingertips (IAYF): An aspiration identified by Bill Gates and other leaders at Microsoft in the early 1990s to make information more readily available on personal computers.


Knowledge graph: A technology that manages the digital representations of things, events, situations, and concepts. It is typically implemented using a database that can model concepts and the relationships between them. Knowledge graphs are often visualized using a graph structure.


Modern data stack: A collection of technologies developed by many companies in the past ten years to support data management and data analytics in the cloud.


Relational knowledge graph: A knowledge graph that is based on relational mathematics. Relational knowledge graphs enable the granular modeling of both concepts and relationships, as well as the definition of rules and constraints. Relational knowledge graphs are executable models that bring code and logic together into a single database.


Superintelligence: An evolution of artificial general intelligence that is smarter than all humanity combined.


Technological singularity: A future time when superintelligence enables hundreds of years of progress in one year.





1 Wikipedia, 2004. “Artificial General Intelligence.” Last modified March 2023. https://en.wikipedia.org/wiki/Artificial_general_intelligence.


2 Wikipedia, 2022. ”Foundational Models.” Last modified March 2023. https://en.wikipedia.org/wiki/Foundation_models.









PREFACE




Even as a youngster, though, I could not bring myself to believe that if knowledge presented danger, the solution was ignorance. To me, it always seemed that the solution had to be wisdom. You did not refuse to look at danger, rather you learned how to handle it safely.


—Isaac Asimov, “The Caves of Steel,” 1953


—————





The idea of writing a book started a few years ago while I was still CEO of Snowflake. It was and is one of the most successful startups in cloud computing—where servers, networks, storage, and applications reside in vast data centers accessible through the internet. Snowflake’s chief marketing officer Denise Persson had the brilliant idea to publish a book before our initial public offering (IPO) about the company, our founders, and the magic of managing data in the cloud. Since I was the CEO, I was the obvious choice as author.


Because of the time commitment, I was a bit reluctant at first. However, Denise convinced me, and I became excited about the idea. I am passionate about helping organizations manage and analyze their data—growing businesses and seeding the data economy. I wanted to tell that story. Snowflake hired Steve Hamm, a veteran tech reporter and book author, to help. Steve and I readied to embark on the adventure when, surprisingly to me, the Snowflake board replaced me in April 2019 with another executive who had deep experience in taking companies public.


That, it seemed, was that. As you will read in these pages, I went on to reinvent myself as an investor and adviser to startups in the data management space. Meanwhile, Steve coauthored the Snowflake book, The Rise of the Data Cloud, with the company’s new CEO, Frank Slootman. After leaving Snowflake, I had the opportunity to talk with many experts and, in some cases, invest in companies that provide vital technologies for the modern data stack. I hoped to write about companies I remain involved with and what I learned along the way. Through intense conversations with executives and scientists, I realized I had a bird’s-eye view of data’s future and its impact on businesses and the world.


Initially, I wanted to contribute short and pithy articles to tech publications. I reached out to Steve, who had completed the Snowflake book by then. Initially, Zoom meetings with Steve consisted mainly of me giving him brain dumps. I wanted to share all my thoughts and learnings about the present and future of data. To manage the deluge, Steve started writing a narrative. Over time, as the story grew, we saw the potential to produce a memoir-style book about my life with data.


As we talked and I looked back on my career, I realized that although I spent over 20 years at Microsoft, I worked with entrepreneurial people from the beginning. I had the good fortune to work with many gifted technologists and data visionaries who drove my thinking and career. I told Steve I wanted the book to be about these amazing “data entrepreneurs,” and he quickly came up with the title The Datapreneurs.


Writing this book prompted me to think deeply about my life and the future of technology and humankind. While I am not religious in a frequent-attendee-of-services sense, I embrace the values taught to me in my childhood and strive to live my life accordingly. I believe what matters is the impact each of us has on the world around us.


People serve humanity in many ways, but my top motivator is inventing and building things. I am passionate about learning, creating, teaching, and doing my best to contribute to humanity’s knowledge. I love to work with others to build new technologies that positively impact our lives. How we do this matters and should be rooted in our values. To me, it means acting with integrity and respecting and honoring those around us. Once we achieve success, we should give back to society.


Accordingly, this book became part memoir and part history of the people and technologies that made the data analytics era possible. It is one way for me to give back by teaching others about data and technology’s astounding capabilities. In this book, I want to convey some of my most crucial technology observations and describe how ethics and values play a critical role. I also seek to share my stories in a fun and easy way to avoid creating a dry technology primer.


But as Steve and I developed this story, the world changed rapidly around us, and technological advances came faster than I had thought possible. Recent advances in computer science catapult us into an era of ever-smarter machines that can hyper-accelerate scientific and economic progress. The implications are mind-blowing. And so The Datapreneurs looks also toward the future of this technology.


I want to acknowledge a critical issue of our times up front. I have written quite a bit about artificial intelligence (AI) and how specially designed computers can mimic humans. AI has tremendous potential, both for good and ill. It is a hugely hot topic: Practically every day, it seems, another article is published about advances in generative AI, chatbots, and the promise of artificial general intelligence3 (AGI)—along with warnings about the potential harm that could come to humans.


Technologies underlying AI, including machine learning, have the potential to assist us toward healthier, more fulfilling, and more sustainable lives. At the same time, AI could serve in antisocial and even antihuman ways. Therefore, AI comes with profound ethical issues to consider. I’m not an ethics expert, but I want to convey the necessity of embedding ethics and values into today’s and tomorrow’s computer systems. I also want to share some prescriptive guidance.


The importance of these issues became clear to me in 2022. After seeing the GitHub Copilot service—which helps developers write code—I had my first aha moment. Other aha moments resulted from introducing new services, including DALL-E 2 and ChatGPT. These innovations drove me to read and watch everything I could find on foundation models,4 which are machine learning models at an enormous scale. Foundation models tap the universe of information on the internet for their creation and training. As I talk to colleagues across the industry, I find they are also awed by the implications of this new technology.


Fascinatingly, the machine-learning techniques used to develop and improve these models demonstrate emergent capabilities—in other words, they demonstrate abilities their designers did not anticipate. At the same time, some of their responses to queries produce wrong or even ridiculous answers we call “AI hallucinations.”5 Over time, we will learn how to correct these mistakes.


We are on the verge of breakthroughs in machine intelligence and will likely see AGI achieved during my lifetime. Today, technology evolves so rapidly that we will probably see the introduction of many new products by the time you read this book.


I believe that tech business leaders like me, ethicists, and policy leaders must collaborate to seek answers to the short- and long-term questions raised by the emergence of AGI. It may take longer than I predict, but AGI is undoubtedly coming. And we had better get going because advances are coming so fast that society risks getting caught flat-footed.


I have always believed that people and technology can ultimately solve any problem. While writing this book, that belief grew stronger, and I realized that I am a humanist.6 We are all in this together, and I believe people are the solution to any problem. I am also a techno-optimist. I recognize the incredible challenge of governing machine intelligence. We will make mistakes along the way, but I believe we will eventually get it right. My hope is that The Datapreneurs is one small contribution toward that end.


A handful of other disclaimers:




• This book is about the people and companies I know. Many other individuals across the industry and academia have made significant contributions in this field and are only briefly mentioned in the book or not acknowledged. In particular, every datapreneur has support from a team that delivers on the vision and product. All of these people play critical roles, and their contributions are invaluable.


• I am extremely lucky in my life and career. In so many ways, I have been fortunate to be in the right place at the right time. I make no grand claims about my contributions to advances within the domain.


• I am not objective. I own stock in a number of the companies I talk about, so I have skin in the game.


• Also, I bring my values and preferences to this project. I see data’s past, present, and future through Bob-colored glasses.





So, if you are willing, please read on.





3 Wikipedia, 2004. “Artificial General Intelligence.” Last modified March 2023. https://en.wikipedia.org/wiki/Artificial_general_intelligence.


4 Wikipedia, 2022. ”Foundational Models.” Last modified March 2023. https://en.wikipedia.org/wiki/Foundation_models.


5 Wikipedia, 2022. “AI hallucinations.” Last modified March 2023. https://en.wikipedia.org/wiki/Hallucination_(artificial_intelligence).


6 American Humanist Association, 2003. “Humanism and Its Aspirations: Humanist Manifesto III, a Successor to the Humanist Manifesto of 1933.” https://americanhumanist.org/what-is-humanism/manifesto3/.









INTRODUCTION


One of my favorite mementos kept in my office is a sealed box of the first significant product I was involved with at Microsoft, where I worked for twenty-three years. The box contained the Ashton-Tate/ Microsoft SQL Server, the first database management system that Microsoft sold for the newly emerging client-server software market.


The box and the text on it show how far we have come in the computer industry since 1989, when the product was released. It contained seventy-two floppy disks and upward of ten pounds of user manuals. What a headache! Now, think about today, in the cloud computing era. Computer operations can run in massive cloud data centers owned and operated by somebody else. Thanks to the cloud, somebody else handles all that loading and software management rather than the end user. As a result, businesses large and small have ready access to immense amounts and types of data, and they can use it to provide superior products and services and to fuel their revenue growth and profits.


That profound shift to cloud storage has enabled the emergence of the data economy, promising a future powered by artificial intelligence. Today, many businesses understand that data is one of their critical assets, perhaps second only to their employees.


Today’s global economy—including the cumulative output of all of humanity—is powered by information. However, it also relies on natural resources like coal, which propelled the industrial revolution, and oil, which fueled the explosion of productivity and wealth in the twentieth century. It seems likely that data and artificial intelligence, together with alternative types of energy (wind, solar, nuclear, perhaps even fusion), will team up to power the twenty-first century. The combination of human and machine intelligence is on the verge of utterly transforming the world.


We are in a remarkable new era of computing and business where data rules. Thanks to the cloud, new data management software, and machine learning technologies, we can access an immense amount of data and information. This data can be easily accessed, integrated, managed, shared, bought, sold, and investigated. This reality fulfills Bill Gates’s idea shared at COMDEX, a huge computer industry trade show, during his keynote speech in 1990. He predicted that personal computers (PCs) and software would put information at everybody’s fingertips, and he was right.


In the coming years, it seems likely that organizations of all sizes— even individuals—will be able to tap tremendous cloud-based computing, storage, and, ultimately, knowledge and intelligence at a low cost. We will harvest data from devices, applications, video cameras, and cloud services. Data will enable new generations of artificial intelligence services to act as assistants. These AI assistants will help us understand the world around us better, improve the economy, increase human well-being, and predict the future.


Humanity’s journey to take full advantage of this data has just begun. There is so much more we need to do technologically to make these systems work simply and efficiently and to make them available to large numbers of people—not just data scientists and high-end business analysts. At the same time, automation will take over many routine, human-driven processes. These new capabilities will help confront today’s challenges, including climate change, overpopulation, the spread of infectious diseases, and profound social stresses.


Many factors enable the emergence of the data economy and artificial intelligence. Cloud computing is a major one. The explosion of data from a wide variety of sources is another. But I want to focus next on the virtues of the data-handling ecosystem that has taken shape over the past ten years in tandem with the rise of cloud computing—with tremendous progress coming in the past three or four years. The World Wide Web took off in the 1990s as a powerful vehicle for communications, media, search, and buying and selling merchandise. Still, it was not until after Amazon introduced Amazon Web Services (AWS)—with Microsoft and Google ultimately following— that the cloud became an essential platform for data management and analytics. The cloud theoretically made all global data of every type available to anybody who wanted it.


Before broad cloud adoption, a tsunami of digital data quickly overwhelmed the computing systems of the day. On-premises databases and corporate data centers became inundated. Specialized computing systems that could handle large quantities of data were too expensive. Plus, data was difficult to access since portions spread across scattered server “islands.” Later, products based on Apache Hadoop helped people manage and analyze data using large clusters of computers. While Hadoop had a cute elephant mascot and logo, it was not a very nice elephant. Hadoop was too complex for all but the most technology-savvy organizations.


In those days, most data analytics were performed on personal computers using Excel spreadsheets, with different people having ownership of various chunks of data. There was no easy way to work with all the appropriate business data. Instead, it was split apart into the hands of many different people. The spreadsheet is a tremendously useful piece of software, but it is not up to the task of processing vast amounts of diverse data.


The result was data chaos.


Fortunately, a new generation of technology helps organizations manage and analyze our wealth of data: the modern data stack. The widely used term means different things to different people, which can be confusing. That is why I spent some time developing a crisp definition:


The modern data stack is data analytics delivered as a software service. It leverages the public cloud for scale and low cost and facilitates data modeling with SQL databases. For the first time, business customers of all sizes can gain insights using modern analytics delivered as a software service at an affordable cost.


The modern data stack is an ecosystem of technologies provided by many companies and open-source software projects. Nobody owns or controls all of it, so innovation abounds.


This ecosystem is powerful in its present state. It enables people to organize, access, and integrate data more conveniently and affordably. Unsurprisingly, much of the world’s data is migrating to the cloud and the modern data stack, making it easier to access and manage. The modern data stack also makes it incredibly easy for organizations to break down their old data silos and share data internally and with their business partners and customers.


But the modern data stack is not yet mature. Some things need improving, and other things are simply not possible yet. We are in the early days of machine learning and foundation models. Over the next few years, advancements will change every application and hugely impact businesses and consumers.


You can think of this future as a model-driven world. The models will essentially be digital twins of real-world businesses. These models will be described and continuously improved by consumers and business leaders, encoded by software programmers, queried by data scientists, and constantly optimized using artificial intelligence. The feedback loops between the models and the organizations will drive continuous improvement, creating more successful and sustainable businesses, industries, and social systems.


Writing this book is one way I can help fulfill this vision. By describing my career journey in the tech industry and exploring the significant computer science advances that reshape our world, I hope to help you understand the past, present, and future of data as I do. I aim to share my experiences and insights about designing and building great organizations and world-changing products over the course of more than forty years in the tech industry.


I experienced some hits and misses in products and technologies. Late in the 1970s, while studying at the University of Michigan, I worked for a small relational database consulting company, Condor Computer. Since then, I have been fascinated by how to gather, store, and use data. That fascination intensified in my years as a tech industry executive, first at Microsoft, then at Juniper Networks, and finally as CEO of Snowflake.


I helped produce some fantastic products at Microsoft, including SQL Server, Visual Studio, Windows NT, and Systems Center. Then, at Snowflake, I helped the company grow over five years from zero revenue and thirty-three staff to annual revenues of $200 million and 1,300 employees. But I have also made my share of mistakes. I was involved in the development of products that were ahead of their time, such as Netdocs, an ambitious, early attempt to convert Microsoft Office to run on the web. Others were off target, such as the version of Windows code-named Cairo, which tried (and failed) to build Bill Gates’s vision of “information at your fingertips” into the operating system.


At Microsoft, I worked side by side with Bill Gates and a group of technologists on a mission to democratize computing power and information access. My time at Juniper Networks helped me appreciate connectivity’s significance more fully. The first two founders of Snowflake, Benoit Dageville, and Thierry Cruanes, taught me how brilliant, dedicated founders can create a thriving company. My time there solidified my belief that we should never separate technology from values and ethics. The companies I worked for—and my interactions with many entrepreneurs—helped me recognize the importance of values in a business organization. Creating and selling products, and building your engineering and sales teams, are the “what” of doing business. Values are the “how.”


Since I left Snowflake, my passion has taken a new path. I am investing in and helping startups that fill the gaps in today’s data ecosystem and invent future data ecosystems. In that role, I see companies build on great ideas that have long driven the evolution of computer science, starting with the many diverse types of data and the ways of processing it. I have advisory roles, investments, and, in some cases, board memberships with several companies advancing technology and driving the future of the modern data stack. They include Microsoft, Snowflake, RelationalAI, JuliaHub, Fivetran, Fauna, Pinecone, and Docugami. My vision is a roll-up of their visions. They are building the future of data management, and I am helping as an adviser and, in some cases, an investor or board member. In keeping with the Darwinian nature of early-stage entrepreneurship, things do not always go as planned, so some of the companies I discuss in the upcoming chapters may not succeed. Regardless, I continue to learn from these entrepreneurs. Being along for the ride is gratifying, and, in my small way, I can help propel things forward.


As you will see, a major part of this project is using my experience to trace the arc of data innovation and technology adoption that brought us today’s data economy and modern data stack. This arc represents the continuous progress of innovation that is now hurtling us into the era of artificial general intelligence.


Visual representations are often the best way to show information. In early 2023, I sat down and traced the arc of data innovation shown on page 7 to help readers appreciate the progress from 1950 to today and extending into the future.


Each label on this arc represents one of the most critical data innovations that led us to today. This book highlights these innovations and some of the datapreneurs that made them possible.


Progress is now advancing at what appears to be an exponential rate. We seem close to building AI assistants that achieve artificial general intelligence (AGI), producing machines as intelligent as people. But many challenges still exist, so I expect progress to happen in stages.


We will introduce AI into applications and interact with them in English and other native languages. The internet search process will transform first since it plays a central role across different tasks and is the most valuable application on Earth. Search and other AI assistants will become more intelligent over time and will do more things for us. As people engage with these AI assistants, the AI will learn from us and gain intelligence. Within ten years, I predict that some of these AI assistants will pass the threshold of median human intelligence and will be considered an AGI.


[image: images]


It won’t stop there. These AGI assistants will continue to learn, and the pace of that learning will increase. Progressive generations of AGI will likely develop into machines with artificial superintelligence, making them more intelligent than all humans combined. Further on, futurists predict mass deployment of AGIs throughout society (which some people call the technological singularity) when, ostensibly, we can harness universal computer intelligence to rapidly accelerate innovation, allowing us to address many of today’s seemingly intractable challenges.


The combination of human and machine intelligence could start an era of progress and prosperity, ultimately resulting in a world of plenty where everyone on Earth can have what they need and want. This vision is compelling. Let me explain. Our economy has three essential elements: intelligence, energy, and labor. AGIs and artificial superintelligence will add intelligence to applications and devices of all types, ultimately lowering the cost of this intelligence to near zero. Technology advances in wind, solar, nuclear, and, perhaps, fusion could radically reduce the cost of electricity. Mass-produced smart robots will, over time, crush the costs of certain types of labor. If they follow the course I hope for, these forces could reshape society and individual existence in ways we cannot yet imagine.


Right now, I imagine that many of you are hearing alarm bells going off in your heads. Bob seems to be smitten with magical thinking. Point taken. I may have fallen too hard for these optimistic visions of a better world just around the corner. Still, I am a realist. I recognize that technological advances often take longer—and with greater difficulty—than expected. They also typically bring unexpected challenges along with their benefits. The time frame for future advances is uncertain.


Perhaps more importantly, there are many alternatives to the rosy picture I paint. Dystopian science fiction, literature, and various articles explore many possibilities.


To help with some of these questions, I look to my favorite science fiction author, Isaac Asimov. Starting in the 1930s and continuing to the 1990s, he authored over 460 books and short stories, including his autobiography, I, Asimov: A Memoir. He was an optimist and a true visionary. His moral insight and ability to foretell the future make him nothing less than a prophet.1


Asimov understood the capabilities of early digital computers and imagined distant futures where intelligent machines played ever-more-important roles in society and the lives of individuals. He viewed robots as essential tools for human expansion into space, our solar system, and, eventually, thousands of worlds throughout the galaxy. Asimov predicted that some people would fear these robots and reflected that sentiment in many stories.


While Asimov did not get everything right (Who could?), he was amazingly prescient in some ways. Throughout his massive body of work, Asimov viewed humanoid robots as machines that are programmed to serve people, and he examined the ethical issues this raises. Starting very early on, Asimov recognized that society would need guidelines to regulate intelligent machines’ design and control their behavior. He even mapped out rules called Asimov’s Laws of Robotics. I will explore these in detail in Chapter 12.


I think of Asimov’s Laws as something akin to the Jewish and Christian Ten Commandments. They are solid rules to live by, but they are insufficient to deal with the challenges of our era, when artificial general intelligence (AGI), the ability of machines to match or even surpass human intelligence, seems to be within our grasp. Indeed, we have reached a point in human history where it is necessary to create a new kind of social contract that governs our relationships with intelligent machines and helps society and individuals deal with the rapid changes and disruptions that will likely come.


That is part of the remit of The Datapreneurs. I will take you on a guided tour of the history of data management and analytics as I have experienced it and how I see it. To make your journey interesting and fun, I tell the story primarily by describing the datapreneurs in the computer industry who made some of the most important contributions to the evolution of data processing. These datapreneurs include people I listed in the preceding paragraphs, some less-familiar individuals who made critical contributions in the past, and others whose brilliance is yet to be recognized. And I conclude the tour with our AGI future and the new innovations that enable it. I’ll propose how we might encode ethics models within our future intelligent machines to ensure they contribute to the betterment of humanity and fulfill the new social contract we need.





1 Merriam-Webster.com Dictionary, s.v. “prophet,” accessed March 27, 2023, https://www.merriam-webster.com/dictionary/prophet.
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