
        
            
                
            
        

    
  inside front cover


  
    [image: ]


    Data mesh development elements—data product development cycle details

  


    


  [image: ]


   


   


  Data Mesh in Action



   


  Jacek Majchrzak, Sven Balnojan, and Marian Siwiak, with Mariusz Sieraczkiewicz


   


  Foreword by Jean-Georges Perrin


   


  To comment go to liveBook


   


   


  [image: ]


  Manning


  Shelter Island


   


  For more information on this and other Manning titles go to


  www.manning.com


   


  Copyright


  For online information and ordering of these  and other Manning books, please visit www.manning.com. The publisher offers discounts on these books when ordered in quantity.


  For more information, please contact


   


  Special Sales Department


  Manning Publications Co.


  20 Baldwin Road


  PO Box 761


  Shelter Island, NY 11964


  Email: orders@manning.com


   


  ©2023 by Manning Publications Co. All rights reserved.


   


  No part of this publication may be reproduced, stored in a retrieval system, or transmitted, in any form or by means electronic, mechanical, photocopying, or otherwise, without prior written permission of the publisher.


  Many of the designations used by manufacturers and sellers to distinguish their products are claimed as trademarks. Where those designations appear in the book, and Manning Publications was aware of a trademark claim, the designations have been printed in initial caps or all caps.


  ♾ Recognizing the importance of preserving what has been written, it is Manning’s policy to have the books we publish printed on acid-free paper, and we exert our best efforts to that end. Recognizing also our responsibility to conserve the resources of our planet, Manning books are printed on paper that is at least 15 percent recycled and processed without the use of elemental chlorine.


   


  
    
      
      
    

    
      
        	
          [image: ]    

        

        	
          Manning Publications Co.


          20 Baldwin Road Technical


          PO Box 761


          Shelter Island, NY 11964

        
      

    
  


   


  
    
      
      
    

    
      
        	
          Development editor:  

        

        	
          Ian Hough

        
      


      
        	
          Technical development editor:  

        

        	
          Michael Jensen

        
      


      
        	
          Review editor:  

        

        	
          Adriana Sabo

        
      


      
        	
          Production editor:  

        

        	
          Andy Marinkovich

        
      


      
        	
          Copy editor:  

        

        	
          Sharon Wilkey

        
      


      
        	
          Proofreader:  

        

        	
          Keri Hales

        
      


      
        	
          Technical proofreader:  

        

        	
          Al Krinker

        
      


      
        	
          Typesetter:  

        

        	
          Gordan Salinović

        
      


      
        	
          Cover designer:  

        

        	
          Marija Tudor

        
      

    
  


  


   


  ISBN: 9781633439979


  
brief contents


      


  Part 1. Foundations


    1 The what and why of the data mesh


    2 Is a data mesh right for you?


    3 Kickstart your data mesh MVP in a month


  Part 2. The four principles in practice


    4 Domain ownership


    5 Data as a product


    6 Federated computational governance


    7 The self-serve data platform


  Part 3. Infrastructure and technical architecture


    8 Comparing self-serve data platforms


    9 Solution architecture design


    


  Appendix A.


  Appendix B.


  Appendix C.


  Appendix D.


    


  
contents


    


  Front matter


  foreword


  preface


  acknowledgments


  about this book


  about the authors


  about the cover illustration


    


  Part 1. Foundations


    1 The what and why of the data mesh


    1.1  Data mesh


    1.2  Why the data mesh?


  Alternatives


  Data warehouses and data lakes inside the data mesh


  Data mesh benefits


    1.3  Use case: A snow-shoveling business


    1.4  Data mesh principles


  Domain-oriented decentralized data ownership and architecture


  Data as a product


  Federated computational governance


  Self-serve data infrastructure as a platform


    1.5  Back to snow shoveling


    1.6  Socio-technical architecture


  Conway’s law


  Team topologies


  Cognitive load


    1.7  Data mesh challenges


  Technological challenges


  Data management challenges


  Organizational challenges


    2 Is a data mesh right for you?


    2.1  Analyzing data mesh drivers


  Business drivers


  Organizational drivers


  Domain-data drivers


  Minor organizational drivers


  Is a data mesh a good fit for me?


    2.2  Data mesh alternatives and complementary solutions


  Enterprise data warehouse


  Data lake


  Data lakehouse


  Data fabric


  Data mesh vs. the rest of the world


    2.3  Understanding a data mesh implementation effort


  The data mesh development cycle


  Development cycle in the shoveling example


  Enabling the team


  Development cycle in detail


    3 Kickstart your data mesh MVP in a month


    3.1  Getting the lay of the land


  Drawing a system landscape diagram


  Performing stakeholder analysis


    3.2  Identifying candidates for the MVP implementation team


  Choosing development teams


  Choosing the cooperation model


  Choosing a data governance team


    3.3  Setting up MVP governance


  Defining data mesh value statement(s)


  Defining data governance policies


  Federating data governance


    3.4  Developing minimal data products


  Identifying domain-oriented datasets


  Choosing data product owners


  Deciding on the minimum viable data product description


  Developing the simplest tools to expose your data


    3.5  Setting up the minimal platform


  Ensuring platform-forced governability


  Ensuring platform security


  Part 2. The four principles in practice


    4 Domain ownership


    4.1  Capturing and analyzing domains


  Domain-driven design 101


  Invite the right people


  Choose the correct workshop technique


    4.2  Applying ownership using domain decomposition


  Domain, subdomain, and business capability


  Decompose domains using business capability modeling


  How are domains and business capabilities related to data?


  Assign responsibilities to the data-product-owning team


  Choose the right team to own data


    4.3  Applying ownership using data use cases


  Data use cases


  Model and bounded context


  Set up boundaries of use-case-driven data products


  Choose the right team to own data


    4.4  Applying ownership using design heuristics


  What is a heuristic?


  Using design heuristics


  Designing heuristics and possible boundaries


    4.5  Final landscape: The mesh of interconnected data products


  Messflix data mesh


  Data products form a mesh


  Is it already a data mesh?


    5 Data as a product


    5.1  Applying product thinking


  Product thinking analysis


  Data product canvas


    5.2  What is a data product?


  Data product definition


  Product, not project


  What can be a data product?


    5.3  Data product ownership


  Data product owner


  Data product owner responsibilities


  An Agile DevOps team as a base for data product dev team


  Data product owner and product owner


    5.4  Conceptual architecture of a data product


  External architecture view


  Internal architecture view


    5.5  Data product fundamental characteristics


  Self-described data product


  Introduction to metadata


  Metadata as code


  Data product metadata


  Domain dataset metadata


  Other kinds of metadata


    5.6  Additional data product characteristics: FAIR and immutability


  Findability


  Accessibility


  Interoperable


  Reusable


  Immutable


    5.7  Data contracts and sharing agreements inside the data mesh


  Data contracts and sharing agreements


  Implementing data contracts and sharing agreements


    6 Federated computational governance


    6.1  Data governance in a nutshell


    6.2  Benefits of data governance


  Business value perspective


  Data usability perspective


  Data control perspective


    6.3  Planning data governance outcomes


  Hierarchy of data governance outcomes


  Strategic-level outcomes


  Tactical-level outcomes


  Implementation-level outcomes


    6.4  Federating data governance


  Thinking of data governance in terms of “sliders”


  Extreme ends of data governance models


  Federated data governance model


  Setting-up governance team operations


    6.5  Making data governance computational


  Making policies computational


  Automating policy checks


    7 The self-serve data platform


    7.1  The MVP platform


  Platform definition


  Platform thinking


    7.2  Improvements with X as a service


  X as a service explained


  X as a service applied


    7.3  Improvements with platform architecture


  Platform architecture explained


  Platform architecture applied


    7.4  Improvements for the data producers


  Part 3. Infrastructure and technical architecture


    8 Comparing self-serve data platforms


    8.1  Data mesh on Google Cloud Platform


  Self-serve data platform architecture


  Identifying the components of the platform


  Identifying the components of the data product


  Workflows


  Variations


  Relation to data mesh ideas


  GCP architecture summary


    8.2  Data mesh on AWS


  Self-serve data platform architecture


  Identifying the components of the platform


  Identifying the components of the data products


  Workflows


  Relation to data mesh ideas


  Variations


  AWS architecture summary


    8.3  Data mesh on Databricks


  Self-serve data platform architecture


  Identifying the components of the platform


  Identifying the components of the data product


  Workflow considerations


  Variations


  Databricks architecture summary


    8.4  Data mesh on Kafka


  Self-serve data platform architecture


  Identifying the components


  Considerations


  Kafka architecture summary


    9 Solution architecture design


    9.1  Capturing and understanding the current state


  What is software architecture?


  How to document architecture: The C4 model


    9.2  Understanding architectural drivers of a data product design


  Architectural drivers


  Capturing architectural drivers for a data-product design


    9.3  Designing the future architecture of a data product and related systems


  Design session


  File-based data product: Spreadsheet


  From monolith and microservice to a data product


  Exposing data for stream processing and batch processing


    


  Appendix A.


  Appendix B.


  Appendix C.


  Appendix D.


    


  index


    


  front matter


  
foreword


  The data mesh is to data as agile is to software engineering, or as microservices are to architecture patterns. It will be an essential component of your future data strategy. Data Mesh in Action addresses both the technology of the data mesh and the methodology your organization can follow to implement it.


  This book teleports you into the seat of the chief architect on a data mesh project. The authors will coach you through the chaotic process of your first data product. As you gain more and more of those components, your mesh will build itself. The authors’ collective experience drives this transformation. Your responsibility will be to pick, choose, and adapt this framework to your needs and organization.


  The data mesh is based on four key principles: domain ownership, data as a product, federated computational governance, and self-serve data platform. The book details organizational impact of these principles, as well as their technology, in great length. Individually, all those principles are well-known to engineers and architects; the real (r)evolution of the data mesh is its ability to combine them and deliver a global approach to building modern data platforms.


  In my more than 15 years of building hybrid data platforms, I have always been missing something. Whether it was due to the strict approach of ingesting data in a warehouse or the lack of governance of a lake, to name two popular patterns, there was always this feeling of “it ain’t gonna work.” The mesh is different. It does not focus solely on technology; it puts governance and quality at the center and allocates ownership to the real owner, not some central commanding and demanding group. As a result, with adequate self-service tools, the data mesh will liberate the forces of innovation in your organization. And that is what this book will help you achieve.


  —Jean-Georges Perrin,

  Intelligence platform lead at PayPal,

  president and cofounder of AIDAUG,

  and Lifetime IBM Champion


  
preface


  Each one of us authors has experienced—at length and at different companies—the old way of “doing data,” usually through centralized data lakes and data warehouses in combination with a set of central teams organized inside an analytics function. The old way basically looked like this:


  
    	
      Multiple decentralized development teams have data that is accessible through storage systems like a shared drive, a decentralized database, a Representational State Transfer (REST) API, or any other interface.

    


    	
      One or more centralized data teams are tasked with collecting this data into one monolithic pot. This is either a data lake or a data warehouse.

    


    	
      The same set of teams is tasked with transforming this data into something useful.

    


    	
      Multiple decentralized analysts, development teams, or machine learning (ML) teams pick up that transformed data and convert it into value in the form of reports, recommendation systems, or anything else they can think of.

    

  


  We learned the hard way that this concept has its limits, producing a bottleneck in terms of both technology and team capacities. We all saw companies struggling to get the flow from data to value to be as productive as the companies needed it to be. Then the data mesh and the ideas behind it appeared on the horizon.


  The data mesh is a decentralization paradigm. It decentralizes the ownership of data, its transformation into information, and its serving. It aims to increase the value extraction from data by removing bottlenecks in the data value stream by these means.


  The concept of the data mesh appeared on the stage in 2019 and has since lit not just the data world, but the whole technology world, on fire. The data mesh concept breaks with the current world of data, which usually treats data as a by-product of software components. This new approach turns the spotlight on data producers and gives them the responsibility to handle the data just as they would handle their software.


  With this, the data mesh takes the same journey software components have taken, with microservices architectures and with the DevOps movement. It takes the same journey frontends are currently taking with microfrontends. And just as in these examples, we believe that the data mesh is the right approach to finally gain the flexibility to extract value from our data at scale, be that in business intelligence (BI), ML learning, or any other use case you can think of.


  The data mesh concept is often referred to as a socio-technical paradigm shift: its core is not about technology but about the alignment of people, processes, and organizations. This significant complexity is why we wrote this book. However, we don’t just present the available theoretical knowledge that is out there; we focus on parts of the data mesh that are, in our experience, critical for successful implementation. We have organized those parts into a digestible resource to help you put a data mesh in action!


  To guide you through the process, we’ve prepared hands-on examples with a lot of architecture sketches, describing various technologies, workshop techniques, team organization forms, and the like. After reading this book, you should be able to do the following:


  
    	
      Evaluate whether a data mesh will suit your organization’s business needs

    


    	
      Lay the groundwork for data mesh development

    


    	
      Develop a minimal data mesh to start your journey

    


    	
      Keep iteratively developing and expanding your data mesh

    

  


  Don’t expect to find a lot of code in this book, other than a little JavaScript Object Notation (JSON) here and there. That’s because we truly believe the magic is not in the technology, but in the people, processes, and organizations. But, of course, you can expect to find a lot of technology inside this book in the form of deep architecture sketches with reference to various technologies and cloud providers, explanations, and blueprints inspired by multiple real-world examples.


  That said, we don’t believe in a black-and-white implementation of the data mesh idea. This book will help you adjust the data mesh idea to your company by offering a lot of degrees of freedom, shortcuts, and a healthy level of pragmatism.


  To tie together our experience, we will use an imaginary company called Messflix LLC, which resembles a lot of what we’ve seen out there in the data world. This company will be our go-to example as we go through the “mess-to-mesh” journey; however, since we also focus on making the data mesh adaptable to many types of companies, not just one, this is not the only example we utilize throughout the book. Later in this front matter, we provide a brief introduction to Messflix by taking a look at the data mess the company has gotten itself into.
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about this book


  This book serves two purposes. First, it organizes and presents knowledge about the new socio-technological paradigm of the data mesh. Second, it will help you implement a data mesh. From considering whether the data mesh is a suitable solution for your organization, to laying the groundwork, to developing a minimum viable product (MVP), to implementing data mesh principles, this book provides the tools needed to get you well on your way on your data mesh journey.


  
Who should read this book?


  The most general description of our reader is someone who is involved in extracting value from data. However, because that describes almost everyone in our modern economy, we’ll outline the benefits this book will bring to various audiences.


  The first group is people involved in creating, managing, and utilizing data within companies that have the following:


  
    	
      High socio-technological complexity (e.g., big corporations)

    


    	
      Complex data use cases

    


    	
      Many and diverse data sources

    

  


  This encompasses, but is not limited to, roles including data architects, data engineers, software architects, tech leads, and senior developers.


  The more you feel like these quantifiers apply to your business, the more likely it is that a data mesh could be a good solution. This book will help you understand data mesh concepts, including whose cooperation you need to secure, and what steps to take in both your organization and technical environment to move from a data mess to data mesh.


  Beyond that, as the data mesh is a company-wide transformation process, the book’s content will be directly useful to executive-level personnel, including the technical C-suite, engineering directors and managers, enterprise architects, chief and lead architects, and solution/program owners. This book will help you decide to what extent and level of priority you should shift your company’s data environment into a data mesh direction, and help you plan the change management.


  
How this book is organized: A road map


  While the book is meant to be read linearly, it is broken into three main parts and allows you to skip sections. The first part is a quick and hands-on introduction, the second explains the four principles of the data mesh in detail, and the third tackles the technical side of things in detail as well as the complete enterprise journey.


  Part 1: Foundations


  The goal of the first part of the book is to familiarize you with the data mesh paradigm as quickly as possible. To do so, we first go through the basics of the data mesh and then get our hands dirty by building our first data mesh within a month.


  Chapter 1: The what and why of the data mesh


  This chapter gives the overview needed to put the rest of the book into the proper context, including why you might want to consider following the data mesh mindset shift as well as a short explanation of the four key principles detailed in part 2.


  Chapter 2: Is a data mesh right for you?


  This chapter provides you with the context of the data mesh implementation and the drivers to consider when deciding on the transformation. It helps you decide whether you want to start the journey now and to identify your place on the data maturity scale. This helps you to match your data mesh journey to your particular situation.


  Chapter 3: Kickstart your data mesh MVP in a month


  This chapter is a hands-on example of how to go about building an MVP. The Messflix MVP focuses a lot on the organizational challenges and stays light on the technology side of things, which an MVP should. The technology details will be picked up later. The chapter provides you with tools like stakeholder mappings and FAIR principles (findable, accessible, interoperable, reusable) to get you started.


  Part 2: The four principles in practice


  The goal of the second part of the book is to provide you with the tools to tackle the four principles of the data mesh so you can advance your data mesh beyond the first month.


  Chapter 4: Domain ownership


  This chapter is all about domains and business capabilities and how you can identify suitable owners for data inside a company. It provides you with a lot of workshop techniques, including domain storytelling.


  Chapter 5: Domain data as a product


  Data is often treated as a by-product. This chapter is about changing to a product perspective called data as a product. The chapter provides examples of data products from Messflix and explains in detail concepts like the data product canvas and data ports.


  Chapter 6: Federated computational governance


  This chapter tackles data governance in the data mesh context. Inside data meshes, this is called federated computational governance, because of the balance of central and distributed governance aspects as well as an automated execution needed to unfold the data mesh. This chapter contains a discussion of centralized versus decentralized aspects, hands-on examples from Messflix, and a guide for setting up a governance team.


  Chapter 7: The self-serve data platform


  The last chapter on data mesh principles covers the platform, the enabling technology that makes the data mesh work. The chapter works through three iterations on our data platform for Messflix and explains important concepts like platform thinking along with these examples.


  Part 3: Infrastructure and technical architecture


  The third part focuses on all things technical. We break out of the Messflix example to highlight various architectures and discuss multiple options for moving from your existing structure to a data mesh.


  Chapter 8: Comparing self-serve data platforms


  This chapter explains blueprints for data mesh platforms that fit various cloud providers as well as different sizes of companies.


  Chapter 9: Solution architecture design


  In this chapter, we focus on the migration from your existing system to various kinds of architectures step by step and component by component. We talk about data lakes, data warehouses, REST APIs, and more.


  
How to use this book


  We don’t want to present just another theory of the data mesh. This book is more of a structured, collective diary of actions leading to data mesh development in various environments. The emphasis is on actions leading to. We arrived at the data mesh after a long and often painful journey through multiple other solutions. Over the years, we’ve been testing, researching, discussing, and, last but not least, failing a lot in the process. In this book, we share with you the summary of “I wish someone had told me earlier” insights. We hope you will be able to immediately put the information you’ll get out of it, well, in action.


  Depending on your goal, there are a few focal points you could set while reading this book to dive deeper into. If your interest is purely informational, and your goal is to be able to explain the concepts to your team, your management, or your company, we recommend you put a lot of focus on chapters 1 and 2, which provide a quick overview, as well as the MVP presented in chapter 4. In addition, by reading through chapter 9 for a deeper dive into the reasons for this paradigm shift and a lighter look into part 2, you will be well equipped to explain the data mesh paradigm to someone else.


  If you want to launch a larger initiative inside your company, you’ll need to be convincing. In that case, we recommend you take a deep dive into the entirety of chapter 9 and pay close attention to chapter 3, which offers insight into the question of whether you should start this journey at all. Chapter 4, presenting the full-scale data mesh MVP development, and chapter 2, offering a quick glance into a lightweight application of data mesh principles, will allow you to balance the big-picture view with notes on requirements of quick implementation and getting results fast. All together, this material should equip you with enough convincing material to get top-level buy-in.


  If you’re interested in the technical side of things, like automated governance and the self-serve platform, chapters 5 to 8 will provide you with a lot of interesting content to dig through.


  If you work inside a development team, we particularly recommend that you turn your attention to chapter 4. This chapter explains exactly what is broken in the current mode of thinking and should also help you advance your ways of working without ever touching the data mesh concept. Additionally, we recommend chapter 8, as it explains possible architecture alternatives for serving data from a development team’s point of view.


  If you want to advance the way you work inside your data team, you could focus on chapters 3 and 4 to deeply understand the source of your current troubles. You could also focus on chapter 6 to understand what platform thinking in a data context means. Both could help you advance your ways of working without actually adopting a full data mesh approach inside the company.


  We’re sure there are many more reasons for you to open up this book; these are simply a few possible ways you could go about putting this book into use.


  
The Messflix case study


  To help you conceptualize the practical aspects of putting a data mesh in action, we combined our experiences and merged them into a single data mesh journey of Messflix LLC.


  Messflix, a movie- and TV-show streaming platform, just hit a wall. A data wall. The company has all the data in the world but complains about not even being able to build a proper recommendation system for its movies and shows. The competition seems to be able to get it done; in fact, the competition is famous for being the first movers in a lot of technology sectors.


  Other companies in equally complex industries seem to be able to put their data to work. Messflix does work with data, and analysts are able to get some insights from it, but the organization’s leaders don’t feel like they can call themselves data driven.


  The data science trial runs seem to all end in “pretty prototypes” with no clear business value. The data scientists tell their managers that it’s because the “product team just doesn’t want to put these great prototypes on the roadmap,” or, in another instance, “because the data from the source is way too messy and inconsistent.”


  In short, Messflix hopefully sounds like your average business, which for some reason doesn’t feel like it’s able to let the right data flow to the right use cases. The data landscape, just like the technology landscape, has grown organically over time and has become quite complex.


  The two key technology components of Messflix are its Messflix Streaming Platform and Hitchcock Movie Maker. The streaming platform does just what it says: enable subscribers to watch shows and movies. The movie maker is a set of tools helping the movie production teams choose good movie topics, themes, and content.


  Additionally, Messflix has a data lake with an analytics platform on top of it taking data from everywhere. A few teams manage these components. The teams Orange and White together operate a few of the Hitchcock Movie Maker tools. Team Green is all about the subscriptions, the log-in processes, etc., and team Yellow is responsible for getting things on the screen inside the streaming platform. Figure 1 depicts a rough architecture sketch of a few of these components before we briefly discuss how data is currently handled at Messflix.


  
    [image: ]


    The main Messflix software components. The data team handles a large variety of data sources and responsibilities.

  


  The Data team gets data into the data warehouse from a few different places—for example, cost statements from the Hitchcock Movie Maker and subscriptions from the subscriptions service. The team also gets streaming data and subscription profiles from the data lake.


  Then the Data team does some number crunching to transform this data into information for fraud analysis and business decisions.


  Finally, this information is used by decentralized units to make those business decisions and for other use cases. This currently is a centralized workflow. The data team “sits in the middle.”


  No matter where you’re coming from and where you want to go, you will find yourself somewhere along the Messflix journey. So let’s take one final look at the complete journey Messflix is going through.


  No data journey is a simple straight line. Likewise, we don’t pretend that the Messflix journey is a simple linear progression of a series of steps. You’ll see different approaches in the chapters and ways to make the data mesh fit your company, even though the Messflix example illustrates one main thread to guide you.


  You can follow that main thread used by Messflix throughout chapters 2 through 6 and chapter 9. Table 1 gives you an overview of the stages of the company, as we highlight two dimensions alongside the journey to a data mesh. The first is the number of organizational units and teams affected. The second is the types of company responsibilities that are decentralized.


  The core of the data mesh paradigm shift is the decentralization of the responsibility for data. But responsibility for data today is practically split into multiple parts, all of which need to be decentralized. Thus we highlight all four kinds of responsibility for data in table 1; each corresponds to one of the principles presented in part 2.


  Table 1 The Messflix journey


  
    
      
      
      
      
      
      
    

    
      
        	
           

        

        	
          Chapter 4

        

        	
          Chapter 5

        

        	
          Chapter 6

        

        	
          Chapter 7

        

        	
          Chapter 8

        
      


      
        	
          Affectedteams

        

        	
          2


          (Two data-producing teams)


          Few collaborators across the company

        

        	
          2+

        

        	
          2+

        

        	
          2+

        

        	
          3–10


          (A dedicated platform team and more producing and consuming teams)

        
      


      
        	
          Types of data responsibility

        

        	
          A small bit of everything

        

        	
          True ownership through knowing the actual (data) domains

        

        	
          Responsibility for serving data customers

        

        	
          Responsibility for security, governance, etc.; in short, the needs of the whole company

        

        	
          Responsibility for infrastructure, technical components

        
      

    
  


  
liveBook discussion forum


  Purchase of Data Mesh in Action includes free access to liveBook, Manning’s online reading platform. Using liveBook’s exclusive discussion features, you can attach comments to the book globally or to specific sections or paragraphs. It’s a snap to make notes for yourself, ask and answer technical questions, and receive help from the author and other users. To access the forum, go to https://livebook.manning.com/book/data-mesh-in-action/discussion. You can also learn more about Manning’s forums and the rules of conduct at https://livebook.manning.com/discussion.


  Manning’s commitment to our readers is to provide a venue where a meaningful dialogue between individual readers and between readers and the author can take place. It is not a commitment to any specific amount of participation on the part of the author, whose contribution to the forum remains voluntary (and unpaid). We suggest you try asking the authors some challenging questions lest their interest stray! The forum and the archives of previous discussions will be accessible from the publisher’s website as long as the book is in print.
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about the cover illustration
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Part 1. Foundations


  The first part of the book will familiarize you with the data mesh paradigm. We quickly go through the theory of the data mesh and its principles and present drivers to consider when deciding on the data mesh implementation.


  You will be able to evaluate at which point you are on the data maturity scale and consciously decide whether you want to start the journey.


  We follow with a hands-on example of how to go about building a minimal data mesh within a month. This exercise focuses on the organizational challenges and follows the minimum viable product (MVP) philosophy on the technology side of things.


    


  
1 The what and why of the data mesh


  This chapter covers


  
    	
Defining data mesh


    	
Introducing the key concepts of the data mesh paradigm


    	
Understanding why the data mesh is a socio-technical paradigm shift


    	
Seeing the advantages of the data mesh


    	
Identifying possible data mesh implementation challenges

  


  The data mesh is a decentralization paradigm. It decentralizes the ownership of data, its transformation into information, as well as its serving. It aims to increase the value extraction from data by removing bottlenecks in the data value stream by these means.


  The data mesh paradigm is disrupting the data space. Large and small companies are racing to showcase their data mesh–like journey all over the internet. It’s becoming the new thing to try out for any company that wants to extract more value from its data. This book describes the data mesh paradigm as a socio-technical architecture, with an emphasis on the socio. The main focus is on people, processes, and organizations, not technology. Data meshes can, but don’t have to, be implemented using the same technologies most current data systems run on.


  But because the data mesh is a topic of ongoing debate, with only slowly emerging best practices and standards, we found the need for an in-depth book that covers both the key principles that make data meshes work and examples and variations needed to adapt this to any company. This book is designed to do just that: help you begin your own data mesh journey.


  We will provide you with conceptual tools, including, but not limited to, the key data mesh principles and boots-on-the-ground insights and examples. This book is not meant to be a comprehensive theoretical study but offers you the practical guidance necessary to get set up.


  To start off, we will look at the core ideas of the data mesh, as well as the benefits and challenges associated with it. We’ll also give you our definition of a data mesh, focused on outcomes and practicality.


  
1.1 Data mesh 101


  The data mesh paradigm in this book is all about decentralizing responsibility. For instance, say the development team for the customer registration component of a company also creates a dataset to analyze registered customers. The team ensures that this dataset is in an easy-to-digest format by transforming the data (e.g., to a CSV file) and serving it the way the consumers would like it (e.g., on a central file-sharing system).


  But this deceptively simple definition has a lot of implications because, in most companies, data is handled as a by-product. It is usually turned into value only after being put as a by-product into storage, then pulled into a central technology by a centralized data team, and then picked up again by decentralized actors. This actor may be an analyst in the marketing department, a recommendation system used in a marketing campaign, or a frontend display. Figure 1.1 depicts a common form of data architecture, both organizational and technical. We have also done our best to show its pitfalls.
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    Figure 1.1 Decentralized data emission and central transformation cause problems for users because of, for example, unclear ownership and responsibility for data and its quality.

  


  We can see here two levels of centralization:


  
    	
      The centralized technology in the form of storage and the usual data engineering/ data science machinery

    


    	
      The organizational centralization of the data team

    

  


  Since the development team considers the data a by-product, the ownership is implicitly assigned to the data team. But such central teams usually cannot keep up with the business knowledge specific to multiple areas of operations. The developer responsible for customer registrations would need to know only the language and the updates inside that component and the associated business. But the central data team will need the same understanding of a domain multiplied by the number of domains. Such overload makes it unlikely that the central team will understand even a single domain to the degree that the responsible development team does. As a result, the data team cannot tell whether the data is correct, what it actually means, or what specific metrics might mean.


  The data mesh paradigm shift calls for decentralization of the responsibility for data—to consider it an actual product. The situation depicted in figure 1.1 can turn into a data mesh if, for example, the development team provides the data product straight to the analysts through a standardized data port. This product could be something as simple as a plain CSV file hosted in the appropriate cloud storage spot, easy for the analyst to access. Take a look at figure 1.2 to see this shift in action.
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    Figure 1.2 Decentralized data transformation makes data consumers happy by offering simple access to well-described data.

  


  A platform team could help provide a simple technology as a service to be used by development teams to quickly deploy such data products, including the data ports. Data producers focus on developing data products, which, together with data consumers, start to form connections and compose a network. We call such a network the mesh, where the individual nodes are data products and consumers.


  Even in our small example, we observe a significant operational paradigm change. It encompasses both a shift in the ownership responsibility (from a central data team to the development teams) and the technical challenge of making the new setup work.


  Introducing changes in the operational paradigm will result in ripples affecting many areas of your business. To stop these ripples from becoming chaos, we need guiding principles. We briefly introduce them later in this chapter and examine them in detail in chapters 4 to 7. Before that, you must understand our definition of data mesh and its nontechnical aspects. Zhamak Dehghani made an incredible effort in curating the idea of the data mesh in 2019 (see “How to Move Beyond a Monolithic Data Lake to a Distributed Data Mesh,” http://mng.bz/nNaK). She provided us with all its critical elements and introduced a structured approach to the previously discussed paradigm shift.


  Since Dehghani’s introduction of the data mesh approach, many data mesh–inspired business-derived and theoretical examples have appeared. A lot of this content might not perfectly fit into the initial description of the data mesh framework. A lot of businesses have seemed somewhat unsure about what exactly conforms to the definition of a data mesh and what doesn’t.


  In our work, as well as in this book, we opt for solutions that are first and foremost practical (hence the title, Data Mesh in Action). Therefore, the data mesh definition we coined aims to be broad and functional and emphasizes decentralized efforts to maximize the value derived from data.


  Definition Data mesh is a decentralization paradigm. It decentralizes the ownership of data, the transformation of data into information, and data serving. It aims to increase the value extraction from data by removing bottlenecks in the data value stream. The data mesh paradigm is guided by four principles (described in section 1.4 and in chapters 4 to 7), helping to make data operations efficient at scale: domain ownership, domain data as a product, federated computational governance, and self-serve data platform. Data mesh implementations may differ in scope and in the degree to which they use each principle.


  The goal of implementing a data mesh is to extract more value from the company’s data assets. That is also the reason we keep this definition so lightweight and inclusive in relation to the level at which each principle is followed. The following nontechnical use case of a data mesh will hopefully explain what we mean by that.


  
1.2 Why the data mesh?


  We see three main reasons that the data world is in need of decentralization in the form of the data mesh:


  
    	
      With the proliferation of data sources and data consumers, a central team in between creates an organizational bottleneck.

    


    	
      With multiple data-emitting and -consuming technologies, a central monolithic data storage in between creates a technological bottleneck, which loses a lot of the information in this step in the middle.

    


    	
      Both data quality and data ownership are only implicitly assigned, which causes confusion and a lack of control over both.

    

  


  Over the past 30 years, most data architectures were designed to integrate multiple data sources; that is, central data teams merged data from all kinds of source systems and provided harmonized sets to users, who in turn tried to use them to drive business value. Yet, for over a decade now, the problem of big-data hangovers has plagued companies of all sizes. These data environments struggle with the scalability of the solutions, incompleteness of the data, accessibility problems, and the like. We bet that your company is also fighting to extract value from data, right?


  Some approaches simply seem to not work out. Dozens of reports and dashboards seem to be of no use compared to the costs of creating and maintaining them. A bunch of data science projects seem to stay stuck in the prototype phase, and data-intensive applications that are running are probably facing a bunch of data-related problems. At least it seems that way, considering the effort it takes to get a software component to run.


  One of the reasons for the scalability problem is the proliferation of data sources and data consumers. An obvious bottleneck emerges when one central team manages and owns data along its whole journey: from ingestion through transformation and harmonization to serving it to all potential users. Splitting the team along the data pipe does not help much either. When engineers working on data ingestion change anything, they need to inform the group responsible for transformation. Otherwise, the upstream systems may fail, or worse, will process the data incorrectly. Required close collaboration among the engineers leads to the tight coupling of all data-related systems.


  The other problem arises from the monolithic nature of data platforms, such as warehouses and lakes. They often lack the diversity to reflect the reality encoded in data derived from sources and domain-specific structures. Moreover, enforced flattening of data structures reduces the ability to generate valuable insights from the collected data, as crucial domain-specific knowledge gets lost in these centralized platforms.


  We could observe this problem in one of the projects we worked on. A car parts manufacturing company was buying data related to failures of various parts. Even though the provider had information on the part provenance (the model the part was installed in), the buyer had no data models allowing it to store this information. As a result, components were analyzed separately, hampering R&D’s attempts to understand the big picture better.


  Two more interwoven factors exacerbate the problems described earlier. One is unclear data ownership structure; the other is the responsibility for data quality. Data traveling through specialized teams loses its connection to its business meaning. Developers of centralized data processing systems and applications can’t and won’t fully understand the data content. In contrast, data quality cannot be assessed apart from its meaning.


  Similar problems were recognized in other areas of software engineering and resulted in the emergence (and success!) of domain-driven design and microservices. Application of similar thinking (a focus on data ownership and shared tooling) to data engineering led to the development of the data mesh approach.


  
1.2.1 Alternatives


  There are two main alternative models to the data mesh’s decentralization of responsibility for data. We discuss their setups in more detail in chapter 6, but provide a quick overview here.


  The first option is the centralization of both people and technology. This is the default setup for any startup. And it’s a decent default option, just as the monolith is a decent default option for any software component. In the beginning, the costs of decentralization outweigh its benefits. The benefits brought in by working closely together inside one data team, having just one technology to use, make things a lot easier.


  Key point Centralization is a sensible default option for both organizational and technical data work. Decentralization does carry costs, and centralization can mitigate those. That option does imply, though, that the value derived from centralized and decentralized data is roughly equal.


  The second option splits up the work not by business domains, as data mesh suggests, but by technology. This usually results in one core data engineering team being responsible mostly for ingesting data and provisioning a data storage infrastructure. Multiple other teams (analytics teams, data science teams, analysts, you name it) pick up the raw data and turn it into something meaningful down the road. You might first centralize your data system and then layer up with this option to increase the flow.


  There is nothing wrong with these two approaches. They might be reasonable default options, but both fail to align with value creation, which is deeply tied to business domains. Neither option is able to address sudden changes in just one business domain. As with microservices, which enable you to quickly extract value from one specific service by scaling it up all by itself, the data mesh is able to scale up value extraction in just one domain. All other options need to scale up everything in order to scale up value extraction in just one domain.


  So, one way or another, both of these alternatives will hit a wall at some point: adding the next data source or data science project will feel extremely complex and costly compared to earlier ones. That’s the point where you want to switch to a data mesh.


  
1.2.2 Data warehouses and data lakes inside the data mesh


  There is a misconception about the data mesh. It is sometimes perceived as an exclusive alternative to the central data lake or the central data warehouse. But that does not take into account what the data mesh is: a combination of two things, technology and organization. The data mesh is an alternative to having one centralized data unit taking care of the data inside central data storage.


  That still leaves the option to have central data storage and decentralized units working and owning the data. Indeed, that is a common implementation in companies that don’t need complete flexibility on the data producers’ side. It also is a common approach to keep data lakes and data warehouses inside a business intelligence (BI) or data science team. The data lakes and data warehouses then become a node inside the data mesh. See figure 1.3.
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    Figure 1.3 Data meshes can still use data lakes: for example, a data science team building data products may use data lakes as nodes within the data mesh.

  


  Data meshes make heavy use of both data lakes and data warehouses in various formats. Data meshes, in general, do not try to focus on any specific technology. We discuss this dichotomy a bit deeper in section 1.6. For now, let’s try to keep spirits high and focus on the benefits of the data mesh.


  
1.2.3 Data mesh benefits


  Let’s analyze the potential of a data mesh implementation from two perspectives: through the eyes of the business decision-makers and the technologist.


  The business perspective


  From a business perspective, data itself is of little value. Worse, it means incurred costs! Does this sound like heresy? To understand that statement and, if needed, convey it to your business partners, you need to understand the levels at which people can understand reality.


  A good approximation of this phenomenon is the DIKW pyramid, derived from The Rock, a play written by T.S. Eliot in 1934. This model represents data, information, knowledge, and wisdom as a hierarchical structure, in which each next element can be derived from the former. (See “Data Demystified: DIKW Model” by Anthony Figueroa, http://mng.bz/v60M.)


  The data in this context is just a set of values (the storing of which costs money!). To derive value from this data, we need to build up the context, allowing for informed decision-making. The data mesh improves the robustness of the whole pyramid.


  As we mentioned, having raw data is of no use to decision-makers. We could argue that they can download it to their laptops and analyze it themselves. This is true! This option has, however, two underlying assumptions:


  
    	
      To download the data, it needs to be accessible.

    


    	
      To ensure the value of any performed analysis, data needs to be as complete as possible.

    

  


  To address the first assumption: we mentioned already and will say repeatedly, the data mesh is very much focused on making data accessible. And not only accessible, but findable, interoperable, and reusable as well! This accessibility is embedded in one of the four data mesh principles: data as a product is all about making sure data is there for the taking.


  Completeness of the data is another concern where data mesh shines. Unlike most data warehouse or data lake architectures, data products and their data models are not developed by IT specialists apart from the business. Instead, the development is a joint effort, ensuring the data presented outside the domain is sufficient to derive meaningful conclusions.


  The data mesh also helps add value to elements higher in the hierarchy. The teams transforming data into information, knowledge, and wisdom (which businesses like to call insight) gain instant access to multiple interoperable data sources.


  Of course, in theory, it’s possible to make this instant access happen from a data lake as well. However, the reality of a single team managing technical aspects of the environment, as well as data access and transfer rights, in our experience, always makes that infeasible. And if required bits of data are stored in two different data lakes (or four, which is not that unusual), getting them all to work together is next to impossible. In short, having access to read-optimized data products enables quick prototyping of new analytical methods and opens a path for the rapid development of new business capabilities.


  The technology perspective


  The main benefit from the technological perspective is maintaining the speed of development with the organization’s growth, as we mentioned previously, which is required to keep generating business benefits from the data. The data mesh is meant to address the shortcomings of other data architectures, like data warehouses or data lakes, by decentralizing data production and governance. Those other architectures introduce a bottleneck—a central team responsible for harmonizing all the data for the whole of your company and making it ready for consumption. A single team cannot scale to accommodate the varied data needs of a growing organization. Both the technology and the team knowledge quickly become scale problems. Eventually, more time is spent on maintenance, and new projects become more and more delayed.


  The other benefit of data mesh is the clarity of data ownership right from the point of its creation. This approach flattens the data management structure, leaving just a thin layer of a federated governance team. And even that team’s activities are limited to agreeing on standards within autonomous domains.


  The speedup of development also comes from empowering the implementation teams. Since producing and maintaining the data products rests on their shoulders, the speed of change is not limited by a single central integrations team’s backlog of tasks. Therefore, both the evolution of and fixes to the data product happen more quickly—especially any bug fixing and downtime. Furthermore, the team that owns the data product is better equipped to react faster because no context switching is needed, as in the case with one central team.


  The other factor worth mentioning is data environment stability. With data products offering access to contracted versions of their datasets, pipelines built on them are much more robust and require much less maintenance.


  
1.3 Use case: A snow-shoveling business


  Candace operates a snow-shoveling business. She is a proud businesswoman who started the business shoveling snow herself every winter. After a couple of years, she scaled up her operations. She focused on logistics, billing, and setting the prices across the business, and she hired three employees: Adam, who shovels the houses at Pine Road; Eve, who does the houses on Oak Street; and Bob, who is responsible for ordering new shovels, because they seem to break all the time.


  Adam and Eve are responsible for both shoveling snow and bringing in new clients on their respective streets. After all, they spend quite some time around people there while shoveling snow each winter! But Candace isn’t happy. Figure 1.4 depicts the initial state of Candace’s operations.
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    Figure 1.4 In Candace’s snow-shoveling business, Adam and Eve do their work, while Bob creates a stack of inventory, freezing the capital.

  


  The previous year, Candace asked Adam and Eve to write down their working times and the number of houses cleared. She put that data in a fancy Microsoft Excel file in order to do some calculations and set prices. Figure 1.5 displays that data flow.
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    Figure 1.5 Centralized data flow from Adam and Eve to Candace for decisions

  


  This way, we could say, Candace turned the data received from Adam and Eve into information in her Excel file, and then she further turned it into decisions, yielding the business value. Additionally, she asked Adam and Eve to provide a rough guesstimation of the number of shovels they will need. Figure 1.6 shows the data flow to Bob.
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    Figure 1.6 Centralized data flow from Adam and Eve, through Candace, to Bob

  


  We could say that Adam and Eve provided raw data to Candace. She then aggregated it into information and handed it over to Bob to turn the data into decisions and business value. Notice how you again can see a pipeline : a sequence of steps that turns the data into value. The pipeline has two steps for setting prices (Adam and Eve collect the data in their time sheets, and Candace does her magic by aggregating the data and making decisions based on it), and three steps for the shovel procurement with Bob (Adam and Eve produce data with their shovel forecasts, Candace aggregates the data, and Bob makes decisions based on it).


  But, as we said previously, Candace is not happy with the situation. Profits are not very good. The shovel procurement seems to always be off: sometimes inventory seems to stack up, and other times Adam and Eve need to delay their work because they run out of shovels.


  This year, after reading a book called Data Mesh in Action, Candace decides to experiment. She decides to build the foundation for a data mesh, as described in chapter 3 of the book. She uses knowledge from chapter 4 to define domain boundaries and give the ownership of data to her main shoveling domain owners—namely, Adam and Eve. That means the following:


  
    	
      Candace stops collecting the times and instead asks Adam and Eve to record their times themselves in any way they see fit.

    


    	
      Adam and Eve will set the pricing for their streets.

    

  


  Then something interesting happens when Eve decides to increase prices on Oak Street and Adam decreases the prices on Pine Road. It turns out they simply know more about their neighborhoods than Candace does. On Oak Street the houses have long driveways, so Eve needs to charge more for shoveling snow. On Pine Road a local kid is shoveling snow cheaper, so to be competitive Adam needs to lower his prices. Figure 1.7 shows the decentralized data flow now taking place.
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    Figure 1.7 Decentralized data flow inside Adam’s and Eve’s domains

  


  If we look at the flow of data now, we could say it stays completely with Adam and Eve, from data to information, and finally into the decision—the pricing model. As profits increase, Candace decides to take it a step further. In the second year of the experiment, Candace resolves to tackle the procurement problem. To do that, she asks Adam and Eve to directly inform Bob about the number of shovels they will likely need.


  To avoid confusion and to-and-fro emails, Adam and Eve create a spreadsheet. They update it regularly, so if current conditions or weather forecasts change their estimations, their information is timely. Figure 1.8 depicts the data flow, serving data to Bob.
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    Figure 1.8 Decentralized data provisioning in Adam’s and Eve’s domains served to Bob for decision-making

  


  In our data flow, Adam and Eve now keep both data and information in their domains. They try to supply Bob with a proper set of information, not just the raw data they were asked to collect, so he can make the procurement decisions. Bob seems much happier. When asked by Candace why this is so, he tells her that Eve realized that he also needs to know how often shovels break. Eve breaks them more often because of the longer driveways.


  An unexpected business benefit of shortening the data flow emerges. In the past, Adam and Eve usually presented Candace with pessimistic approximations because they did not want to be left without shovels. Sometimes they were afraid of her reaction to too many broken shovels, so hoping for the best, they presented her with optimistic estimates. Candace usually added an extra safety margin before sending the order to Bob, but sometimes she got worried about spending and took a risk of lowering the received estimation.


  Bob, knowing that the numbers he received were unreliable, often tried to adjust the order based on his gut feeling (and telling Candace, that, e.g., the required numbers of shovels was not available on the market). To keep the company running, he had to create a buffer of shovels, and this decreased the company’s financial liquidity by freezing the capital and increasing warehousing costs. Now that he can access Adam’s and Eve’s direct forecasts, he is able to procure just enough shovels. He ends the year with barely any inventory left and without running out of shovels in the meantime.


  For Candace, this results in a nice profit, thanks to reduced costs in year two, and she also has three happy employees. You should notice that it’s the pipeline (the flow of data from one unit, in this case, Adam and Eve, to Candace and further to Bob) that has been the source of all problems. All that Candace has done is to break up that pipeline and package it into one, or at most two, pieces. That is decentralization at work.


  That’s really all there is to it. By breaking up this pipeline in certain situations, you will end up with better outcomes, because the decentralized parts (Adam and Eve, in our case) simply can turn that data into value better (whereas the whole pipeline could not).


  Probably next year, Candace will want to introduce some form of governance. For example, she could introduce rules on the frequency of updates; or she might ensure the security of her spreadsheets so the kid from Pine Street doesn’t mess with their data. Maybe she’ll hire someone to create a website so people can book their services online—to do that, she’d have to develop data products with Adam’s and Eve’s working times and connect them with the new system by using some part of the platform. Isn’t the future full of potential when you have operational profit?


  Next, we will show you the four principles of the data mesh. We consider them the cornerstones of its implementation. But as we mentioned previously, our data mesh definition is inclusive and business-value oriented. Therefore, you need to prioritize these principles for yourself and determine the degree to which you should follow them to achieve your business goals. Just as Candace did, you will need to use the following principles as guides to successfully implement a data mesh.


  
1.4 Data mesh principles


  Dehghani first described the current incarnation of the data mesh concept as a set of four principles. Throughout this book, we focus on their implementation details. Following is a summary of these four data mesh cornerstones.


  
1.4.1 Domain-oriented decentralized data ownership and architecture


  The first principle is that data and its relevant components should be owned, maintained, and developed by the people closest to it; this means the people inside the data’s domain. This calls for applying the concepts of domains and bounded contexts to the data world. This also means applying decentralization to ownership and architecture.


  The idea is that, just as in the previous example, the domain-internal engineers are responsible for developing data interfaces that allow other users (data scientists, self-service BI users, data engineers, or system developers) to use that domain data. The data product engineers are expected to be experts within a single domain, which minimizes communication problems and misinterpretations of data.


  Data should have clear ownership, and it should not be on the centralized level of an organization. We should put that responsibility into the hands of the people closest to it. That might be the domain team in the case of a source-oriented dataset; or it might be a data engineering team, an analytics engineering team, or a data science team for new datasets created out of multiple datasets. It could also be the organizational unit using the data if our dataset is very consumer-oriented.


  The domain is an area or part of our business. It is a way of slicing and decomposing the company. Quite often our organizational structure resembles business domains. At Messflix, we can, for instance, find domains that distribute content, produce content, and develop a market and brand. See figure 1.9.
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    Figure 1.9 Simplified Messflix business domain sketch

  


  The domain ownership principle says that each team or unit owning a domain should also own the data that has been created inside that domain. So, the team developing software to support content production is also responsible for content production data. But what does it mean to be responsible for data?


  Being responsible for data means hosting and serving datasets to other parts of the organization (to other domains). The team is the owner of the data, and it also should be responsible for pipelines, software, cleansing, deduplicating, or enriching the data.


  As with Agile principles and Agile teams, ownership on its own would not make much sense without having autonomy at the same time. This is why teams should be able to release and deploy their operational and analytical data systems autonomously.


  As you can see in the example of Messflix, every business consists of many domains. Each domain can usually be further split into subdomains. By applying this principle, we will end up with a mesh of interconnected domain data nodes. Nodes of the mesh can, and even should be, connected. Data can be moved and duplicated, and the shape can be changed between the domains when needed. For example, data will usually move from source-oriented data domains (output of the operational systems) to more consumer-oriented data domains. Here, the raw data will be customarily aggregated and transformed into a more consumer-friendly shape and format.


  In such a mesh of interconnected domains and subdomains, only the people close to the data know it well enough to actually work with it. Take an example from earlier: does the word content mean the same in all three domains? Hopefully not, because in the Produce Content domain we will have both draft versions and ideas for unproduced content. We will also have content that will then become truly productionized. However, in the Distribute Content domain, people will always mean productionized final content when they say content.


  Just imagine a developer from the Distribute Content domain who is supposed to compile a list of content pieces from the Produce Content domain. They will likely produce a list of produced content pieces; however, that will miss the point. The requirement likely asks for a list of all content pieces, including ideas, things that are still in production, and canceled pieces. Additionally, the status of these content pieces should be included.


  However, people outside this domain will not even know that these are important pieces of data. This will make the people inside the domain the only people truly able to work with this kind of data.


  Source data domains usually serve data and information that represent facts about the business. Data should be exposed to other domains to serve operational purposes (like the REST API) and analytical purposes. Source data domains should expose domain events and historical snapshots aggregated over time. With the latter, we should make sure that underlying storage is optimized for big-data analytical consumption (like a data lake). In the previous example, the Produce Content domain becomes a source data domain when it exposes lists of produced content pieces. This is an original piece of data created by the business process of creating content.


  Consumer data domains are aligned closely with consumption. An excellent example of such a domain could be Provide Management Reporting and Predictions. In the case of Messflix, it could be the Recommend Content domain, which might be a subdomain of Distribute Content. If the marketing team takes the list of produced content pieces and enriches it with relevant marketing materials now (the tweets the marketing team uses to promote the list, etc.), then the new list slips into a consumer data domain.


  Parts of the data between data domains can be duplicated. Still, because that data is serving a different purpose, it will also be modeled differently. So usually domain boundaries will, at the same time, also be data model boundaries. Because we want to give teams as much autonomy as possible, we are not trying to achieve a single canonical model for the whole organization. We are giving them the freedom to model the data in the way they need it. Besides the source- and consumer-aligned domains, we could also encounter core data domains used across the organization. These usually represent key entities or objects.


  When we share the responsibility for data across the organization, we gain tremendous scalability and maintainability. For example, when we want to add new datasets to the mesh, we will be adding a new autonomous node. At the same time, teams that own datasets will be in a comfortable situation. They will own only data that they truly understand.


  
1.4.2 Data as a product


  The second principle is that data must be viewed as a product. This calls for an introduction of product thinking (integrated into data management).


  Usually, when we talk about data, the first thing that comes to mind is either a file or a table in a database. We often envision a spreadsheet or a series of rows in a file with named columns. Taking this perspective, it is easy to reduce data to technical details. But instead, the more important question is, what gives value to the data from the organization’s point of view? Or reversing this question, what is stopping our data from being turned into valuable decisions?


  Without a proper set of descriptions, even the best prepared set of data will not be found and thus no value extracted from it. If it is unknown how current or complete the data might be, this could render it completely useless. That’s why it’s worthwhile to think of data as a product—a larger whole that ultimately makes up the experience of the users who use it.


  In our experience, data offered by a data team should follow typical product features like these:


  
    	
      Viable quality—This quality can be ensured by specialized domain experts.

    


    	
      Anticipation of user needs—The team offering the data to the outside world should understand the enterprise’s business environment. For example, present the data in a format easily digested by existing data pipelines to ensure its availability and effortless usefulness.

    


    	
      Secured availability—The team should ensure availability of the product whenever users need it.

    


    	
      Focus on user goals—The data team’s focus on its own domain should not mean a lack of communication with other users; on the contrary, the search for synergies and shared toolsets should create an opportunity to understand each other’s needs better.

    


    	
      Findable—Any data product should be discoverable by a simple means, something a random table in a database lacks.

    


    	
      Interoperable—Different data products should be combinable in a way that increases their value.
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